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Evaluating deep learning models
for classifying OCT images with
limited data and noisy labels

Aleksandar Miladinovi¢'*, Alessandro Biscontin?, Milo$ Aj¢evi¢?, Simone Kresevic?,
Agostino Accardo?, Dario Marangoni?, Daniele Tognetto® & Leandro Inferrera®

The use of deep learning for OCT image classification could enhance the diagnosis and monitoring of
retinal diseases. However, challenges like variability in retinal abnormalities, noise, and artifacts in
OCT images limit its clinical use. Our study aimed to evaluate the performance of various deep learning
(DL) architectures in classifying retinal pathologies versus healthy cases based on OCT images, under
data scarcity and label noise. We examined five DL architectures: ResNet18, ResNet34, ResNet50,
VGG16, and InceptionV3. Fine-tuning of the pre-trained models was conducted on 5526 OCT images
and reduced subsets down to 21 images to evaluate performance under data scarcity. The performance
of models fine-tuned on subsets with label noise levels of 10%, 15%, and 20% was evaluated. All DL
architectures achieved high classification accuracy (> 90%) with training sets of 345 or more images.
InceptionV3 achieved the highest classification accuracy (99%) when trained on the entire training set.
However, classification accuracy decreased and variability increased as sample size decreased. Label
noise significantly affected model accuracy. Compensating for labeling errors of 10%, 15%, and 20%
requires approximately 4, 9, and 14 times more images in the training set to reach the performance

of 345 correctly labeled images. The results showed that DL models fine-tuned on sets of 345 or more
OCT images can accurately classify retinal pathologies versus healthy controls. Our findings highlight
that while mislabeling errors significantly impact classification performance in OCT analysis, this

can be effectively mitigated by increasing the training sample size. By addressing data scarcity and
labeling errors, our research aims to improve the real-world application and accuracy of retinal disease
management.
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Despite progress in medical imaging technologies, Optical Coherence Tomography (OCT) stands out as the
premier tool for evaluating retinal conditions in the eye!?. This non-invasive imaging technique is essential
for diagnosing retinopathy, offering detailed cross-sectional views and high-resolution images of the retina’s
various layers®*. OCT significantly aids in therapeutic decisions and the diagnosis of multiple retinal disorders,
enabling ophthalmologists to discern the retina’s layers with precision®. This imaging modality allows for
detailed visualization of the retinal architecture, enabling early detection and monitoring of various ocular
conditions such as age-related macular degeneration®® (AMD), diabetic retinopathy'®-!> macular hole'® (MH)
and glaucoma'*">.

The non-invasive nature of OCT, coupled with its ability to produce real-time images, has made it a standard
tool in modern ophthalmic practice'®.

This advanced imaging technology plays a key role in identifying both the normal structure of the retina and
signs of retinal pathologies, allowing for timely diagnosis and intervention in several retinal conditions'’.

One of the retinal signs detectable via OCT is intraretinal fluid (IF), which appears as hyporeflective areas
within the neurosensory retina, as well as subretinal fluid (SF), a clear or lipid-rich exudate that accumulates
between the neurosensory retina and the retinal pigment epithelium!®. These fluid accumulations are often
linked to conditions like diabetic retinopathy, exudative AMD or retinal vein occlusion. Additionally, drusen
(D) - subretinal deposits found beneath the retinal pigment epithelium- are closely associated with AMD and
serve as early indicators of disease progression!®. In cases of exudative AMD, a common complication is macular
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neovascularization (MNV), which is triggered by the overproduction of vascular endothelial growth factor in
response to localized ischemia and inflammation?.

In exudative AMD, macular neovascularization (MNV) commonly occurs as a result of increased vascular
endothelial growth factor production in response to localized ischemia and inflammation?’. This can lead to
disruptions in the retinal pigment epithelium (RPE), and while the OCT signal normally penetrates the RPE
minimally in a healthy retina, increased choroidal backscatter (BS) indicates a compromise of the RPE’s usual
barrier to the OCT laser?!. Another age-related condition is vitreomacular adhesion (VMA), which happens
when the vitreous starts to detach from the retina but remains partially attached at certain points near the
fovea??, Besides these conditions, other retinal signs include epiretinal membranes (ERM), also known as
macular puckers or cellophane maculopathy. This is a semi-translucent fibrous tissue that forms on the inner
surface of the retina, particularly affecting the macula and often leading to vision problems®®. Another key
pathological sign is the presence of macular holes (MH), characterized by full or partial defects in the central
macular layers, which can significantly impair vision?*. Representative OCT images illustrating a normal retina
and various retinal abnormalities are shown in Fig. 1.

To better identify and analyze such conditions, the advent of deep learning (DL), particularly particularly pre-
trained Convolutional Neural Networks (CNN), has further improved OCT image analysis*>. DL models have
demonstrated remarkable capabilities in various image-processing tasks, including classification, segmentation,
and anomaly detection?®?’. These models are particularly adept at identifying intricate patterns and features
within images, which are often challenging for traditional image processing techniques®.

In the context of OCT, DL offers several advantages. First, it provides automated, efficient, and accurate
solutions for detecting retinal abnormalities??°. By leveraging large datasets of OCT images, DL models can
learn to recognize subtle variations and anomalies that may indicate disease?®*. This capability is crucial for
early diagnosis and treatment, potentially preventing vision loss in patients. Second, DL models can process large
volumes of data rapidly, providing consistent and objective analyses that enhance clinical decision-making®!-*2.
Moreover, DL-based imaging is increasingly used, to predict outcomes and choose optimal therapeutic strategies
in personalized medicine®® and improve overall diagnosis in clinical settings where time and resources are

INTRARETINAL FLUID SUBRETINAL FLUID

MACULAR NEUROVASCULARIZATION VITREOMACULAR ADHESION

Fig. 1. Representative OCT images illustrating a normal retina and various retinal abnormalities, including
intraretinal fluid (IF), subretinal fluid (SF), drusen (D), macular neovascularization (MNV), vitreomacular
adhesion (VMA), epiretinal membrane (ERM), macular holes (MH), and choroidal backscattering (BS).
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limited>*. Despite numerous publications highlighting their advantages, the application of DL in OCT analysis is
not without challenges, and these models are not yet widely applied in clinical settings®.

Considering the complexity and variability of retina abnormalities, the subtle changes of retinal layers in
retinopathies, and pitfalls of OCT images which can suffer from noise artifacts®® and variability in acquisition
settings*, alarge volume of labeled data is needed to train DL models effectively. In addition, accurate data labeling
is essential for achieving high classification performance and generalizability?®. However, the process of labeling
OCT images is labor-intensive and requires expertise. Human error in labeling introduces inconsistencies and
biases, potentially impacting the performance of trained models?. Studies indicate that human error in labeling
medical images can be up to 17%®’, depending on factors such as image complexity, interobserver variability,
and fatigue. Such errors can propagate throughout the training process, affecting the performance of Al-based
support systems>?.

Our study aimed to systematically evaluate the performance of various deep learning (DL) architectures
for classifying retinal pathologies versus healthy cases based on OCT images, under conditions of data scarcity
and label noise. Specifically, we aimed to identify the minimal data requirements for effective model training,
investigate the impact of label noise on model performance, and determine how different levels of labeling errors
affect the number of images needed to achieve clinically relevant accuracy. Our ultimate goal was to provide
insights that can inform the creation of clinical guidelines related to the detection, diagnosis, and management
of retinal diseases using DL models, thereby enhancing their reliability and effectiveness in real-world clinical
settings.

Materials and methods

Study design

This retrospective observational study was conducted at the University Eye Clinic of Trieste, following the
ethical guidelines of the Declaration of Helsinki. The study protocol received approval from the Regional Ethics
Committee (CEUR) of Friuli Venezia Giulia, Italy (protocol number 17094/2022). All participants gave their
informed consent for the use of their data.

Data collection

We retrospectively evaluated anonymized OCT scans obtained using an A-line scan protocol with a length
of 9.0 mm. The images were acquired with the Spectralis OCT system (Heidelberg Engineering, Heidelberg,
Germany), with a central wavelength of 815 nm, an axial resolution of 3.9 pum/pixel, a lateral resolution of
5.7 um/pixel, and an image dimension of 768 X 496 pixels. The study included both horizontal and vertical line
scans centered on the fovea. These scans were collected from individuals aged 18 to 95 years between January
2017 and September 2022.

Two experienced retinal specialists (LI and DM) thoroughly examined and labeled all the images. Images of
poor quality, those not centered on the fovea, and scans where the specialists did not agree on the diagnosis were
excluded from the dataset.

Cases were divided into two groups: healthy and those with retinal pathologies. The pathological group
included scans showing signs of ERM, IF, SE, D, MNV, VMA, MH, and BS. The control group comprised cases
with no retinal abnormalities in their OCT scans. The total number of healthy scans was randomly selected to
match the number of scans in the pathological group. This equal selection helps avoid model bias toward either
normal or pathological cases. Images that did not meet the quality threshold (Spectralis Quality parameter < 23)
were excluded from the study. The final dataset included 6240 images (3120 pathological and 3120 healthy).

Comparative analysis of deep learning architectures
We employed a set of well-established DL pre-trained architectures for our study, namely ResNet18, ResNet34,
ResNet50, VGG16, and InceptionV340-42,

Initially, we loaded pre-trained models of ResNet18, ResNet34, ResNet50, VGG16, and InceptionV3, all
of which had been trained on the ImageNet dataset*’. Subsequently, training, validation, and test set images
were defined, containing 5526, 614, and 100 images, respectively. Each pre-trained model was fine-tuned on the
entire training set, as well as, on reduced subsets, in order to evaluate the performance of the architecture under
data scarcity. These subsets were constructed by dividing the entire training set into progressively smaller sizes,
following a geometric progression, with the formula:

entire dataset

subset size = on
where n ranged from 1 to 8, resulting in train subset sizes of 5526, 2763, 1381, 690, 345, 172, 86, 43, and 21
images.

Considering the two-class classification problem of our study, each of the pre-trained DL architectures was
adapted to function as a binary classifier. This modification involved removing the final fully connected layer and
replacing it with a single neuron, which facilitated binary classification tasks**.

To train the modified networks, we employed the Adaptive Moment Estimation Algorithm (ADAM) with
a fixed learning rate of 0.0001%°. During the training process, we utilized the Binary Cross Entropy with Logits
Loss function as the loss criterion. Such a function is designed for binary classification tasks, offering several
advantages over traditional loss functions such as Mean Squared Error?.

For each DL architecture and training subset, five training runs were performed. In each run, the model
with the minimal validation loss was selected as the best model. Subsequently, the five best models for each DL
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architecture and training subset combination were evaluated on the test set using classification accuracy. The
overall procedure is summarized in Fig. 2.

Evaluation of the impact of noisy labeling
To evaluate the impact of noisy labeling on classification performance we introduced labeling errors of 10%,
15%, and 20% to simulate the possible real-world scenarios. For each labeling error rate, the training procedure,
described in the previous subsection, was repeated for all considered architectures and training subsets in which
the mean classification accuracy, without mislabeling, was higher than 90%. This evaluation was performed to
assess how noise in the labels, which is common in clinical data due to variability in human annotations, affects
the performance of OCT DL models. The additional analysis of the obtained test set accuracies was performed
to identify the additional number of images needed in the training set to achieve the classification performance
of models trained on the non-mislabeled training set.

This evaluation was repeated across all architectures, ensuring a comprehensive analysis and comparison of
their resilience to labeling errors and dataset size variations. This allowed us to ascertain the robustness of each
architecture to label noise and optimize dataset size for reliable model performance®~*.

Results

Impact of training set size on model performance

In Fig. 3. are reported means+SD values of the classification accuracy on the test set obtained for each DL
architecture and train subset sample size.

All considered architectures showed high classification accuracy (> 90%) for models trained on 345 or more
images.

For the larger sample size subsets, no considerable differences between different considered DL architectures
were observed. However, the best performance was achieved by InceptionV3 trained on the entire training set
(5526 images). In Fig. 4, we report the GradCam of a pathological OCT image as well as the corresponding
GradCam obtained on the InceptionV3 model trained on 345 and 5226 images, showing a similar decision
pattern.

Overall, a progressive decrease in average classification performance and an increase in variability of
classification accuracy were observed as sample size decreased.

In particular, all architectures achieve accuracy greater than 95% when trained on the largest dataset
(5526 images), with a slight decline as the training set size decreases, maintaining accuracy above 95% for
dataset sizes down to 690 images. The SD of classification accuracy is minimal for larger datasets, indicating
consistent performance. A pronounced drop in accuracy is observed as the dataset size is further reduced, with
varied performance around 90-95% for 345 images, where ResNet34 and ResNet50 perform slightly better.
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Fig. 2. Study flowchart for evaluating DL architectures (ResNet18, ResNet34, ResNet50, InceptionV3, VGG16)
across various training set sizes.
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Fig. 3. The average (mean + SD) accuracy of the models for each DL architecture, trained on different
training subsets containing varying numbers of images. A horizontal black dotted line corresponds to the 90%
classification accuracy.

For the smallest dataset sizes (43 and 21 images), accuracy drops significantly, with no model achieving the
90% threshold. ResNet34 and ResNet50 show more resilience to reductions in training set size compared to
ResNet18, InceptionV3, and VGG16, with VGG16 exhibiting the steepest decline in performance and the largest
standard errors at smaller dataset sizes. This increased variability in terms of SD underscores the instability and
inconsistency of model performance under conditions of data scarcity.

Impact of noisy labeling

Figure 5 presents the test accuracies and confidence intervals (95% confidence level) for different DL architectures
and training set sizes, in the presence of different levels of labeling noise (baseline - no mislabeling, 10%, 15%,
and 20% mislabeling). For all DL architectures, as mislabeling is introduced, the accuracy of all models declines
progressively with the label error rate. In addition, the impact of label noise becomes more pronounced with
smaller training set sizes. However, some DL architectures exhibit slightly better robustness (Fig. 5).

In particular, when the training set was larger than 1381 images, ResNet34 and ResNet50 maintained
classification performance for mislabeling up to 15%.

When the training set size is reduced to 690 and 345 images, the accuracy of all models notably drops with
increasing levels of mislabeling. ResNet34 and ResNet50 also in this case showed better performance. For the
mislabeling of 20% in all cases, the classification was considerably reduced, showing acceptable results in the
presence of a high sample size.

Regarding variability in terms of standard deviation, non-mislabeled models tend to maintain a similar
interval of confidence width regardless of the number of images in the training set. In contrast, mislabeled
models show greater variability as the number of images decreases. Finally, when these models are trained using
the entire dataset of 5526 images, their performance variability is comparable to that of their non-mislabeled
versions.
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Fig. 4. Pathological OCT image and corresponding GradCam obtained from the model trained on a) 345 and
b) 5526 images.

Considering the observed possibility to compensate for the accuracy reduction due to the miss-labeling
errors with the increase in sample size, the analysis was conducted to assess the minimum sample size needed to
achieve classification accuracy obtained on the non-mislabeled 345 images (Table 1). Among all architectures,
VGGI6 is the network that requires the fewest images to compensate for accuracy reduction due to labeling
noise. Additional performance metrics, including sensitivity, specificity, and Matthews correlation coefficient,
are available in the supplementary information of this paper (Table S1 - S16).

Discussion

The use of DL for OCT image classification has the potential to improve the diagnostic and monitoring
procedures of retinal diseases?>. However, several challenges limit its clinical applicability®®. Key issues include
the significant variability in retinal abnormalities, the presence of noise, and artifacts in OCT images. Thus
large volumes of high-quality labeled data to train the models effectively are needed. However, the estimated
number of images required to fine-tune these architectures and the impact of human labeling errors on model
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Fig. 5. Test accuracies and confidence intervals (95% confidence level) of various DL architectures with
respect to the size of the training set. Each plot represents models developed with different levels of mislabeling
in the training set: baseline (no mislabeling), 10%, 15%, and 20% mislabeling. The architectures evaluated are
(A) ResNet18, (B) ResNet34, (C) ResNet50, (D) InceptionV3, and (E) VGG16. The horizontal black dotted line
at 85% accuracy represents the clinically relevant threshold for model performance.

performance is an open issue. Furthermore, labeling OCT images is labor-intensive and requires expertise, often
leading to human errors that introduce inconsistencies and biases, which can impact model performance?® and
limit clinical applicability.

Our study evaluated the performance of various DL architectures in classifying retinal pathologies versus
healthy cases using OCT images under data scarcity and label noise.

Our results demonstrated that all considered architectures achieved high classification accuracy (>90%)
when trained on datasets containing 345 or more images.
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Architecture | 10% Mislabeling | 15% Mislabeling | 20% Mislabeling
ResNet18 1381 2763 5526
ResNet34 1381 2763 5526
ResNet50 2763 5526 5526
InceptionV3 345 2763 5526
VGGl6 690 1381 2763

Table 1. Number of images required for each DL architecture to achieve the performance of the baseline (no
mislabeling) at 345 images, under different levels of mislabeling.

For larger sample sizes, no substantial differences in performance were observed among the different DL
architectures, indicating that, given sufficient data, the choice of architecture may be less critical. However,
InceptionV3 achieved the highest classification accuracy when trained on the entire dataset of 5526 images,
suggesting a slight edge in performance.

Moreover, as the sample size decreased, there was a notable decline in classification accuracy and an increase
in performance variability. All architectures maintained accuracy above 95% for dataset sizes down to 690
images, with minimal standard deviation, indicating consistent performance. These results align with findings
from Rolnick et al. (2017)*7, who noted that DL models handle label noise better with larger datasets due to more
robust feature learning.

Regarding the evaluation of the impact of label noise on the performance of various deep learning (DL)
architectures for classifying retinal scans from OCT images. Our findings indicate that as mislabeling is
introduced, the accuracy of all models declines and variability grows progressively with increasing label error
rates. The impact of label noise becomes more pronounced as the training set size decreases. This is particularly
evident for smaller datasets, where mislabeling significantly deteriorates model performance. However, some DL
architectures have slightly better robustness to label noise. Among all the architectures, VGG16 demonstrates
higher robustness in terms of the number of additional images required in the training set to reach the accuracy
level of the model produced on correctly labeled 345 images. In the worst-case scenario of mislabeling, VGG16
is the network that requires the fewest images to adjust for this discrepancy.

Larger datasets provide more information, reducing the impact of noisy labels and enhancing model
performance. This observation is supported by previous studies, which have shown that DL models are more
robust to labeling noise with larger datasets™.

Roughly estimated, across all architectures, on average 4, 9, and 14 times more images in the training set
are required to compensate for labeling errors of 10%, 15%, and 20%, respectively. For most architectures, to
mitigate the decrease in classification accuracy caused by 20% mislabeling, the entire dataset must be utilized.

This study has several limitations. The dataset, while substantial, may not encompass the full variability seen
in clinical practice. The binary classification between normal and pathological OCT presented in this study
may have limited direct application in clinical practice as a standalone decision support system. Additionally,
the labeling errors were introduced uniformly, whereas real-world errors might exhibit more complex patterns.
Furthermore, the study did not separately analyze the effects of different types of retinal diseases, which could
provide more nuanced insights into model performance. However, the choice to combine different retinal
abnormalities into a single pathological category was intended to increase the complexity of the classification
problem on a clinically representative data sample. This approach required the model to recognize and
differentiate a wide range of abnormal signs from normal OCT scans, adding a technical challenge beyond a
simpler binary classification with a single pathology. We can therefore argue that these estimates are conservative
and that in typical binary classification tasks (where the pathological category consists of a single condition), the
models would likely perform even better than the results presented here.

Finally, these findings serve as a useful reference for clinical practice, particularly in the diagnosis and
management of retinal diseases. By identifying the minimal data requirements and assessing the impact of label
noise, this study offers the foundation for a framework for developing robust and reliable DL-based diagnostic
tools, which can enhance the accuracy of detecting retinal pathologies at early stages and potentially be used as
screening instruments.

Furthermore, the insights gained from this research can help integrate advanced DL models into routine
ophthalmic care, thereby advancing precision medicine and improving patient outcomes.

Conclusions

In conclusion, our study systematically evaluated the performance of various deep learning (DL) architectures,
including ResNet18, ResNet34, ResNet50, VGG16, and InceptionV3, in classifying retinal pathologies from
OCT images under conditions of data scarcity and label noise. We found that all architectures achieved high
classification accuracy (> 90%) when trained on 345 or more OCT images. Notably, InceptionV3 trained on the
entire dataset exhibited the best performance.

However, a progressive decrease in average classification performance and an increase in variability were
observed as the sample size decreased. Additionally, the presence of label noise significantly impacted model
performance, showing more reduced accuracy and increased variability for higher mislabeling rates.

Across all architectures, compensating for labeling errors of 10%, 15%, and 20% requires approximately 4, 9,
and 14 times more images in the training set to reach the performance obtained on 345 correctly labeled images.
VGG16 demonstrated good resilience requiring fewer additional images to achieve comparable accuracy levels.
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Our research provides a foundation for creating reliable DL-based diagnostic tools that can enhance the early

detection and treatment of retinal diseases, inform clinical guidelines, and improve patient outcomes, thereby
advancing the application of precision medicine in ophthalmology.

Data availability
The datasets generated and analyzed during the study are not publicly available due to privacy constraints. The
data may however be available from the University of Trieste subject to local and national ethical approvals. In
addition, we have made the models and relevant code available upon request. Any requests should be sent to the
corresponding author.
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