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ABSTRACT

Summarizing trending topics in large collections of Facebook posts is particularly relevant to profile social
user activities and interests. However, automatically generating these summaries poses significant challenges
due to the high heterogeneity of the input data, the limited fluency of extractive summaries, and the absence
of abstractive summarization methods capable of handling multiple posts simultaneously. Existing abstractive
models are either not suited to handle large post collections or disregard topic-level text relations. In this
work, we present TASP, a novel tool for trending topic detection and summarization from English-written
Facebook posts. It trains abstractive summarization models on multi-post collections by leveraging a shortlist
of authoritative posts published by renowned newspapers. At inference time, TASP first creates clusters of
semantically similar social posts, each one representing a distinct topic, using pre-trained transformer-based
language models. Then, it generates abstractive summaries of the clusters for which authoritative information
is missing. To the best of our knowledge, TASP is the first available tool suited to abstractive multi-post
summarization. We test our approach on a large-scale dataset of real Facebook posts. The results show (1)
The higher effectiveness of transformer-based approaches in generating topic-specific post clusters compared
to traditional methods. (2) The importance of attending long pieces of text in multi-post abstractive summary

generation.

1. Introduction

The increasing popularity of Online Social Networks (OSNs) has
led to the generation of an impressive volume of data. For instance,
every day millions of textual messages are posted by social network
users (Oliseenko & Tulupyeva, 2021). Analyzing textual posts using
Deep Learning and Natural Language Processing (NLP) techniques is
particularly appealing for several applications among which event de-
tection (McCreadie et al., 2018), opinion mining (Junaid et al., 2017),
and fake news detection (Geeng et al., 2020).

Facebook posts are a notable example of social media content.
They represent a potentially valuable source of knowledge for both
private and public subjects. To untangle such a mass of content and
detect the most relevant trending topics, OSN analysts usually focus
on the posts generated by authoritative sources, e.g., trusted news
agencies or institutional accounts. However, the whole post corpus
likely covers a larger number of topics and reflects also aspects that are
unrepresented by most authoritative sources. Hence, there is a need for
automated tools to detect and summarize salient trending topics from
large collections of posts (Caso et al., 2022).

Text summarization is a relevant branch of Natural Language Pro-
cessing techniques. It aims at condensing the information conveyed
by long documents. In the last decade, it has already been applied to
a variety of document types such as news articles (La Quatra et al.,
2021; Ma et al., 2022; Mihalcea & Tarau, 2004), scientific papers, and
patents (Casola & Lavelli, 2022; de Souza et al., 2021; La Quatra &
Cagliero, 2022b). Previous approaches to summarize social media posts
encompass extractive approaches, whose goal is to extract portions of
existing content (e.g., from Twitter (Chakraborty et al., 2019; Chua &
Asur, 2021; Li & Zhang, 2021) or Reddit posts (Kano et al., 2018)),
and abstractive method, which rephrase a single post in a more concise
and readable form (e.g., on Reddit (Volske M. Potthast et al., 2017)
or Sina Weibo posts (Wang & Ren, 2021)). Summarizing collections of
Facebook posts poses the following challenges:

» Low readability of extractive summarization methods. The
readability of extracted post content can often be compromised
due to the presence of subsequent sentences whose content is

* Corresponding author at: Politecnico di Torino, Corso Duca degli Abruzzi 24 10129 Turin, Italy.
E-mail addresses: irene.benedetto@polito.it, irene.benedetto@maize.io (I. Benedetto), moreno.laquatra@unikore.it (M. La Quatra), luca.cagliero@polito.it
(L. Cagliero), luca.vassio@polito.it (L. Vassio), martino.trevisan@dia.units.it (M. Trevisan).


mailto:irene.benedetto@polito.it
mailto:irene.benedetto@maize.io
mailto:moreno.laquatra@unikore.it
mailto:luca.cagliero@polito.it
mailto:luca.vassio@polito.it
mailto:martino.trevisan@dia.units.it

Facebook posts Topic modeling

10 ambula

1_fc_pres, Ieague

5_klm_kak'snian_star

4 CDVld COVIdlg cordnaviru:

2_fire_fi re‘rs_blaze
s

essure_ae

s\

Topic summaries

UK weather: 'Five days' of snow
expected as -11C arctic chill hits
the country. The Met Office has
issued a yellow weather warning
for ice across the UK today. Extra
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COVID-19: More than 1,000 new
coronavirus cases recorded in
Oxfordshire. More than one thousand
new coronavirus cases have been
recorded in the county in the last 24
hours.

Fig. 1. Sketch of the pipeline designed to summarize trending topics in Facebook multi-post collections.

not necessarily correlated to each other. The lack of semantic
relations between consecutive sentences negatively impacts the
overall fluency and coherence of the extracted summary.

Lack of abstractive multi-post summarizers. To the best of our
knowledge, there is a lack of existing abstractive methods capable
of summarizing multiple posts simultaneously. Existing approaches
tailored to social content (e.g., Kim et al., 2019; Vitiugin &
Castillo, 2022; Volske M. Potthast et al., 2017summarize one post
at a time instead of a multi-post collection (more details are
given in Section 2). This is potentially challenging because of the
current limitation of some text encoders in handling large post
collections and the diversity and redundancy of Facebook posts,
which is neglected by single-post summarizers.

To address the above issues, we present TASP (namely, Topic-BASED
ABSTRACTIVE SUMMARIZATION OF FACEBOOK PosTs), a new tool aimed at gener-
ating topic-specific abstractive summaries of large-scale collections of
Facebook posts. At inference time, TASP first creates clusters of seman-
tically similar Facebook posts, each one covering a distinct topic, using
a pretrained BERT-based model (Ma et al., 2022). Then, it generates
abstractive summaries of those multi-post clusters for which reliable
summaries are missing. Separately for each cluster, TASP trains the
abstractive summarizer by leveraging a shortlist of authoritative posts
published by renowned newspapers. The idea behind the proposed
approach is to first learn the semantic and syntactic structure of an
authoritative post and then replace the style and content relationships
in a new cluster of posts for which an authoritative post is missing.

Fig. 1 exemplifies the process of multi-post summarization for two
representative post clusters extracted from the post collection. Each
cluster covers a different topic, i.e., the Covid-19 pandemic or the
weather forecasts in the UK. The per-topic summary reformulates the
key aspects contained in the cluster’s posts by reflecting the style of
the authoritative posts.

We validate the proposed approach on a real, large-scale dataset
of Facebook posts. We compare the performance of different state-
of-the-art abstractive models on Facebook multi-post collections. Our
results show (i) The higher effectiveness of transformer-based clustering
approaches in generating topic-specific groups of posts compared to
traditional methods. (ii) The better performance of the PRIMERA sum-
marizer against alternative baseline methods, thanks to its capability
of attending longer pieces of input text in the multi-post training
collection.

The main contributions of this paper can be summarized as follows:

+ Abstractive multi-post summarization. To the best of our knowl-
edge, TASP is the firstly available tool suited to abstractive
multi-post summarization. It handles large collection of posts by
also considering the topic-level text properties.

» New pipeline for topic-based post summarization. TASP re-
lies on a two-stage pipeline consisting of a clustering stage, to
generate topic-coherent groups of posts based on a transformer
architecture, and a summarization step, which produces synthetic
post reformulations at the topic level.

Showcase on a real collection of Facebook posts. We evaluate
the proposed approach on a large-scale dataset consisting of 6
Million posts by popular UK news media agencies over more than
two years, showing that the topics are coherent and the provided
summaries effective in describing them.

2. Related work
2.1. Abstractive summarization

Generating abstractive summaries of textual documents is a well-
known sequence-to-sequence NLP task. Established transformer-based
architectures, such as BART (Lewis et al., 2020) and T5 (Raffel et al.,
2022), adopt ad hoc pretraining strategies and support abstractive sum-
marization as a downstream task. Specifically, T5 (Raffel et al., 2022) is
a unified text-to-text transformer relying on BERT pretraining (Devlin
et al., 2019), whereas BART extends the BERT-based token masking
strategy by adopting a more robust set of noisy transformations. PEGA-
SUS (Zhang et al., 2020) is an encoder—decoder architecture specifically
designed for abstractive text summarization. Unlike BART and T5,
it masks entire sentences instead of single tokens. As a drawback,
the maximum number of input tokens supported by T5, BART, and
PEGASUS, is up to 1024. Hence, it is unsuitable for handling large
collection of Facebook posts.

More recent efforts to produce abstractive summarizers of long doc-
uments have been made. For example, Longformer-Encoder-Decoder
(Beltagy et al., 2020) is an efficient transformer using a mix of local and
global attention at the encoder stage and a full attention at the decoder
one. Thanks to the linear scalability of the attention mechanism with
the number of tokens, it handles up to 4096 tokens. Long-T5 (Guo et al.,
2022) combines Longformer with PEGASUS features into the T5 frame-
work, whereas PRIMER (Xiao et al., 2022) addresses multi-document
summarization. It proposes a pretraining strategy, based on Entity Pyra-
mid Estimation, aimed to select and aggregate salient information from
documents. Although abstractive summarizers of long documents have
achieved state-of-the-art performance on various benchmark datasets,
e.g., Multi-News Dataset (Fabbri et al., 2019) WCEP (Gholipou. Gha-
landari et al., 2020) and Multi-XScience (Lu et al., 2020), to the best of
our knowledge they have never been tested on collections of Facebook
posts.

2.2. Summarization of social content
In Table 1, we enumerate the previous works related to the summa-

rization of social media content. According to the adopted summariza-
tion strategy, they can be categorized as extractive or abstractive.



Table 1

Comparison with prior works.

Paper Data source Output Approach
Chua and Asur (2021) Time-ordered tweet Tweet shortlist Extractive
samples retrieved by a
query
Chakraborty et al. Large-scale Twitter Tweet shortlist Extractive
(2019) dataset
Kano et al. (2018) Reddit threats Reddit post shortlist Extractive
annotated with
author-post relations
Li and Zhang (2021) Large-scale Twitter Tweet shortlist Extractive
dataset
Vitiugin and Castillo Twitter posts retrieved Cross-lingual tweet Abstractive
(2022) by means of user query rephrasing
Kim et al. (2019), Reddit posts TL;DR-like summary of Abstractive
Volske M. Potthast a single post
et al. (2017)
Hu et al. (2015), Wang Sina Weibo posts Summary of a single Abstractive
and Ren (2021) post
TASP (our) Collection of posts of Topic-level summaries Abstractive

mixed topics

Extractive approaches. Chua and Asur (2021) extract relevant posts
from a time-ordered sample of tweets selected using a user-specified
query. The authors address the task using the temporal summariza-
tion framework (Aslam et al., 2013) by emitting representative tweets
according to a time-evolving topic model. Chakraborty et al. (2019)
empirically evaluate different selection criteria to shortlist tweets from
large-scale datasets, whereas Li and Zhang (2021) explore the use of
graph ranking to detect salient tweets. Kano et al. (2018) summarize
Reddit threads by also considering social users’ popularity (according to
the assigned votes, the shared content, and the bookmarks). While these
approaches provide insights into summarizing social media content,
they inherit the limitations associated with extractive methods. Social
media posts often encompass a mixture of informal language, image
references, and embedded links, making them more complex than tra-
ditional text documents. Extractive methods, by design, rely on reusing
sentences or phrases verbatim from the source material. However,
in the context of Facebook post summarization, this approach might
potentially miss the richness and context that abstractive methods can
offer while summarizing multifaceted Facebook post collections. For
instance, the original social posts often include items like informal
language, image references and hyperlinks, which are unsuitable for
being included in the summary.

Abstractive approaches. Volske M. Potthast et al. (2017) and Kim et al.
(2019) focus on the automatic generation of an abstractive summary
of long Reddit posts. The abstractive models are trained on large
collections of humanly generated “TL;DR” appendices.! Wang and
Ren (2021) propose an attention-based sequence-to-sequence model to
address incremental summarization of social media posts. It leverages
the attention mechanism to preserve the coherence of the new summary
content. Vitiugin and Castillo (2022) summarize events relevant to
emergency management situations. It produces answers to end-user
queries by also rephrasing social media posts in other languages.

Key differences with this work. TASP adopts an abstractive approach
to summarization. Hence, the proposed strategy and generated output
substantially differ from those proposed by Chakraborty et al. (2019),
Chua and Asur (2021), Kano et al. (2018), Li and Zhang (2021).
Differently from Hu et al. (2015), Volske M. Potthast et al. (2017),
Wang and Ren (2021) who address the task of summarizing one post
at a time, TASP generates summaries of multiple posts covering the

1 TL;DR stands for too long didn’t read, indicating a concise appendix
summarizing a long post.

same topic. Hence, unlike existing approaches, it generates abstractive
summaries of heterogeneous post collections covering multiple trending
topics.

3. Methodology

The goal of TASP is to help analysts examine the content of a large
set of social media posts by creating concise multi-post summaries for
the most popular trending topics. It is designed to be used by operators
that need an overview of the salient user activity, thus it is suited for
journalists, marketing practitioners or business analysts. The operators
of the system are not necessarily IT experts and, as such, likely prefer
reading concise yet informative summaries written in natural language.

The system operates over a set of posts acquired from Facebook,
where each post consists of textual content enriched with metadata
information (i.e., timestamp and author).? The system processes a
batch of Facebook posts published within a time window W. In our
experiments, we consider batches of incoming posts collected on a
weekly basis, thus W = 1 week. TASP adopts a processing pipeline
composed of two main modules: (i) Clustering, and (ii) Summarization.
A high-level overview of the proposed approach is shown in Fig. 2. The
output of the system is the set of topics identified within each time step.
Each topic consists of several posts and is described by a short summary
written in natural language. The operator can explore the topics, read
the summary, and manually inspect the posts belonging to a particular
topic. A more thorough description of each module follows. In our
implementation, BERTopic (Grootendorst, 2022) is used to identify and
cluster posts based on their semantic similarities, effectively organiz-
ing them into coherent groups. Subsequently, PRIMERA (Xiao et al.,
2022) is used to summarize the key information from these clusters to
generate abstractive summaries.

3.1. Clustering

The purpose of the clustering step is to create groups of similar
posts according to the underlying topics given by their text content.
We generate non-overlapping post clusters, i.e., each post belongs to no
more than one cluster, and we associate each cluster with single topic.
This approach is suitable for Facebook posts, as they are unlikely to
cover multiple topics given their shortness.

2 Ideally, the system can also process posts coming from different OSN at
the same time.
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Fig. 2. Sketch of the TASP methodology.

Formally speaking, let X be the collection of posts and X, be the
subset of posts in time step x. The clustering module assigns to each
post x, € X, the topic t, € T, (set of topics of the time step x). We
address the aforesaid task using both established clustering and topic
modeling techniques:

K-means (Lloyd, 1982; MacQueen, 1967) + TF-IDF (Sammut &

Webb, 2010): each post is encoded with the term frequency-

inverse document frequency, which takes into account both fre-

quency and specificity of terms in the entire collection. The pre-
processed text is then clustered via MiniBatchK-Means (Sculley,

2010), a variant of the K-Means algorithm which uses mini-

batches to optimize the computational time.

» LSA — Latent Semantic Analysis (Deerwester et al., 1990; Du-
mais, 1991): statistical model relying on singular value decompo-
sition of a matrix representation of the document content.

+ LDA — Latent Dirichlet Allocation (Blei et al., 2003): a gen-

erative probabilistic model for text corpora that assumes that a

document can be modeled as a mixture of topics.

Top2Vec (Angelov, 2020): the algorithm jointly creates a doc-

ument and word vectors using Doc2Vec (Le & Mikolov, 2014a),

creates lower dimensional embedding of the documents via UMAP

(McInnes et al., 2018), and finds dense areas of documents using

HDBSCAN (Campello et al., 2013; McInnes & Healy, 2017). For

each dense area Top2Vec calculates the centroid of document

vectors in the original dimension to represent the topic vectors.

BERTopic (Grootendorst, 2022): similar to Top2Vec, BERTopic

leverages the BERT language model to produce the document

vector representations. It performs dimensionality reduction and
clustering based on HDBSCAN (Rahman et al., 2016). Then, it pro-
duces a topic representation with the Class-based TF-IDF (Groo-
tendorst, 2022) procedure and enhances topic diversity with the

Maximal Marginal Relevance. BERTopic is considered as the state-

of-the-art algorithm compared to its competitors (e.g., Top2Vec

(Angelov, 2020)). Our results confirm its ability to generate clus-

ters with higher coherence and separation, as evidenced by the

results presented in Table 9.

3.2. Abstractive summarization

The goal of this step is to condense the key information related
to each cluster of posts into concise, topic-level descriptions written
in natural language. The summarization process is (i) Multi-document,
i.e., it aims at condensing the key information hidden in a cluster of
semantically similar posts into a representative post; (ii) Abstractive,
i.e., it does not simply extract existing pieces of text from the post
content but rather generates a synthetic rephrase of the key concepts
contained.

Abstractive summarization requires a sufficiently large set of exam-
ple summaries that are used to train the generative model (El-Kassas
et al., 2021). To this end, for training, we leverage the authoritative
content posted by online newspapers of national significance.> During

3 As discussed in Section 4, we disregard local news to avoid introducing
local bias or errors.

the training process, the operator shortlists the post authors who are
deemed as authoritative. Notice that the authoritative posts (i) are not
necessarily present in all the clusters, and (ii) they are not always ex-
haustive because part of the key topic-level information can be present
only in the past authoritative posts (out of the considered time step).
For this reason, per-topic summaries are not simply extracted from the
available authoritative post content within the time step but rather
abstracted by the sequence-to-sequence model.

Formally speaking, for each week w and topic ¢, € T, the summa-
rization step generates a per-topic summary. The summarization model
is trained using the non-authoritative posts X ,,7 as input samples and
the authoritative posts X, , as target. It generates a summary per week
w and topic ¢ provided that the corresponding partition contains a
sufficiently large number of posts, i.e., only the original post content
is not humanly readable a summarization step is necessary.

We benchmark a variety of established abstractive summarization
models:

* BART (Lewis et al., 2020): is a sequence-to-sequence model that
utilizes a denoising autoencoder during the pre-training phase.
The pretrained process entails reconstructing the original text
from its corrupted version, which helps to enhance the model’s
ability to capture the underlying structure of the data and im-
prove its overall performance. Overall, BART has been shown to
be a powerful and effective tool for abstractive summarization
tasks (Lewis et al., 2020), demonstrating strong performance on
various benchmarks (La Quatra & Cagliero, 2022a).

T5 (Raffel et al., 2022): a language model that converts various
text-based language tasks into a text-to-text format, enabling the
application of transfer learning techniques for better generaliza-
tion. It has achieved state-of-the-art performance on a variety of
language tasks, including abstractive summarization.

LongT5 (Guo et al., 2022): a model that leverages Transient
Global attention to reduce the complexity of the attention mech-
anism and increase the model’s input length and size capabilities.
The use of Transient Global attention allows for improved ef-
ficiency and performance. This model is particularly suited the
tasks that require the analysis of long input sequences.
PRIMERA (Xiao et al., 2022): a model whose pretraining relies on
Entity Pyramid. Such a pretraining method allows PRIMERA to ef-
fectively identify key information within a large set of documents.
In addition, the model utilizes an efficient encoder—decoder ar-
chitecture to improve its performance on multi-document sum-
marization tasks. Our results show that PRIMERA surpasses all
other models, achieving the highest scores across all considered
evaluation metrics, as shown in Table 8.

To address the limitations imposed by BART and T5 on the maxi-
mum length of the input sequence (1024 tokens), for these two sum-
marization models we evaluate the following selection strategies:

» Random-Selection: we randomly select a subset of documents.
» Centroid-Based-Selection: we pick representative documents
based on their proximity to the cluster centroids.

Section 5 reports an empirical analysis of the impact of the sampling
strategy on the summarization performance.
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Table 2

Overview of the Facebook dataset.
Profiles 1165
Posts 6862642
Start 2019, Jan
End 2022, Jun

92 characters

Average post length 17.4 words

Posts with link 85.2%

193 characters

Average link text excerpt 35.4 words

4. Dataset

We showcase our methodology using a dataset of posts obtained
from the Facebook social network. To obtain the posts, we rely on the
CrowdTangle platform and its APL.* CrowdTangle is a content discovery
and social analytics tool owned by Meta, which is open to researchers
and analysts worldwide to support research upon having a partnership
agreement.

We consider posts created by the Facebook profiles of UK newspa-
pers and TV/radio stations of national and local importance written
in standard English. The list of profiles is created and maintained
directly by the CrowdTangle team and, in total, includes 1165 profiles.
The list includes the most popular UK broadcasters (e.g., the BBC) or
newspapers (e.g., the Daily Mail), while others represent local media
companies. Notice that the same company can be present with mul-
tiple accounts representing a particular TV channel or news feed. For
instance, the BBC owns many Facebook profiles dedicated to different
topics (politics, economics) and regions (Wales, Scotland, etc.). This
study considers posts created over more than three years, from the
beginning of 2019 to mid-2022. Over that period, the profiles created
a total of ~6 M posts, thus ~40 k per week, on average.

Each post must bear a textual caption and, optionally, can include
a picture, a video or a link. We are primarily interested in the caption,
which may vary from a few words to several sentences. On average,
post captions are 17.4 words and 92 characters long. In our data, posts
often include a link to an external webpage in the form of a URL —
e.g., newspapers typically link the article on their own website. In this
case, the dataset also reports the title of the linked webpage as extracted
from the HTML and the first sentence of the webpage body — typically
the article’s content. It is provided automatically by the Crowdtangle
platform, and we leverage this text for our goals. Our dataset also
reports various metadata on the post, such as the time, the number
of comments and reactions received. Table 2 shows an overview of the
main characteristics of the dataset.

4 https://github.com/CrowdTangle/API Latest access: May 2023.

Table 3

Distribution of Polarity in Non-authoritative and Authoritative Texts.
Polarity Non authoritative Authoritative
NEG 37.21% 36.78%
NEU 40.94% 46.05%
POS 21.85% 17.17%

Dataset characterization

We now provide a brief characterization of the dataset so the
reader can get confident with this kind of data and the involved
orders of magnitude. We first focus on the number of posts produced
by each profile, as each presents a different activity level. Fig. 3(a)
presents the Empirical Cumulative Distribution Function (ECDF) of the
number of posts per profile in the entire dataset, using a logarithmic
x-scale. The figure demonstrates that profiles exhibit a range of post-
generation rates, from a few tens to several thousand posts. The median
number of posts per profile is 502, while the 25th (75th) percentiles
of the distribution are 185 and 4273, respectively. Overall, the posts
are evenly distributed throughout the temporal frame of the dataset.
Fig. 3(b) reports the time series of the number of weekly posts in the
dataset. On average, profiles produced approximately 40 k posts per
week during this period. The series is generally stable, with occasional
dips during the New Year’s Eve holiday season, when the production of
new posts decreases. There is also a moderate increase in the number
of posts during March and April 2020, corresponding to the COVID-19
outbreak.

We now characterize the posts in terms of their features, focusing
on the textual properties we leverage in this work. Each post must bear
a textual caption and may optionally include additional text extracted
from the linked web page. It happens in 85.2% of posts, thus the
majority. This text is reported in the dataset and consists of the title of
the webpage and the first sentences of its content (that we will refer to
as excerpt). We show the distribution of length for these three sources
of text in terms of the number of characters and words in Figs. 4(a)
and 4(b), respectively. In median, the caption featured in the post
(solid red line) is 72 characters and 14 words long, while the maximum
length Facebook allows is 500 characters, and we find 10% of posts
longer than 186. The title of the linked web page (dashed blue line)
present a similar length on average but seldom exceeds 100 characters
or 20 words. Finally, the link excerpt (dashed green line) is significantly
longer than the other two texts, and it is in median 116 characters
and 21 words long. Indeed, Facebook includes the first sentence of the
linked webpage body truncated to a maximum of 500 characters.

Posts polarity characterization

Table 3 presents the distribution of polarity in both non-authoritative
and authoritative texts. The data is categorized into three polarities:
Negative (NEG), Neutral (NEU), and Positive (POS). The majority of
both non-authoritative and authoritative texts fall under the neutral
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Table 4

Examples of sentiment of authoritative and non-authoritative posts (belonging to the same cluster) along with the

predicted polarity and the model confidence in brackets.

Authoritative

Non authoritative

Two paramedics stabbed at property in
Wolverhampton. BREAKING. Two paramedics have
been stabbed at a property in Wolverhampton,
police say. Officers said they were called to the
incident on Stephens Way on Monday. - NEG
(0.87)

Paramedics ’stabbed by man they had come to
help’ in frenzied attack. “Nobody comes to work
to be stabbed.”. Neighbors said they heard ’blood
curdling screams’ and the two ambulance workers
calling for help and shouting ’he’s got a knife’
during the terrifying incident’ NEG (0.918)

Two paramedics stabbed while called out to
patient | ITV News. The two paramedics have been
taken to hospital. They were called to check on
the welfare of a man in Wolverhampton when
they were stabbed NEG (0.619)

Man charged after two paramedics stabbed during
emergency call out to his home. They were just
trying to do their job. [EMOJIs]. Martyn Smith,
52, has been charged with two counts of
wounding after a double stabbing in
Wolverhampton on Monday left two paramedics
with serious injuries NEG (0.94)

Boy, 10, who carries out random acts of kindness
raises £10K in memory of late mum. Harvey
Hughes-Sharps, ten, this week handed an envelope
containing £5 to diners Ashleigh Perks, 25, and
Jack Nixon, 26, who were enjoying a meal out
together in his late mother’s memory. POS (0.823)

Boy, 10, who carries out random acts of kindness
raises £10,000 in mum’s memory. His mum would
be so proud! [EMOJIs] POS (0.998)

McDonald’s in Andover part of new trial of
extended breakfast hours. BOTH of Andover’s
McDonald’s restaurants will offer breakfast until
1lam, as a 30-minute extension is being trialled in
the South East. NEU (0.87)

McDonald’s extending breakfast menu hours at 120
sites. YESSSSSS!!!!. Move follows trial at seven
restaurants that was ’hugely successful POS
(0.977)

Asda cuts prices and lifts hourly pay in £73 m
investment plan. The retailer is reducing the price
of more than 100 popular items. The retailer is
reducing the price of more than 100 popular
items, including tea bags, rice and cheddar cheese,
for the year NEU (0.72)

Asda to cut prices of more than 100 items. Nice to
see some costs actually going down [EMOJIs].
Move comes as households squeezed by cost of
living crisis NEU (0.519)

People have been mistaking a high tech Network
Rail train for a UFO. The mysterious blue light has
been confusing people. A mysterious blue light has
been seen at night NEU (0.79)

Brightly lit UFO filmed splitting into two ’flying
machines’ over China sea. [EMOJIs] The
eyewitness burst into tears after being overcome
with “joy and happiness” at the sight POS (0.940)

polarity category. The negative and the positive percentage decrease
in the case of authoritative while neutral posts increase. These results
may suggest certain patterns or tendencies in the use of language with
different levels of authority.

As shown in Table 4 there is a tendency for authoritative sources
to maintain a more neutral tone, while non-authoritative sources often
provide a more emotional formulation, leading to a higher likelihood of
expressing a distinctly positive or negative sentiment. This pattern may
reflect generally accepted journalistic standards of objectivity and fact-
based reporting among mainstream news media and official sources, as
opposed to the less restricted style of communication commonly seen
in online forums and social media.

5. Results
In this section, we present the results of our experiments on the

collected dataset, separately for the topic modeling and summarization
steps. We first describe in detail our experimental setup and then

comment on the main findings. We finally delve into the details of the
results, discussing model performance and parameter analysis.

5.1. Experimental setup

We evaluate the performance of the proposed system by running a
large set of experiments to identify the most appropriate configuration
settings. To handle the presence of noise in the Facebook posts, we
enforce ad hoc minimum thresholds on the number of posts per cluster
and on the observed frequency of appearance of the words used to
describe the generated topics. For the topic modeling step, we evaluate
the algorithms described in Section 3 using the following configuration
settings.

» MiniBatchK-Means: this algorithm is trained on a term frequency-
inverse document frequency (TF-IDF) text encoding with a min-
imum document frequency of 20, and a number of clusters of
300. Words categorized as stopwords by Nothman et al. (2018)
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Fig. 5. Sketch of the TASP training methodology.

were removed from the text. Clusters with a number of documents
lower than 10 are not considered for the next steps because they
do not require summarization.

Latent Semantic Analysis (LSA): this algorithm is trained on a
term frequency text encoding with a minimum document fre-
quency of 20, and a number of components of 300 for singular
value decomposition. For each document, we select the topic with
the maximal score in the right singular vector matrix. We use
the sklearn implementation based on the truncated singular value
decomposition.

Latent Dirichlet Allocation (LDA): this algorithm is trained on
a term frequency text encoding with a minimum document fre-
quency of 20 and a number of components of 300. Clusters with
a number of documents lower than 10 are removed from the
analysis. For each document, we assigned the topic with the
highest probability. We set & = § = 1/300 and used the online
learning method for faster convergence.

Top2vec: based on the authors’ recommendations, we use the
Doc2Vec model (Le & Mikolov, 2014b) with a minimum number
of documents per cluster equal to 10 and the fast-learn configura-
tion option.

BERTopic: this algorithm is based on the pre-trained sentence
transformer model leveraging MPNet architecture (Song et al.,
2020),° and to reduce noise, we set a minimum topic size of 10
in our experiments.

For the summarization step, we evaluate four abstractive attention-
based algorithms. To evaluate summarization performance, we divide
the dataset into train, validation, and test sets (with an 80%,/10%,/10%
split). We train TASP using the training set and use the validation step
to find the optimal values of the algorithms’ hyperparameters. We use
the test set to compute the final performance that we show in the
paper. We sketch the whole training process in Fig. 5. The detailed
configuration settings relative to each algorithm are given below.

» BART and T5: we evaluate both the base and large versions of
these transformer-based models by setting the maximum input
sequence length to 1024.

» LongT5: we evaluate the base version of this variant of the T5
model, which is specifically designed to handle longer input
sequences. To fully exploit the capabilities of this model, we set
the maximum input length to 4096.

» PRIMERA: this model is also capable of processing longer inputs,
so we set the maximum input length to 4096 for our experiments.

We apply the selection strategies only to summarization algorithms
accepting 1024 input tokens, i.e., BART and T5. For LongT5 and
PRIMERA, which allow up to 4096 input tokens, we do not apply

5 The pre-trained model is available at https://huggingface.co/sentence-
transformers/all-mpnet-base-v2 Latest access: May 2023.

any selection strategy but simply truncate the input text. Notice that
truncation is required only in very few cases, as the algorithm in most
cases accommodates the whole text (see Table 9). We employ a unique
<doc-sep> token for combining posts in all of our algorithms.

The choice of hyperparameters is guided by the results of the
validation set, and based on a combination of manual and grid search.
We test the following learning rates: le-4, 5e-5, 3e-5, 1le-5, le-6. All
models are trained for a maximum of 10 epochs to maximize log-
likelihood through the use of the sequence cross entropy loss and the
AdamW optimizer (Loshchilov & Hutter, 2017) with a weight decay of
0.01. The batch size, on the other hand, is constrained by the available
hardware resources. The optimal hyperparameters for each model are
enumerated in Table 5.

5.2. Evaluation metrics

In this section, we describe the metrics used to evaluate model
performance.

Topic modeling.

* Global evaluation The silhouette score is a widely adopted metric
for evaluating the performance of clustering and topic modeling.
It measures the tightness and separation of clusters by calculating
the mean distance between a document and all other documents
in the same cluster, and the mean distance between a document
and all other documents in the nearest cluster. Given a set of
documents clustered using any technique, the silhouette score is
calculated as follows:

S=b_—a @

max (a, b)

where « is the mean distance between a document and the other
documents belonging to the same cluster, and b is the mean
distance between the document and all other documents in the
nearest cluster. Intuitively, a silhouette score close to 1 hints at
high-quality clusters, while negative values (it can assume values
as low as —1) are symptoms of bad clustering.

Topic coherence: We use the normalized pointwise mutual in-
formation (NPMI) (Bouma, 2009). This coherence measure has
been shown to emulate human judgment with reasonable perfor-
mance (Lau et al., 2014). The measure ranges from —1 to 1 where
1 indicates a perfect association:

P(w;w))
P(w)).P(w))

NPMI(w;, w;) = 2

—log P(w;, w/-)
where w; and w, are arbitrary words assigned to the same cluster.
Topic diversity As defined by Dieng et al. (2020), is the percentage
of unique words for all topics. The measure ranges from 0 to 1
where 0 indicates redundant topics and 1 indicates more varied
topics.
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Table 5

Table of hyper-parameter settings for various pre-trained models. The specific version of each model
is specified in brackets. All pre-trained models used in this work are available on the HuggingFace
Hub (https://huggingface.co/models Latest access: May 2023).

Summarization. In order to thoroughly assess the quality of the gen-
erated summaries, we employ three complementary metrics which
evaluate the syntactic and semantic overlap and the topic-level cov-
erage.

+ Syntactic analysis: ROUGE (Lin, 2004) is the most commonly

Pre-trained model Epochs Batch size Learning Rate
BART-base (facebook/bart-base) 3 4 3e-5
BART-base (facebook/bart-large) 3 4 5e-5
T5-base (t5-base) 4 4 le-5
T5-large (t5-1large) 3 4 3e-5
LongT5 (google/long-t5-tglobal-large) 3 4 le-5
PRIMERA (allenai/PRIMERA) 3 2 3e-5
Table 6
Topic modeling models execution time.
Model Execution time on a weekly post collection
MiniBatchK-Means 60 s
LSA 50 s
LDA 30s
Top2Vec 3000 s
BERTopic 3600 s

used metric for this purpose. It measures the overlap between
human-generated and model-generated summaries by counting
the number of overlapping textual units. Specifically, we use the
ROUGE-1, ROUGE-2, and ROUGE-L measures, which count the
overlap between unigrams, bigrams, and the longest common
subsequence, respectively. This allows us compare the generated
summary and the expected one at different levels of syntactic
granularity.

Semantic analysis: We use BERTScore (Zhang et al., 2019) to eval-
uate the semantic quality of the generated summaries. BERTScore
is based on contextual embeddings (Devlin et al., 2019), which
capture the meaning of words in a given context. By generat-
ing contextual embeddings for both the reference and candidate
summaries, BERTScore is able to compare the semantic similarity
between the two texts at the token level using pre-normalized co-
sine similarity. It then computes precision, recall, and F1-measure
based on the matching of tokens between the reference and
candidate summaries. This provides a more comprehensive eval-
uation of the semantic quality of the generated text, as it takes
into account the meaning of words in the context of the entire
summary. Overall, the combination of ROUGE and BERTScore
allows for a robust evaluation of both the syntactic and semantic
aspects of the generated summaries.

Position-aware coverage: We adopt the Sentence Mover’s Similarity
(SMS) (Clark et al., 2019), based on Word Mover’s Distance (Kus-
ner et al., 2015) to account the differences in the relative word
and sentence positions in the reference and output summaries.
Unlike the BERTScore metric, it quantifies the semantic similarity
between the generated and target summary by also consider-
ing the relative token positions. Since our approach typically
generates summaries of multi-post collections consisting of mul-
tiple sentences, we consider the positions of both word- and
sentence-level tokens.

Topic-level coverage: We evaluate the coverage of the topics de-
tected at the previous steps by computing the cosine similarity
between the vector representation of the summary and the topic
centroid.

f(SXw.t,E) ’ ctw
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where ¢ is the topic centroid, represented as an n-dimensional
vector. sy denotes the candidate summary of the topic 7 in
week w, generated from the corresponding input posts X, z,
whose vector representation is calculated with the topic model
that generates ¢, . The cosine similarity between these two vec-
tors provides a measure of the degree to which the summary is
relevant to the topic under consideration.

Table 7
Number of samples processed per second during training and testing for each model.

Model Train sample per second Test sample per second
BART-base 4.83 7.50
BART-large 3.30 4.36
T5-base 4.37 6.65
T5-large 1.88 2.43
LongT5 3.12 4.30
PRIMERA 1.70 2.60

5.3. Execution time

Since in real-world scenarios the computational cost may relevantly
affect model usability we also analyze the execution times spent by
the considered algorithms. In the context of online social network
monitoring, practical applications could analyze the sequence of posts
in shifting time windows and the results would need to be provided in
a time shorter than the time window itself. For example, for analyzing
a weekly post collection, a computation of up to a few hours would
likely be still acceptable.

The topic modeling algorithms (i.e., K-Means, LDA, LSA, Top2Vec,
and BERTopic) were executed on a commodity server that features a
64-core Xeon® Gold 6140 CPU 2.30 GHz. Additionally, the BERTopic
model was trained using an NVidia® Tesla® V100 GPU with 16 GB
of memory. The execution times for topic modeling on a weekly post
collection range from a few seconds for LDA, K-Means and LSA models
to several minutes for Top2Vec and BERTopic 6.

The summarization experiments were conducted on a single NVidia®
Tesla® GPU with 32 GB of memory. Table 7 reports the execution time
required by the summarization algorithms for both the training and
testing phases for a week of posts. It is worth noting that the input
for topic modeling was the entire set of documents for a given week,
while the input for summarization was all documents for a specific topic
within a given week.

5.4. Summarization results

In Table 8, we report the quantitative comparison of the results
achieved by different summarization models using the settings de-
scribed in Section 5.1. Overall, PRIMERA outperforms all the other
models, achieving the highest scores for all of the considered evaluation
metrics. This model stands out with the highest SMS score, implying
that it excels in generating summaries that closely match the content
of the source sentences. T5-large and LongT5 also achieve good sum-
marization performance, although worse than PRIMERA on specific
evaluation metrics. Notably, the BART and T5 version incorporating the


https://huggingface.co/models

Topic keywords: snow, weather, met office, yellow, temperature, warning, forecast, ice, freezing

Candidate summary:
UK weather: 'Five days' of snow expected as -11C arctic chill hits the country. The Met Office has issued a yellow weather warning for ice
across the UK today. Extra layers may be needed if you are out driving in the icy conditions.

Reference summaries:
e Yellow weather warning as Scotland hit with treacherous ice and snow showers. Icy stretches in parts of the country are expected over
the next few days . Forecasters predicts periods of snow and sleet, leaving icy stretches in parts of the country in the next two days.
e Met Office issue yellow weather warning for Snow between Edinburgh and Borders. Met Office issue yellow warning for Snow near
Edinburgh. SNOW is set to hit parts of Scotland today as the Met Office have issued a yellow weather warning.

Input posts:

e Five days' of snow on the way as extreme -11C windchill grips Britain. Wrap up warm for your Christmas shopping! .. The Met Office
says snow and colder weather is in the UK forecast for the next several days, with some charts suggesting snow could fall every day
between Saturday and Wednesday.

e Exact date snow to hit Britain as temperatures plunge in brutal -11C chill. Prepare for temperatures to plunge again ). The UK is set for
heavy snow and freezing temperatures which could make it feel as low as -11C with the wind chill factor, with the Met Office issuing a
severe weather warning.

e Snow to fall across UK for days as temperatures plunge to -9C in Arctic blast. It's coming & &). The UK is set for an Arctic blast over the
coming days where temperatures could fall as low as -9C while heavy snow is expected for the weekend and into next week.

e Yellow weather warning for ice issued across Dorset by the Met Office. It's getting cold again today! @& & @. A YELLOW weather
warning has been issued by the Met Office for ice tomorrow morning across Dorset - with slippery surfaces to be expected.

e 'Drivers are reporting treacherous conditions on the roads due to snow and ice. Take care out there! How are the roads where you live?.
Snow and ice have led to road closures and a number of buses being diverted to avoid treacherous stretches.'

Fig. 6. Example 1: Summary generated by PRIMERA and corresponding reference summary and input posts included in the topic cluster by BERTopic.

Table 8

Performance comparison between summarization models. The best results for each metric are indicated in boldface. The scores marked with
(*) or (°) indicate a statistically significant difference between the best performing method and to the two baselines according to a one-sided
t-test. CBS and RS indicate Centroid-Based-Selection and Random-Selection, respectively.

R-1 R-2 R-L BERT Score Topic sim. SMS
BART-base
baselin - RS () 0.1563 0.0537 0.1324 0.8530 0.8945 0.0615
T5-base 0.1565 0.0503 0.1325 0.8510 0.8905 0.0522
baseline - RS (°)
T5-base - CBS 0.1566 0.0508 0.1325 0.8509 0.8953° 0.0526
T5-large - CBS 0.1600%° 0.0524 0.1353 0.8522 0.8976%° 0.0511
BART-base - CBS 0.1570 0.0545° 0.1329 0.8531° 0.8988*° 0.0631°
BART-large - CBS 0.1572 0.0554° 0.1336 0.8537° 0.9006*° 0.0608°
Long T5 0.1608* 0.0535° 0.1363* 0.8516 0.8914 0.0559
PRIMERA 0.2501*° 0.0803*° 0.1907* 0.8570% 0.9141% 0.0788*

Table 9

Comparison between topic models. The scores that are marked with (*) indicate
statistically significant variations with respect to the K-means baseline as determined
by a two-sided t-test.

Centroid-Based-Selection strategy consistently outperform their base-
line counterparts using the Random-Selection strategy, demonstrating
the higher effectiveness of the clustering-based selection strategy.

We also perform a qualitative assessment of the generated sum-

R i . . Algorithm Silhouette score Topic coherence Topic diversity
maries. Figs. 6 and 7 show two examples of candidate summaries m = 0028 02 0020
. . . -means (* =0, . .
generated using the best perforn.nng method (i.e., PRIMERA) and com- LSA ~0.207 0.22 0.007
pare them with the corresponding reference summaries. For the sake LDA 0.003 0.124 0.023
of completeness, we report the input posts as well. In both cases they Top2Vec 0.077* 0.280 0.027
provide comprehensive coverage of the main points related to the BERTopic 0.161* 0.367* 0.030*

topic keywords, while also including additional context and details to
enrich the topic description. In Figs. 6 and 7) we report two examples
showing the differences between candidate summaries and topic key-
words. The candidate summaries provide more contextual information
and specific details about the topics, such as a weather forecast and
warning in the UK, and the discovery of a modern replica of a stone
circle. In contrast, the topic keywords only offer a list of relevant
terms without the necessary context or details to fully understand the
implications of the topics. The candidate summaries fill this gap by
providing the required information, making them more comprehensive
and informative than the keywords alone. Additional test examples
are available at https://anonymous.4open.science/r/social-multi-post-
summarization-BFCC/README.md.

1. Mean number of clusters per week: the average number of clusters
per week.

2. Compression ratio: the ratio of the concatenation of non-authoritative
posts (input for the summarization component) to authoritative
posts (the gold standard for the summarizers).

3. Percentage of clusters with concatenated non-authoritative posts ex-
ceeding the maximum sequence length: The percentage of clusters
where the concatenation of non-authoritative posts exceeds 512,
1024, or 4096 tokens, respectively.

The quality metrics reported in Table 9 show that the BERTopic
model achieves the highest scores, thus achieving the best trade-off be-
tween cluster separation and coherence. We also observe that BERTopic
has the highest total number of clusters (see Table 10), indicating a
tendency towards creating smaller clusters than traditional clustering

5.5. Topic modeling

We now study and compare the results of different topic modeling

algorithms. We first use well-established clustering and topic mod-
eling quality metrics, namely silhouette score, topic coherence and
topic diversity (see Section 5.2). Then, we also characterize the ob-
tained clusters by showing the following metrics that provide additional
insights:

methods. By enforcing a minimum number of posts per cluster, we
empirically generate clusters containing, on average, 110 Facebook
posts each. The compression ratio achieved by the BERTopic hierar-
chical approach is comparable to that observed in other multi-post
summarization tasks (Fabbri et al., 2019). Notice that further increasing
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Topic keywords: circle, stone, aberdeenshire, replica, ancient, archaeologist, built

Candidate summary:
Ancient stone circle in Aberdeenshire revealed to be modern fake. A stone circle thought to be thousands of years old has turned out to be a
lot more modern after a former farm owner admitted building the replica in the 1990s.

Reference summaries:

Amazing 4,500-year-old stone circle was built in 1990s by farmer. Experts said the Neolithic monument in the parish of Leochel-Cushnie

might change their understanding of prehistoric building, but they were in for a surprise.... When archaeologists announced the discovery
of an ‘amazing’ 4,500-year-old stone circle on an Aberdeenshire farm in December they admitted it was...

'Ancient' stone circle in Aberdeenshire was actually built in the 1990s. Archaeologists previously thought the 'recumbent stone circle' was
up to 4,500 years old. A stone circle thought to date back by up to 4,500 years has been revealed to be a far more modern construction.

Input posts:

Aberdeenshire stone circle found to be a replica. Not quite as old as they thought.... A stone circle found on an Aberdeenshire farm, at

first thought to be thousands of years old, has turned out to be a modern replica.
e 'Ancient' stone circle in Aberdeenshire was actually built in 1990s. Strange . Historic Environment Scotland and Aberdeenshire
Council's archaeology service celebrated the feature at Leochel-Cushnie as an authentic discovery and continued their research until

being contacted by the former owner

e Awkward: ‘Ancient’ Scottish stone circle is actually replica from the 90s. So awkward! #&. A Stonehenge-like stone circle, initially
believed to be up to 4,500 years old was actually constructed in the 1990s, red-faced archaeologists have been forced to admit.",
'Historic periodic table provides a formula for mess. "l will now no longer feel quite so bad about my inadequacies in the field of spring
cleaning.". A PERIODIC table found during a laboratory clear-out at the University of St Andrews is thought to be the oldest in the world.

e Ancient stone circle in Aberdeenshire revealed to be modern fake. This is like something out of Spinal Tap. A story of archaeology and

hoax that has to be read to be believed.

Fig. 7. Example 2: Summary generated by PRIMERA and corresponding reference summary and input posts included in the topic cluster by BERTopic.

Table 10

Additional comparison between topic models. The scores that are marked with (*) indicate statistically significant variations
with respect to the K-means baseline as determined by a two-sided t-test.

Algorithm Mean number of Compression % topics >1024 % topics >4096
clusters/week ratio tokens tokens

K-means (*) 59 121.33 75.1% 5.4%

LSA 79 98.76 56.0% 5.8%

LDA 87 45.30 55.3% 6.1%

Top2Vec 270 25.84 18.1% 2.9%

BERTopic 356 11.12 10.7% 0.6%

the cluster-level fragmentation would degrade the quality and inter-
pretability of the resulting topic modeling. In general, we observe that
Neural Network-based techniques (BERTopic and Top2Vec) outperform
traditional occurrence-based approaches — i.e., K-means, LSA and LDA.

Looking at Table 10, we obtain an overview of the clusters’ char-
acteristics. As previously mentioned, BERTopic provides the highest
number of clusters (37k), which results in more than 300 clusters per
week, on average. For comparison, the classical approaches (reported
in the three first lines), identify between 59 and 84 clusters per week.
Likely, these techniques cannot correctly split the post corpus in all
the underlying topics, thus offering largely lower performance metrics.
Looking at the last two columns of Table 10 (% topics > X tokens),
we can better characterize the nature of the posts occurring in the
topic-specific clusters. Since BERTopic tends to create a larger number
of relatively small clusters, the overall text length, computed as the
overall number of tokens in the posts associated with the topic cluster,
rarely exceeds the maximum sequence limit of 4 096. Nevertheless, the
number of topics exceeding the maximum token size is rather limited
(3-6%) also for the other clustering strategies. Conversely, the number
of clusters exceeding the 1024 token size limit is relevant and calls
for the use of ad hoc selection strategies (as previously discussed in
Section 3.2).

6. Ethical and legal aspects

We acquire data through the CrowdTangle platform,® provided by
Meta to researchers and journalists, aiming to promote transparency,
research, and the identification of abuses. CrowdTangle enables the
downloading of Facebook posts from public profiles—those explicitly
sharing their content with any user or visitor on the Facebook website.
Meta manages the platform’s privacy and legal aspects and refrains

6 https://www.crowdtangle.com/, Latest access: December 2023.
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from publishing any private information about profiles, such as iden-
tity, demographic characteristics, or private activities like comments
on others’ posts. Accredited researchers can download data with the
company’s consent, ensuring that the data collection adheres to legal
and ethical standards. The platform encourages an ethical and respon-
sible use of social media platforms, addressing issues like fake news
and disinformation. In this context, our work can be a valuable re-
source for understanding the social media landscape, facilitating a more
straightforward and effective analysis of the vast content generated on
OSN .

6.1. Privacy

Concerning privacy and the protection of Personally Identifiable
Information (PII), the data collection process adhered to legal and
ethical standards, following CrowdTangle’s Data Policy.” The Policy
underscores a commitment to upholding legal and ethical standards
in its data collection process, with a particular focus on privacy and
safeguarding personally identifiable information (PII). CrowdTangle
stacquires data from Platform Partners, such as Facebook in our case,
through APIs, ensuring adherence to the privacy policies of these
partners. It only collects publicly available data that users choose to
share publicly on social media platforms and do not directly collect
any private communications or PII except as necessary to provide their
services and with user consent. Information sharing is confined to
specific purposes. CrowdTangle implements measures to safeguard user
information from unauthorized access, employing industry-standard
security practices.

Regarding our paper, the employed dataset exclusively includes
posts from publicly accessible newspaper profiles and excludes any
private individual profiles or posts from individual users. Even if a

7 https://www.crowdtangle.com/data-policy, Latest access: January 2024.
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profile is associated with an individual, we can only collect their public
posts; CrowdTangle does not provide personal details like age, gender,
or country. Consequently, we do not possess any PII or any other data
related to individuals. By focusing only on publicly shared newspaper
content without handling any private user data, this research did not
collect or analyze any information that could pose risks to individual
privacy or confidentiality. The data are securely stored on a up-to-date
big data cluster located in our university’s data center. All processing
occurred within our cluster and was never transferred to any third-
party service or cloud provider. The data will be removed from the data
center when the current research is concluded. Physical access to the
university data center is restricted to authorized technical staff, and the
university premises are continuously monitored by dedicated security
personnel, minimizing the risk of fraudulent data leakage.

The stringent adherence to legal and ethical standards in data
collection, alongside the conscientious exclusion of private individual
profiles and PII, underscores the research’s commitment to safeguard-
ing privacy, ensuring that the outcomes maintain integrity and uphold
ethical principles.

7. Limitations of the present study

The proposed approach has demonstrated satisfactory results, and
we believe TASP represents a promising system. However, it is impor-
tant to acknowledge the main limitations in its design and scope, which
will become the starting point of our research works.

+ Authority bias in source identification: The dataset used for
training and evaluating TASP relies on the accurate identification
of authoritative sources used to detect trends and extract relevant
topics. While this process is necessary to clearly identify the ex-
pected outcomes of the model and its supervised training, it may
introduce some bias, as the sources themselves may write posts
using subjective or opinionated text. Addressing this challenge
through source diversity or bias mitigation techniques could be
the focus of future research directions.

Generalization to other OSNs: The evaluation of TASP per-
formance is conducted on a dataset containing Facebook posts.
While those results are extremely valuable in this context, it is
important to highlight that the characteristics of the content,
language usage and user behavior can significantly differ across
different OSNs. The generalizability of the proposed approach
to other social media platforms should be approached with cau-
tion and its effectiveness may vary depending on the considered
use-case.

Lack of profile-specific information: The platform used for
Facebook data crawling does not allow end-users to access any
personal or contextual information. This hinders the profiling of
user activity and the exploitation of authorship information to
summarize Facebook posts.

Single-topic assumption: The methodology proposed in this pa-
per relies on the assumption according to which each post covers
at most one topic. Although this assumption aligns with the
concise nature of social media posts, there can be case where
a single post covers multiple topics. Currently, TASP does not
account for such cases, potentially leading to some level of noise
in the input data for the summarization model. Future research
may address this limitation and handle multi-topic multi-post
summarization, allowing for a more comprehensive and accurate
representation of the input data.

Limited data sources and modalities: As already discussed in
Section 4, OSN posts may be enriched using images, links to full
news articles, or other multimedia content. In this study, we focus
solely on the text descriptions and captions present in Facebook
posts. Omitting both multimedia content and the full text of the
news article may exclude the broader context those information
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sources could provide. Moreover, limiting the analysis to the
text modality does not allow the model to leverage visual cues
and contextual information that could enhance the quality and
relevance of the generated summaries.

Addressing these limitations could potentially lead to more com-
prehensive and robust summarization approaches that integrate diverse
sources, platforms, content types, and multi-topic posts.

8. Conclusions and future work

In this paper, We presented TASP, a new methodology based on
topic detection and abstractive summarization to effectively analyze
and extract useful information from extensive collections of social me-
dia posts. The presented approach leverages the semantic information
extracted by transformer-based architectures to both identify clusters
of social posts ranging over the same topics and rephrase their original
content in a compact way thus allowing human explorations of topic-
specific summaries. We evaluated TASP on a large-scale dataset of
Facebook posts to assess its performance and tune the operating param-
eters. We tested different algorithms to implement the two processing
steps and finally adopted BERTopic for topic modeling and PRIMERA
for text summarization. Our experiments show that TASP is able to
group posts in well-defined clusters referring to the same topic and
produces high-quality summaries.

As future work, we plan to address the following research lines:

- End-to-end topic-aware abstractive summarization. The cur-
rent pipeline relies on a two-step process that separately ad-
dresses topic detection and summarization to generate topic-
specific summaries. An open question is how to jointly address
topic identification and text abstraction, developing an end-to-
end, topic-aware summarization model. Currently, available so-
lutions (e.g., Ma et al., 2022; Mukherjee et al., 2022) are mainly
in the area of extractive summarization and not focused on social
media content.

Multimodal and multilingual summarization of social me-
dia content. An interesting research direction is to also include
multimedia content other than text such as images and short
videos as well as non-English posts, in the generated summaries
(e.g., Mukherjee et al., 2022).

The linguistic variation . A promising avenue for future research
entails the examination of linguistic variations within English
as manifested in social media discourse (Gallipoli et al., 2023;
Koudounas et al., 2023).

Extension of existing topic and summarization models. Exist-
ing topic models (Churchill & Singh, 2022) and summarization
algorithms (El-Kassas et al.,, 2021) focus on generating well-
separated clusters and topic descriptions. We plan to extend
state-of-the-art BERT-based topic models (Grootendorst, 2022)
and summarizers (La Quatra & Cagliero, 2022b) towards the
generation of potentially overlapped clusters of multi-aspect doc-
uments and to combine the topic modeling and summarization
processes using a end-to-end architecture.
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