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Abstract

Organisms relying on chemical cues for navigation face significant
challenges due to complexity in the environment. For instance, atmo-
spheric turbulence dilutes and mixes odor signals with other scents and
clean air, providing only weak, intermittent cues for insects like moths
to navigate. Despite these challenges, many species develop effective
strategies to locate distant targets in complex environments. This
raises a key question: how are the sporadic chemical signals utilized
to implement efficient source-localization strategies? The searcher’s
memory of previously detected signals plays a vital role in this pro-
cess. Current algorithms typically require continuous memory spaces
with high dimensionality, which may impede optimization and com-
plicate interpretation.

In this research, we demonstrate through a computational modeling of
the source localization problem that finite-state controllers, simple al-
gorithmic devices with minimal memory requirements, are rich enough
to explain various behavioral patterns observed in nature, first in the
context of olfactory search. The controller’s memory states emerged
to encode dual information streams: temporal data functioning as a
clock, and spatial data serving as a map. In the microscale level, we
developed a finite-state controller for E. coli chemotaxis that achieves
precise adaptation and exhibits positive responses to increasing stim-
uli. Lastly, we extend the olfactory search problem to analyze source-
tracking in an alternative context: a porous medium characterized
by chaotic flow patterns, where agents must simultaneously learn to
circumvent obstacles while localizing a chemical signal source. Our
findings demonstrate that finite-state controllers are simple yet pow-
erful tools for understanding behavioral patterns in diverse navigation
scenarios.
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Chapter 1

A Brief Overview on Navigation with
Chemical Cues

This chapter introduces the fundamental concepts of navigation in
complex environments where chemical signals serve as primary navi-
gational cues. We establish the essential background on information
processing in chemical-guided navigation, the central focus of this the-
sis. The chapter then concludes with an overview of how the subse-
quent chapters build upon each other to develop our key ndings.

1.1 Biological Information

E ective navigation is essential for most, if not all, organisms. This vi-
tal skill enables them to traverse complex environments, ensuring the
achievement of desired goals and successful outcomes for survival and
improvement of life. Navigation through chemical cues (also referred
as chemical-guided navigation) is a fundamental mechanism that ani-
mals use to explore their environment, search for food, avoid predators,
and locate potential mates [1, 2, 3, 4]. While environmental complex-
ity can present navigational challenges, organisms have impressively
evolved to develop e ective navigation strategies. From microscopic
bacteria to insects and to complex mammals, the ability to detect
and respond to chemical cues has evolved into sophisticated informa-
tion processing systems that produce crucial and e ective behaviors
[1, 5, 6,7, 8, 9].

Insects provide a remarkable example of e ective chemical navigation
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A Brief Overview on Navigation with Chemical Cues

through their use of pheromones [6]. Moths can detect female sex
pheromones at incredibly low concentrations (as few as several hun-
dred molecules per cubic centimeter) and from considerable distances
(ranging from hundreds of meters to tens of kilometers) [10, 11]. Their
navigation strategy is so e cient that some species can detect just a
few molecules of the relevant pheromone, making it one of nature's
most sensitive chemical detection systems. In social insects like ants,
chemical navigation achieves an additional level of complexity through
pheromone trails [7, 12, 13]. When ants discover a food source, they
leave chemical trails on their return path to the nest. Other colony
members can then follow these trails, creating e cient foraging paths
[13]. This system's dynamic nature is particularly interesting trails
strengthen with increased use but gradually fade through chemical
evaporation when unused, allowing colonies to quickly adapt their
foraging patterns to changing resource availability.

Even at the microscopic level, bacteria demonstrate sophisticated chem-
ical navigation abilities. These microorganisms use specialized protein
receptors to detect chemical concentration and modify their swimming
patterns accordingly, employing a "run and tumble" mechanism [1, 5]
where straight swimming is interrupted by random reorientation. This
mechanism is widely studied irEscherichia coli Some marine bacte-
ria employ a "run-reverse- ick" mechanism, where the ick occurs due
to buckling instability of the agellar hook when swimming resumes
after a reversal. This mechanism enables bacteria to better exploit
patchy nutrient distributions, even in turbulent waters [14, 15, 16].

1.2 Dierent Complexity of Signal landscapes elicit dif-
ferent strategy

The complexity of signal landscapes in nature presents diverse navi-
gational challenges across di erent spatial scales [18, 19]. These land-
scapes are characterized by varying degrees of signal intermittency,
turbulence, and spatial heterogeneity, which signi cantly in uence
the evolution of navigation strategies in organisms [16, 20]. In Fig-
ure 1.1, we can compare dierent signal landscapes (microscale to
macroscale) by looking at the concentration through time in a trajec-
tory of a searcher. Understanding how di erent species have adapted

2
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Figure 1.1: lllustration of the di erent complexity in the signal landscape of a
searcher in a source localization task by providing a sample plot of concentration
of signal received through time in a single trajectory. This gure is adapted from
Reddy et.al [17]

their navigation mechanisms to these complexities not only provides
insights into biological systems but also o ers valuable principles for

arti cial navigation systems [21]. The strategies implemented range

from sophisticated multi-modal sensing in large organisms to elegant
molecular-level systems in microorganisms, each optimized for their
speci ¢ environmental challenges.

1.2.1 Macroscale: Long Range Olfactory Navigation

At the macroscopic level, large terrestrial and aerial organisms navi-
gate through complex signal landscapes where chemical cues are dis-
persed by atmospheric turbulence. Long-range olfactory navigation
occurs in highly complex signal landscapes characterized by turbulent
uid ows that create intermittent and spatially fragmented chemi-

cal distributions [18, 22], where odor plumes undergo chaotic mixing
and dispersion, resulting in heterogeneous concentration elds with
lament structures across multiple spatial and temporal scales [23].
This complexity, ampli ed by atmospheric conditions such as wind
variability and thermal strati cation, creates environments where in-
stantaneous chemical gradient information becomes unreliable, forcing
organisms to develop sophisticated behavioral strategies for extract-
ing meaningful directional information from sporadic signal encounters
[24, 25]. Moths navigating these landscapes, for instance, encounter
odor signals that uctuate rapidly in both space and time, with con-
centrations varying by several orders of magnitude over mere centime-
ters, while plumes extend hundreds of meters [26, 27]. In response,

3
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organisms have evolved multi-modal navigation strategies, exempli ed
by moths' characteristic 'surge and cast' behavior, which combines up-
wind ight during odor detection with cross-wind casting when signals
are lost [22]. These behavioral algorithms e ectively cope with signal
landscape complexity by treating each odor lament encounter as a
discrete event rather than attempting to follow continuous concentra-
tion gradients [28], demonstrating how organisms can achieve reliable
source localization despite the inherent uncertainty and complexity of
turbulent odor plumes [29, 30].

1.2.2 Microscale: Bacterial Navigation

At microscopic scales, bacteria navigate through chemical landscapes
dominated by molecular di usion and viscous forces, where the Reynolds
number is extremely low™ 10 % [1, 31]. This physical regime cre-
ates unique challenges: thermal uctuations cause signi cant Brow-
nian motion that a ects both the bacteria and the chemical signals
they track, while viscous forces dominate inertial e ects, making tradi-
tional gradient-following strategies ine ective [16]. The chemical land-
scape itself is characterized by complex microstructure where signals
can be distorted by molecular di usion, creating gradients that span
multiple spatial scales from micrometers to millimeters. In turbulent
or porous environments, these challenges are further complicated by
chaotic advection and the presence of physical barriers, leading to the
formation of highly heterogeneous chemical patches and laments that
evolve rapidly in time. To navigate these complex landscapes, bacteria
have evolved sophisticated sensory-motor systems that operate with
remarkable precision despite signi cant noise at the molecular level
[32, 33]. E. coli employs a run-and-tumble strategy with a tempo-
ral comparison mechanism that averages out environmental uctua-
tions over time [34] while marine bacteria implement the run-reverse-
ick behavior, which provides enhanced directional control through
asymmetric agellar buckling [15]. These navigation strategies are
complemented by internal biochemical networks that exhibit precise
adaptation and signal ampli cation, allowing bacteria to respond to
chemical gradients spanning several orders of magnitude while main-
taining sensitivity to small concentration changes [35]. This combi-
nation of mechanical and biochemical adaptations enables bacteria to
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extract meaningful directional information from noisy chemical land-
scapes and achieve e cient chemotaxis despite the inherent physical
constraints of their environment [20, 16].

1.3 Information Processing

Animals have evolved sophisticated mechanisms to detect, process,
and respond to chemical cues in their environment, developing a cru-
cial component of their sensory ecology. The process begins at the
molecular level, where specialized chemoreceptor proteins in sensory
neurons bind to speci ¢c chemical compounds, triggering signal trans-
duction cascades that convert chemical information into electrical sig-
nals [36]. This initial detection process is remarkably sensitive, with
some species capable of detecting just a few molecules of certain com-
pounds, particularly in the context of pheromone communication for
insects and predator detection for aquatic animals.

The processing of chemical information involves multiple layers of com-
putation, from initial signal detection to higher-order integration in
the brain (signal transduction pathways in the cellular level). In in-
sects, for example, the antenna lobe serves as the primary processing
center for chemical information, where complex spatiotemporal pat-
terns of neural activity encode di erent chemical signatures [37]. Simi-
lar processing occurs in vertebrates through the olfactory bulb, where
distributed neural networks perform parallel processing of chemical
information, allowing animals to discriminate between thousands of
di erent odors and make rapid decisions based on this information.

The modulation of chemical information processing by internal state
and experience adds another layer of complexity to these systems. An-
imals must integrate their physiological state, previous experiences,
and current chemical information to make adaptive decisions. Re-
cent research has revealed that the plasticity of chemical information
processing systems allows animals to adapt to changing environmen-
tal conditions and learn from experience. Studies demonstrated that
moths can learn to associate novel odors with resources through clas-
sical conditioning, indicating that even seemingly hardwired chemical
processing systems maintain signi cant exibility [30]. This adaptive

5
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capacity is crucial for survival in dynamic environments where chem-
ical signatures may change over time or space.

This thesis aims to explore how agents, when presented with a complex
landscape of chemical signals, translate those signals into actions or
behaviors. Is there a way to make use of a compact memory to achieve
a navigation task? We address these topics in the following chapters,
detailed below:

A~

Chapter 2 discusses the mathematical framework essential for
studying sequential decision-making in navigation tasks such as
locating a source of a chemical signal.

Chapter 3 introduces a novel method for representing a simple
yet e ective memory structure, known as a nite-state controller
(FSC), within navigation tasks. This chapter also delves into the
optimization technigues employed to develop this compact and
e cient memory model.

Chapter 4-6tackles how we use this framework and methods to
di erent scenarios:

Chapter 4 outlines the application of FSCs for macroscale naviga-
tion, speci cally in long-range olfactory searches. Here, an agent
Is tasked with locating a source that emits sparse and intermittent
odors.

Chapter 5 explores the usage of FSCs in a microscale level, de-
scribing the run-and-tumble mechanism of bacteria as they navi-
gate and climb up a chemical gradient.

Chapter 6 presents an extension of the olfactory search in a dif-
ferent environment and ow conditions: a porous media with a
chaotic ow, still in the microscale, but can also be adapted in
the macroscale level.



Chapter 2

Decision-Making Framework for
Navigation Tasks

In this chapter, we provide a concise overview of key decision-making
concepts relevant to navigation tasks. We outline the foundational

framework for addressing and solving these navigation-related chal-
lenges and then introduce several methods for tackling these problems.

2.1 Markov-Decision Process

Markov decision processes (MDP) provide a mathematical framework
for modeling decision-making in situations where outcomes are partly
random and partly under the control of a decision-maker. MDP mod-
els a decision-maker or agent that interacts with a system (or envi-
ronment) by taking a sequence of actions to optimize a performance
objective. The agent-environment interaction takes the form of a feed-
back loop in which the agent observes the outcome of each action be-
fore taking the next action. The MDP framework hence consist of the
following key components:

S is the set of statess of the system.
~ A is the set of actionsa by the agent.

N

R b R is the set of rewards sp=received by the agent in states®
after performing an actiona in state s.

" P S A Sb 01 is the state-transition probabilities where

7
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P"s%; a is the probability that taking an action a >A in state
s>S will result to being in state s=>S in the next time step.

N

SB 0;1 is the initial distribution of states,i.e., the starting
state will be sy with probability “sge.

In some cases, a reward functioR S A S B R can even be
de ned, whereinR"s;a;s® rgy=are the immediate rewards received
by the agent after transitioning from states to state s®due to the
action a. At time t, we denoter; rgas ,- [N addition, in other
references such as in Ref.[38], the dynamics of the process is de ned
by a functon: P S A S R D 0;1 whereP s%®rS;as is the
probability of transitioning to a state and receiving a reward, coupling
the functions P andR.

The state of the process in MDP satis es theMarkov property, that
Is, it contains all the information su cient to determine the resulting
state after performing an action, including the immediate reward:

Prose 150 1S a5St 18 1,580,800 Prose 15 1St & (2.1)

The way in which the agent take a decision is characterized by what
we call apolicy, which in this case can be de ned as the probability of
choosing an action in a given state, denoted by a function S A D
0;1. Here, "aSe is the probability of doing an actiona given a
state s whereP ,,» ~aSe 1. Throughout the text, the policy is also
termed as agent's search strategy. In each time step, by following the
policy, an action is chosen depending on the state. For instance, one
can simply take the most probable action, i.ea;"ss argmax, ~aSe,
referred to as a greedy policy, which is a form of a deterministic policy.
Another way is to samplea; from the distribution ~aSe, which is

a form of a stochastic policy. The greedy policies usually focus on
exploitation while the stochastic policy allows exploration. We can
then de ne a Markov process orf as:

TMPP s%®e Q P'sB;a0 "aSe “se (2.2)
a

which can also be in the form of arf®S $Smatrix, also referred to as
transition matrix provided that S is nite. A trajectory in an MDP
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in nite horizon with length T will be:
"Sp;80;r0; Sy @1 M1; i ST ar; rre (2.3)
wheresp ,a& S, St1 P Siae,andry RTs;a; st 1e.

A Markov decision process can be discrete or continuous: it is discrete
If both the set of actions and set of states are discrete, and it is contin-
uous if any of the two sets is continuous. We show in Figure 2.1 three
examples of an MDP set-up for navigation tasks, illustrating di erent
cases in which an MDP can be discrete or continuous.

Figure 2.1: A sketch of a trajectory of an agent in 3 types of MDP setting: (a)
discrete state space and discrete action space; (b) continuous state space for a dis-
crete action space; and (c) state space and action space are both continuous. The
starting point is the green circle while the target is the red star.

2.2 Partially Observable Markov Decision Processes

A partially observed Markov decision process (POMDP) is used for
cases when the state is partially observable to the agent which can be
one of the following cases: (1) multiple states give the same informa-
tion or (2) the same states give di erent information or (3) a partial
information about the state is known to the agent. In this set-up,
the agent, do not receive full information about the states but can re-
ceive an incomplete information about the states, calledbservations
and hence make decisions based on these. The POMDP model then
includes the following ingredients:

" S;A;R;P; are as de ned in MDP setting.

9
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Y is the set of observations.

A~

f S YD 01 isafunction that maps the states into probabil-
ity distribution over Y wheref "ySe is the probability of receiving

observationy >Y when in states. In future discussions, we also
refer to this as thedetection modelor measurement model

The POMDP is a generalized framework, i.e. an MDP can be viewed
as a POMDP with a complete information of the state available to the
agent which happens when each state can be distinguished uniquely
by an observation, i.e. there is an observation function that provides
perfect information about the state (or, there is exists an injective
function from S to O).

Figure 2.2: The processes through time in an MDP and POMDP framework: (a)
Policy and transition functions determine the action and next state in a Markov
decision process (MDP). (b) The policy in this POMDP is memoryless, only de-
pendent on the measured observation from the state. (c) In POMDP, the belief of
an agent serves as a memory which integrates past actions and observations. The
policy depends on the belief of an agent.

The simplest way to de ne a policy in this set-up can be the mapping
S YD 0;1,where "a$e is the probability of taking an action
given an observation, illustrated in Figure 2.2b. This is also referred

to as memoryless policyor reactive policy.

We can de ne a Markov process in a POMDP setting, still or§, as:

T POMDP ~ g0 Q P"S(%; a° AaSof AySO " Qe (2.4)
a;

and a trajectory in nite horizon with length T will be:
"S0; Yo; @0; F0; S1; Y1, @1, F1; 125 STy YT, AT 1) e
where sg ot 7S, & " Ste,st1 PTS a1, and g

10
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R™st;a 1;St 1°.

While this has been implemented before [39, 40] and could work in sim-
ple examples, it has also been pointed out that for many POMDPs, op-
timal policies cannot be achieved using memoryless strategies and sim-
ple examples exist where memoryless policiga$e can only achieve a
fraction of the optimal value [41, 42]. Hence, memory of past observa-
tions is necessary to achieve optimal performance in general POMDPs.
To do this, one is faced with the following challenges:

How do you de ne memory?

How do you determine what information is stored?

How do you balance memory usage and decision quality?
How do you update the memory states e ciently?

In a straightforward approach, one could de ne anemory-augmented
POMDP, where the agent is augmented with an external memory and
additional actions to control it [43, 44, 45, 46, 47, 48]. Aside from the
obvious choice of memory which contain all past observations and/or
actions, the type of memories augmented in these studies are: bi-
nary memories, k-order or k-bu er memories, LSTM-based memories,
memory-augmented neural networks (MANNS). Each of these types of
memory is designed to help agents store and retrieve past information,
enabling them to make more informed decisions.

Another version of a policy in a POMDP set-up can be crafted by
introducing a belief state[49] which is a way to represent the decision-
maker's knowledge about the likelihood of being in each possible state,
given the history of actions taken and observations received. It is de-
ned to be a mapping: b SB 0;1 which is a probability distribu-
tion over all possible states of the system, i.dBb's* B1;} s>S and
Psb'se 1. One way to formalize the de nition of the belief state is:

bss s Prs s$ (2.5)

I s>S whereh, is the history of actions, rewards and actions known
to the agent attime t: hy “yo;ao;ro;y1; ;1,0 Ve, & ree.

As it works as a memory, the belief state is continuously updated.
Each new action and observation modi es the belief state, re ning the

11
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agent's understanding of the possible states of the system. Updating
from current belief stateb, new belief statel®s® after performing an
actionain sis:

b*s%® Pr's%;a;b
PriyS$®a;bPr s b
Priya;b
Z fyS¥Q P s§;alyse (2.6)

s>S

whereZ 1-Pr y&;l» is a normalizing constant, and P and are as
de ned in a POMDRP. It is called Bayesian updatingsince it uses the
Bayes' rule. One way to view this set-up is to consider the belief state
as the state of the system itself (see Figure 2.2a, with broken lines),
hence having a Markov decision process on the belief state transitions,
also referred to as delief-MDP. In this case, if we can de ne a reward
function as:

R°b;ee Q b's*R"s;ae (2.7)

s>S

The policy in this framework is a mapping from the (in nite) set of
belief statesB to the set of actions,i.,e. B AD 0;1 where "a%
reads as the probability of choosing an action given a belief stabe

It is important to note that the belief state requires a large memory
space, as it scales as large as the state space, i.6;1 $S because
you have to de ne the probability in each state. While solving in
this framework can achieve good policies, it also requires much more
computational costs: for instance, in the Bayesian updating, we need
to consider all possible state transitions and observation probabilities.
This complexity becomes particularly challenging in some applications
where the state space is continuous or high-dimensional. Various ap-
proximation methods have been developed to manage these costs, in-
cluding: Gaussian approximations to reduce the belief space to mean
and covariance updates [50], point-based value iteration to focus com-
putations on reachable states [51, 52] and factored representations to
exploit structure in the state space to reduce dimensionality [53, 54].
However, some of these methods could make simplifying assumptions
that inherently lose information, or could lack theoretical guarantees
on error bounds. Thus, the core issue of the "curse of dimensionality"

12
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and the inherent complexity of the belief space representation is what
we aim to address in this thesis. We de ne in the next chapter a com-
pact way to represent the belief state or memory, which proves to be
computationally tractable and e ective.

2.3 Reinforcement Learning Approach

Figure 2.3: The general Reinforcement Learning framework for both MDP (states
are fully known to agent) and POMDP (states are not fully known to agent but an
observation is received as partial information of a state)

After laying out the foundational frameworks of Markov Decision Pro-
cesses (MDPs) and Partially Observable Markov Decision Processes
(POMDPs), we pivot to discuss Reinforcement Learning (RL) as the
method for training agents within these frameworks. Reinforcement
Learning is a type of machine learning where agents learn optimal be-
haviors (sequential decisions or policy) through interactions with their
environment(states, rewards,observations), with a goal to maximize
expected cumulative rewards. Unlike supervised learning, where an
agent learns from a dataset of labeled examples, RL involves learning
by trial and error, using feedback from actions and their consequences.
A general illustration of the framework is shown in Figure 2.4.

There are three general ways one could de ne the future cumulative
rewards, or also termed as theeturn G; at time t. We list them below
with key characteristics and suitability to tasks:

1. Finite Horizon : limited to a xed number of steps (T), suitable
for tasks with a natural endpoint

Gt re rer orr Q rek (2.8)
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2. In nite Horizon : there is no xed endpoint, suitable for ongoing
or continuing tasks

a
Gy re rea o Qe (2.9)
k 0

3. Discounted In nite Horizon : incorporates a discount factor0 @
@1 to prioritize immediate rewards over the distant rewards,
suitable to balance immediate and long-term rewards, commonly
used to ensure convergence in RL problems

a

k
N o o Q M k (2.10)
k 0

In our study we have used returns in the discounted in nite horizon,
being cautious in the way we choose the discount factor

The core objective of RL then is to nd the best policy which gives the
expected return, given the initial distribution of states. In symbols:
givensg , nd such thatE.. p"Gge is maximized. In MDP, the
aim is to maximize the return in a fully observable mapping hence a
planning problem while in POMDP, this planning task is appended
with a layer of complexity due to the uncertainty in state observation.
The next question would be, how do we nd this policy? The space
of policies can be, and mostly is enormous and heavily dependent on
the complexity of tasks, the size of the action and state sets. For
example, in a simple navigation task with&Sstates and & Sactions,

a deterministic policy space has siz& $Swhile a stochastic policy
becomes in nitely large. The policy space grows exponentially with
A 3Aand $S This exponential growth makes nding the optimal policy
challenging, especially in large or continuous state spaces. In POMDP,
the policy space scales exponentially witl\$SI85and ¥ S Handling
such complexity requires smart techniques that can e ciently manage
and utilize the information available, hence the focus of the eld of
Reinforcement Learning.

A fundamental concept in RL are value functions, which quantify the
long term bene t for an agent to be in a given state or to take a specic
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action in a state. These value functions are de ned below:

State-Value function: The state-value function of a policy |,
taken over all possible initial statessy following the distribution
. Speci cally, state-value function for each states at any time t

is de ned as:
V'se E "GS s E CIQ Kre \BF 8" (2.11)
k 0
For a POMDP with a belief state,
Vb E (Eag KR°b & kW b : (2.12)
k0

State-Action-Value function The value of taking actiona in state
s under a policy is de ned as:

Q s;a» E "GS s;a a E @® “ri W s;a a:
k 0
(2.13)
For a POMDP with a belief state,

Q bja E @ "R'ha W bja a: (214
k 0

These functions satisfy certain recursive relationships known as Bell-
man equations [55, 56], which are usually used as guiding principles
for nding the optimal policy:

V7'se E rt V " 1°%; S (2.15)
E “rease V "s%e (2.16)
Q "aS'P'sT;a"reaee V ST (2.17)
a;s®
Q s;ae E'ry Q "stpa1°S s a (2.18)
E'rcaer Q “s*a%e (2.19)
QP sBaE,= Q "aS¥Q "sTa¥ (2.20)
S® a®
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These equations decompose the expected return into immediate re-
wards and the discounted future values, facilitating the iterative im-
provement of policies. Under conditions of nite state and action
spaces, bounded rewards, and su cient exploration, these recursive
formulations guarantee convergence to an optimal policy. The opti-
mal policy * can be de ned as the policy which achieves the optimal
state-value or state-action-value functions:

VH ge max"V "gee (2.21)
rggx” Rs; a (Sgoe P"s%: as V" s%e (2.22)

Q¥'s:ae max"Q s ase (2.23)
R's;as Q P's%;ar I‘QGSAXQiASO?aOa (2.24)

s(E

where is the space of all stationary (stochastic) policies, and'R; a
PP s®;s*R"s; a;s®. These equations are also referred to &=ll-
man optimality equationsfor MDP. Assuming abelief-MDP in a POMDP,
the Bellman optimality equationsfor belief states are as follows:

V¥ max " R'b;a Q Priy®;aV i (2.25)
aA y>Y
Q¥b;a QR'bja Q Pryg;a TOSAXQi“bO?a"?- (2.26)
S y>Y

Most of the techniques to solve the optimal policy leverages in these
optimality equations since for any discrete-time, countable-spaces and
time-homogeneous MDP, the existence of optimal policy is guaranteed.
Common techniques to solve optimal policies and the summary of the
algorithm are listed below:

Value lIteration updates the state-value function using the Bell-
man optimality equation until it converges to the optimal value.
Initialize Vp then update by:

Vi 1" s* mg:le P°sS;a*"R"s;a;s% V, s%e (2.27)
SCE
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Once it converges tdv*, the optimal policy can be derived as

*a% 1@ arg maxQ P'sB;a"R's;a;s¥ g%t
a e
) (2.28)

Policy Iteration alternates between calculating the value function
for a given policy (policy evaluation) and updating the policy
based on the value function (policy improvement). InitializeVy
and ¢ then update:

Vk 1’s* Q «aS*P'sB;a"R's;a;s% V| "s% (2.29)

a;s*®

K1 a8 1@ argmile P's®S;a*"R"s;a;s% V| 1 s%e
a ey

(2.30)
Once the value converges tv'#, take the corresponding policy as
the optimal policy.

Q-learning is an algorithm that learns the optimal action-value
function Q*, by experience through exploration and exploitation.
Initialize Q and s, then choosea following an -greedy strategy:
choose actiora randomly w.p. and an actiona argmaxgy”s; ae
w.p. 1 . Then, update the states® P~ S;ae, receive rewards
I'sax= @nd update Q by the weighted average of the current and
the new value:

"s;a» "1 Q'S ae (Fgaee MaxQ~sFa%e (2.31)
a(E

where0 B B 1 is the learning rate which is a tunable param-
eter that determines the stepsize for updates. Once the value
converges toQ*, the optimal policy is:

k1aSe lca arg m><'z\1xQ“s;a-- (2.32)
a

SARSA is an algorithm that updates the action-value function
Q based on the current policy. It is named after the sequence
of actions it updates: State-Action-Reward-State-Action. First
we initialize Q, and s. Then, choose an actiora using a current
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policy (e.g. -greedy policy), get states® P~ S;a* and rewards
I'sass then choose the next actiorm®hen nally update Q by:

Q's;a Q's;ja»  “reae Q7sTa¥ Q'sjaee (2.33)

then sets s®anda a%® Once the value converges tQ+, the
optimal policy is the same as in Eqn. 2.32

REINFORCE is a policy gradient method which directly opti-
mizes the policy, rather than through the value functions. This
method uses Monte Carlo simulation methods to estimate the
gradient of the policy. We introduceepisode which is basically
one trajectory that starts from sy given a policy:

“So;@0;ro; S1;@1;r1; 33 ST ar; rre (2.34)

as in Expression 2.3 wher& is when the task is done or a maxi-
mum time is reached. De ningG; as the nite horizon return of
a policy computed from the trajectory, the parameters of the
policy are updated in each time steg 0;1;:::; T by:

E © log "aSi*G; (2.35)

until the 's converge to *. A caution must be raised in how
one would parameterize and initialize the policy. In addition,
this method can be viewed as a gradient ascent to maximize the
return. In fact, in the projects to be discussed in the following
chapters, we used this policy gradient method in the optimization
process.

Actor-Critic Methods are also policy gradient methods which
combine value-based and policy-based techniques. The policy is
parameterized by while the value functionV is parametrized by

I . One example is the TD-actor-critic method where theritic
evaluates the action taken by theactor by computing a temporal-

di erence (TD) error =R’s;;a;S 1 Vi7St 1* Vi“see. First
we initialize , !, and the state s then in each step, given the
policy, we compute and update the parameters until converges
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+

© log "aSe (2.36)
! ! 1 © 'V, "se (2.37)

By combining both components, actor-critic methods leverage the
advantages of value-based methods for stability and policy-based
methods for e cient learning.

In general, when we say a policy S A  0;1 is parameterized by

, then we have with the size &S &S A straightforward de nition
Is "aSe ;5 however this would require one to impose restrictions
during the optimization: 0B ;s Bl and P »s 1. For ease, itis
common to use a softmax parameterization of the policy:

e as
Paoee a%

"aSe (2.38)
for discrete action and state space. Thisoftmax parameterization
Is also referred to as a Boltzmann parameterization, as it assumes a
Boltzmann distribution on the action preference. For cases where the
actions and state sets are continuous, one could introduce a feature
vector “s;ae for the state-action pair, hence a policy de ned as:

e "sa’”

"aSe ﬁ’ (2.39)
Poce S

with caution on the proper dimensions of and ".

For the rst four methods, the resulting optimal policy are deter-
ministic policies. To derive a stochastic policy from the stat-value or
state-action value functions, a common approach is to de nesoftmax

policy:
A eQ*"s;ae
ase W (2.40)
For the Q-learning and SARSA, the values foQ*"s; as are available at
the end of the algorithm. For the value and policy iteration methods,

we haveV+s; as, but we can compute the optimal Q-values as follows:

Q¥s;a» R's;a» Q P s%;asV* se (2.41)

S®eS
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provided that R and P are known.

For POMDPs, we also brie y discuss a randomized point-based value
iteration algorithm which was named asfPerseus[57]. Instead of up-
dating the value function at all possible belief points (which would
be in nite), this method samples a xed set of belief points from the
belief space, updates only a subset of these points in each iteration
(by Bayesian updating). Then, it chooses which points to update so
that each update improves the value function for multiple belief points
simultaneously. In symbols, we initializely >B and Vy'b» O, | b>B
then we generate a seéBy ~ B of sampled belief points. For each>By,
derive ®by bayesian updating(see Egn 2.6) then updatéV; ; using
the Bellman optimality condition:

Vi b maxXx"Rb;a Q Priy®;a\V, b¥e (2.42)
a>A y>Y
Updating b and V is repeated until V converges, then we derive the
optimal policy from the optimal value, the same way as we did for the
value iteration for MDPs.

In summary, Reinforcement Learning algorithms can handle complex,
high-dimensional environments e ciently. The wide range of tech-
niques enable RL to be applied across a wide range of domains, from
theoretical models to practical, real-world tasks, making it a robust
and powerful tool for solving complex decision-making problems, es-
pecially in navigation tasks. Scenarios where RL algorithms can be
used includes the following:

A model is known but an analytic solution is too complex: RL
can use the model to generate samples and learn optimal policies.

Only simulation model exists: RL can iteratively interact with the
simulation results to gather data, update policies, and improve
performance.

The only way to gather information about the environment is
through interaction: RL agents learn by alternately exploring
and exploiting the environment.
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2.4 Model Free and Model Based Techniques

The broad landscape of RL techniques can be divided into two cat-
egories: model-free and model-based algorithms. In this section, we
discuss brie y the distinctions between the two. Understanding these
distinctions is useful for choosing the appropriate technique based on
the problem at hand, resource constraints, and the nature of the en-
vironment. To be clear, the termmodel here is referring to themodel

of the environment hence it could refer to the functions Ps®S;as and

f "ySe in the framework previously de ned. Model-based algorithms

Figure 2.4: An illustrative summary of Reinforcement Learning techniques showing
the classi cations of the techniques discussed, highlighting the di erence of model-
based and model-free techniques

rely on a model of the environment's dynamics. Using this model,
future states and rewards are simulated to plan and optimize policies.
This approach can lead to a good sample e ciency, as the agent can
perform extensive planning and policy evaluation using the model be-
fore taking actions in the real environment. The Value Iteration and
Policy lteration methods discussed in the previous section leverage
these models for planning and decision-making. A limitation to this
type of approach is that learning or de ning an accurate model can
be computationally expensive or complex, hence inaccuracies in the
models used can lead to suboptimal policies.
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On the other hand, model-free algorithms avoid the need for an ex-
plicit model of the environment. Here, optimal policies are learned di-
rectly from interactions with the environment, making the techniques
versatile and applicable even when the environment's dynamics are
unknown or too complex to model. Techniques like Q-learning and
SARSA fall into this class. While these techniques are advantageous
since computational complexity is reduced since a model is not re-
quired, the sample e ciency is also reduced so it may require a large
number of sample of interactions with the environment to learn e ec-
tive policies.

Selecting between model-free and model-based techniques depends on
the problem at hand, such as the complexity of the environment, the
need for sample e ciency, and the feasibility of building an accurate
model. Model-free methods excel in complexity and real-time scenar-
i0os, while model-based methods are advantageous in sample e ciency
and planning. There are cases however where methods can be designed
to work for both scenarios. These include the policy gradient methods
where we previously identi ed the REINFORCE and Actor-Critic as
examples. The techniques we are going to utilize in this thesis indeed
fall under this category, as we want to propose something that can be
exible to adapt to di erent environment and tasks.
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Chapter 3

Finite-State Controllers

We de ne here the general notion of nite-state controllers, which is
the key technique introduced in this thesis. We discuss its de nition,
theoretical assurances in solving FSCs, and a short review of solutions
to FSCs. Then we proceed to de ne the framework on how we use it
in our study, including the methods we used in our proposed solutions.

3.1 What are nite-state controllers

Finite-state controllers (FSCs) are computational models that com-
bine elements of nite-state machines with control theory to create
systems that can make decisions based on both current input and state
history. FSCs are particularly useful in partially observable environ-
ments where the complete state of the system may not be known at
all times [58]. They consist of a nite set of internal states, transition
functions that determine how the controller moves between states, and
output functions that determine what actions to take in each state.
In reference to the discussion in the previous chapter, these internal
states are like the belief states or memory in a POMDP set-ups.

The practical applications of FSCs span robotics, stochastic games,
and process control systems. FSCs are especially valuable in scenar-
los requiring memory-bounded decision making, as they can approx-
imate optimal policies while maintaining computational tractability
[59]. They provide a middle ground between purely reactive systems
and those requiring full state observation, making them particularly
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suitable for real-world applications where sensor information may be
limited or noisy.

A nite-state controller is formally de ned as a tuple that contains
the following, adapting some of the notations we used previously:

A~

Q is a nite set of controller states

Y is a nite set of observations/inputs

A is a nite set of actions/outputs

Po Q A QD 0;1 isthe controller state transition function

o Q A D 01 is the action/output function (controller
policy)

o is the initial distribution of controller states

3.2 Theoretical assurances and limitations in solving
FSCs

Finite-state controllers provide a compact way to represent policies for
in nite-horizon POMDPs, which is particularly useful when memory

Is limited, or when we want to represent the memory in a compact
way. Indeed, FSCs reduce the complexity of policy representation by
using a nite set of memory states, making it feasible to compute
policies in environments where traditional methods struggle. Solving
optimal policies in this set-up is generally a highly non-convex opti-
mization problem. This non-convexity makes nding globally optimal
FSCs computationally challenging, due to multiple local minima, sad-
dle points, and at regions. Additionally, these problems often lack
theoretical guarantees for convergence, are NP-hard, and are sensitive
to hyperparameters, making optimization di cult. Many approaches
use local search methods or gradient-based optimization that may con-
verge to local optima.

While FSCs may not always guarantee nding the global optimal pol-
icy, they often yield near-optimal solutions that are computationally
tractable, balancing performance and e ciency e ectively. The as-
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surance of deriving optimal policies in POMDPs with FSCs may be
limited but promising. The foundational work on FSC optimality in
POMDPs was established by proving the existence of optimal FSCs for
discounted POMDPs and introduced policy iteration algorithms while
showing that nding optimal deterministic FSCs is NP-hard [60]. The
existence of near-optimal FSCs for average cost POMDPs was then es-
tablished by Yu and Bertsekas [61]. Their key theorem demonstrates
that when the optimal limit inferior average cost is state-independent,
for any AQ, there exists an FSC whose performance is withinof
optimality, regardless of the initial state distribution. These ndings
establish the theoretical completeness of FSCs as a solution approach
and provide constructive methods for their optimization.

3.3 Short review of solutions to FSCs

The optimization of Finite-State Controllers (FSCs) for POMDPs has
seen signi cant developments since Hansen's foundational work [60],
which introduced policy iteration methods and established the NP-
hardness of nding optimal deterministic FSCs. Various approaches
have emerged, including gradient-based methods [62], bounded policy
iteration [63], and nonlinear programming formulations [64]. More re-
cent approaches have leveraged modern optimization techniques, such
as expectation maximization [65], quadratically constrained linear pro-
gramming [66], and deep learning methods for controller represen-
tation [67]. Despite these advances, the inherent non-convexity of
the optimization problem means that most practical solutions focus
on nding local optima, with global optimality guarantees remaining
computationally challenging for all but the smallest problems.

3.4 Embedding FSC in the POMDP framework

This section elaborates on the integration of a Finite-State Controller
(FSC) within the Partially Observable Markov Decision Process (POMDP)
framework, thereby establishing the foundational concepts essential
for our study. By de nition, FSCs use a memory that is a discrete set

of nite cardinality, usually small. Refer to Figure 3.1 for an illustra-

tion of a POMDP with an FSC as memory. The controller dictates

at the same time how to perform actions and update memories. One
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Figure 3.1: A general scheme of a POMDP where the memory is a a nite-state
controller

can think of these operations as a super-action that a ects a super-
state made by the pair "s; me where the statess are only partially
observable while the memoriem are accessible to the agent [68]. In
practice, to each memory-observation pairm;ye, the FSC associates
a probability distribution over actions and new memory states
“a;me®. In other words, the controllerisamagM Y 28 S1 The
probability distribution  “a; m®n;ye completely de nes the strategy
of the agent, where is a set of parameters that can be optimized to
obtain the best performance. For a POMDP nite-state controller,
the maximum dimension of the parameter space 38 S/§38 S 1-.
This value is attained if no speci ¢ graph structure is imposed priori,
l.e. the controller in principle allows all possible choices of memory
updates and actions. Even in this case, this number is usually much
smaller than the number of weights to be optimized for a recurrent
neural network. A graphical representation of a simple nite-state
controller is given in Fig. 3.2. We have crafted this way of represent-
ing the FSC policies and this kind of representation are used through
the chapters, with some variation in some scenarios.

If the modality of the interaction between sensorimotor interface and
agent is known that is, if the probability distribution of observations
and new environmental states given the current environmental state is
known then itis possible to write closed and exact expressions for the
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Figure 3.2: A graphical representation of a nite-state controller for a POMDP with
two memoriesM 7Y, Ye, two observationsY ~XYe and two actionsA T ; ..
Memory updates are represented by continuous or dashed lines depending on the
instantaneous observation. The thickness of line represent the probability of the
corresponding transition. Associated actions (and their probability) are shown by
the arrows (and relative sizes) above that transition. The transition probabilities
and the probability of the associated actions are all parameters that are subject to
optimization.

gradient of the objective function (the expected cumulative reward)
with respect to the policy parameters . We implement here apolicy
gradient method [38] wherein the gradient can be e ciently computed

if the search space is not exceedingly large and optimization can be
performed by straightforward gradient ascent (see Section 3.5 and the
graphical summary in Fig. 3.3). In this sense, we can also view nite-
state controllers as belonging to the class of model-based, or planning,
approaches such as Bayesian POMDPs. Under some conditions, policy
gradient methods can attain global maxima whereas in general they
are only guaranteed to reach local maxima [69].

What can be done when the agent does not know how the environment
interacts with itself through the sensorimotor interface? Or when
the state-space is so large that direct model-based optimization is
computationally unfeasible? In these cases it is still possible tearn
the optimal POMDP controller by means of a data-driven approach,
speci cally a stochastic policy gradientmethod [38]. This method
Is model-free and it is indeed the one adopted to optimize recurrent
neural networks except that for nite-state controllers it is much
less expensive on the computational level (see Section 3.5.1. While we
brie y discuss the model-free approach at the end of the next section,
in the rest of the thesis we will only present results obtained by model-
based policy gradient search.
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3.5 Solving nite-state controllers by policy gradient
method

We show here in detail how to optimize the parameters of the nite-
state controller using the model-based policy gradient. A brief de-
scription in the next subsection is provided for the model-free case.
We will use standard results for policy gradient [38], applying them to
state-memory pairs”s; me and action-memory update pairs a; m®.
Recall that s “X;Xs* where x is the agent's position andxs is the
source location. Both are unknown to the agent. We assume memory
transition to be awless, i.e. when a memory transition is selected, it
occurs with probability one.

An exact expression for the policy gradient can be obtained by using
the known transitions between di erent combined state3 "~ s®mS; me.
This is true even if the agent does not have access to the information
about the spatial termss®and s. The resulting gradient for the pol-
icy will be, however, a weighted contributions from all state-memories
pair s;m, see Eqg.3.7. In detail, the transition between state pairs can
be written as

T°sTTME;me Q “a;m;yep sT;af "ySe (3.1)
ayy
where is the parameterized policy which selects spatial actioa
and memory updatem® The reward function is: R's;a;s® "1 o,
where0 B @1 is the discount factor, except wherx®is the target
location X, in which case it is zero. The average reward s; me is
then de ned as

r's;me "1 o Q psTafySe "a;m3Bn;yel"xK Xse  (3.2)
a;s®y

wherel” « is the indicator function that equals one if the argument is
true, and zero otherwise. Given that the initial position of the agent
Is randomly chosen following a distribution , the solutions for the
average occupancy of the state-memory pair reads, in matrix form

"1 Tl (3.3)
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Figure 3.3: The optimization procedure for a 2M-FSC with two actions and two ob-
servations. The FSC depends on 16 parameters througtsaftmax parametrization.
The solution of (3.3) and (3.4) by linear algebra methods gives a spatial distribution
of for each memory (here 2), and a spatial distribution ofQ for each memory-
action-new memory triplet (here 8). These distributions, in conjunction with the
likelihood f , enter in the expression3.7) for the natural gradient. This is used to
improve the parameters. The cycle is repeated until convergence to a local maximum
of the expected return.

The value functionV~s; me of the policy is similarly given by
v 771 Tl (3.4)

Where AT denotes the transpose of. The optimization process cor-
responds to maximizing the expected return

G rT VT (3.5)

which by de nition is comprised between 1 and 0. For 1 one has
G "1 -« (average time of search).

For the policy, we use a Boltzmann parameterization

a;m %n;
“a; m®n;ye © ' (3.6)

P a;moee a;m %y

The (natural) gradient is given by the policy-gradient theorem [38, 70],
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which in this case reduces to

€. . a,C Q "s;mef ySeQ’s;m;a;m¥ (3.7)
S

whereQ"s; m; a; m® is related to the value function introduced above
by

Q's;m;a;m®  Q p'sTF arl XK Xse "™V ISEMF  Lee (3.8)
S(E

Notice that the gradient depends on the initial distribution through
the occupancy . We see that in order to nd the (natural) gradient
€G, one needs to solve the two linear equations.3) and (3.4) which
return the value function V~s; me and the average occupancy of the
state-memory pair “s;me. A graphical summary of the optimization
procedure is given in Fig. 3.3.

lterative method for andV

The solution of equationg3.3) and (3.4) requires the inversion of a large

matrix. As the size of the domainX increases, this becomes the com-

putational bottleneck of the gradient computation. To overcome this

issue, we employ the Jacobi iteration method. The average occupancy
can be found as the asymptotic value of the iteration

k 1 T (3.9)
fork 2 . Similarly, V is calculated via
Vi, T VT (3.10)

for Kk @ . The sequence is guaranteed to converge, sinceg@l and
the modulus of the largest eigenvalue of is at most one thanks to
the Perron-Frobenius theorem.

3.5.1 Model-free Policy Gradient

It is not strictly necessary to knowp s®S;as and f "ySe in order to
estimate the gradient. And even if these objects are known, it might be
too expensive or virtually impossible to perform the exact evaluation
of the gradient if the state space is too large. Instead, one can use
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the stochastic, model-free version of the policy-gradient theorem to
approximate the true (natural) gradient:

© G E Q's;mga;me 1°© log  “a;;my 180 e (3.11)

In this case one can generate stochastic trajectories of the search by
the agent, record the sequences of tuples;;y;;a:;r; and estimate
Q O - e.g. via Monte Carlo methods. The estimator of the natural

gradient then reads

© G (3.12)

a;m %y
R 1"a a;m mym® my q; .
Q O s;mga;m; ;¢ t : tLy Mg
t

Tag; My 1;Mg; Ve

where the sum is performed along the trajectory. This estimator is
unbiased but typically has a large variance, so that bootstrapping and
variance reduction techniques are customarily used [38].
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Chapter 4

Olfactory Search with Finite-State
Controllers

In this section, we discuss our work on studying the problem of ol-
factory search with nite-state controllers. This work was done in
collaboration Emanuele Panizon, which also appears on a published
article [71].

4.1 Brief introduction to olfactory search

Many living organisms rely on odor signals to locate distant sources
of nutriment or to approach potential mates [19, 72, 17, 25, 73, 74].
Their search strategies crucially depend on how the information is
transmitted across large distances by the atmospheric ow. Turbulent
transport leads to a dynamic, complex and sparse odor landscape far
away from the source, with time intervals between consecutive odor
encounters that go from milliseconds to minutes [18]. The informa-
tion about the source location is somehow encoded in the complex
sequence of odor concentration and wind direction perceived by the
searcher [75, 76]. The navigation strategies adopted by insects in these
situations are quite structured. For instance, in moths, the search
patterns are often characterized by extended crosswind movements
( cast) alternated to stretches of upwind ight ( surge ), as sketched

in Figure 4.1. It has been experimentally observed that the movement
of the moth is strongly in uenced by the frequency of past detections:
repeated odor encounters lead to longer surges and sparser ones are
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Figure 4.1: A sketch of a trajectory of a moth searching for an odor source in a
turbulent plume.

conducive to wider casts [77, 78]. More generally, temporal features of
odor signals that drive search behavior are species- and odor- speci c.
For example, in contrast to moths, ies will keep moving upwind in

a homogenous cloud of ethanol or vinegar [79, 80] while carbon diox-
ide stimuli must be pulsed in order to elicit an upwind response [81].
Moreover, di erent temporal codings can be combined for more e ec-
tive plume navigation [82] and rodents can switch between di erent
sensorial modalities that exploit the very di erent temporal structures

of airborne odors and odorant trails [83]. These observations point to
the conclusion that the navigation strategy depends in a nontrivial
way from the history of past odor encounters and therefore requires
some form of memory.

Here, we study the structure of memory in algorithmic models of ol-
factory search. We identify minimal models, that take the form of
nite-state controllers (FSC), which have a discrete memory space
and can be e ciently optimized. We nd that three or four memory
states are already expressive enough to account for elaborate naviga-
tion patterns that resemble the strategies observed in living organisms
or the ones produced by much more complex algorithms. In the FSC
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optimized for olfactory search that we show below, the memory states
can be straightforwardly interpreted as approximate clocks and coarse-
grained spatial maps, suggesting a possible connection with the neural
processes at work in the brain of insects and other organisms.

4.2 A general POMDP set-up for olfactory search

At a general level, olfactory search is a speci c instance of a Partially
Observable Markov Decision Process (POMDP) [84, 85]. The struc-
ture of a POMDP is illustrated in Fig. 3.1. The world is partitioned

in three compartments: the agent, the environment, and the sensori-
motor interface. The agent is the decision-maker: we call its internal
state the memory and label it by the symbolm. The interaction of
the agent with the outer environment is mediated by the sensorimo-
tor interface. Information about the state s of the external world is
collected by means of sensors that receiedservationsy. The agent
can make decisions on the basis of its current state and the observa-
tion that it has just received in the form of actions a. At the same
time, the memory is updated by incorporating the observation that
has just been received, and as a result of the action, the environment
can change its state. As is clear from the diagram, the process that
evolves™s;; mye into "s; 1;m; 1* has the Markov property (that is, the
future evolution of the system depends only on the current values
and m; and not on the past ones).

The nal and de ning ingredient of a POMDP is the goal: the agent
aims at maximizing, in expectation, the cumulative sum ofewardsr
that it can collect over time. Rewards are (possibly random) functions
of the current state of the environment, of the action, of the successive
state of the environment and of the observationr”s;; a;; St 1; Vie.

This is a very general description that encompasses most, if not all,
decision processes. For olfactory search we have the following corre-
spondences:

The agent is an abstraction of a living organism or an autonomous
vehicle equipped with sensors and actuators.

The state of the environment is in general a very high-dimensional

34



Olfactory Search with Finite-State Controllers

vector that contains, in addition to the position of the source,
the location, pose and speed of the searcher, the concentration
of odor, the velocity of the uid at all points in space at a given
time, and possibly more. The knowledge of all these variables
IS necessary to determine the state at the subsequent time. In
other words, they are a Markov state for the dynamics of the
environment conditioned on actions.

Observations only give a very limited amount of information
about the full state of the environment. Typically they include
noisy measurements of odor concentration and of the wind direc-
tion together with some visual cue enabling the agent to assess
its relative speed with respect to the ground.

Actions are limited by the manoeuvring ability of the searcher.
In most cases they include the possibility of making a turn and
change speed.

Rewards are often de ned in terms of minus the time elapsed
during one step of the search process, so that the overall goal is
to minimize the average time needed to reach the source of odor.

The memory spaceM is in general designed with the ambition of
emulating the capabilities of a brain. In practice, however, it can
be a discrete set, a subset of a vector space or a function space.

Refer to Table 4.1 for the symbols used in the text, including impor-

tant properties assumed for the olfactory search problem. Since the
structure of the memory space is the key subject of this work, in the
next section we will provide detailed explicit examples for the case of
olfactory search.

4.3 The uses of memory in olfactory search

We will focus below three di erent ways of constructing a POMDP,
each making use of a very di erent memory space and corresponding
memory updates. We will compare these di erent methods in the
context of a simpli ed model of olfactory search on a two-dimensional
rectangular grid, where the searcher can move along the principal
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Table 4.1: Glossary and de nitions: POMDP with FSC set-up for olfactory
search

Symbol De nition Properties
X search space X Z?
X position of the searcher X >X
Xs position of the source Xs >X
S state of the environment "X X >S X2
A action set A T 5 e
a actions a>A
Y observation set Y XY
. y X(no detection);
y observations y Y (detection)
M memory space depends on algorithm
m memory state m >M
P x3&; a* | displacement of the source \?vr)l(egfsthae sotr)c(tg: isxisr;mobile
P x%;ae | displacement of the searcher p'x®;as 1°x® “x;aee#
fyK; xs* | probability of observations | depends on the relative position

" The agent moves to "x;ae that is the lattice point adjacent to x along the direction a,
unless the agent hits the boundary, in which case it is re ected back.

directions and observations are binary, corresponding to the detection
of an odor, or the lack thereof. Although this is obviously a very
crude approximation of the actual process taking place in the real
world, this model is customarily used because it helps to highlight
the algorithmic aspects of the problem. In Table 4.1 we provide a
precise characterization of the environment along with a glossary of
the various de nitions used in this chapter.

4.3.1 The Cast-and-Surge algorithm: memory as a clock

We start with a heuristic algorithm that is an abstraction of the phe-
nomenology of olfactory search depicted in Fig. 4.1, and was rst in-
troduced in Ref [29]. Here we rephrase it in the POMDP language to
clarify its relationship with other approaches.

In this setting, the memory space is discrete and consists of all integer
numbers:M  N. The memory updates and action choices are deter-
ministic and the process in memory space is represented by the graph
in Fig. 4.2. When there is an odor encountery( Y), the memory

Is updated tom O (dashed green arrows) and the agent moves up-
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Figure 4.2: Graphical scheme of the "cast-and-surge" algorithm. On the left, a
typical trajectory with surges and increasingly wide horizontal casts. Blue dots
denote detection events. On the right we show the process in memory space.

wind (a ). Conversely, when the odor is not detected, the memory
Is updated according tom m 1 (full green arrows) and the cor-
responding action is taken (orange arrows). Following this algorithm,
the agent moves upwind when it detects the odor and enters a pro-
gram made of alternating casts of increasing duration, according to a
predetermined rule. Clearly, in this case the memory acts as a clock
that is reset every time the agent detects the signal.

It is important to remark that this strategy is hardwired, in the sense
that there is no (or very limited) attempt at the optimization of per-
formance. It is alsomodel-freein that its implementation does not
make use of detailed knowledge of the environment such as the space-
dependence of the probability of detection.
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4.3.2 Bayesian search: memory as a map

In the Bayesian approach to POMDP, the unknown state of the envi-
ronment is treated as a random variable with a probability distribution
b’ se that is called the belief [84, 49]. The memory state is the belief it-
selfband the memory space is the space of probabilities ov@r In this
case we take the state to be “Xg;x* and assume that the position
of the searcheix is known to the agent, but the location of the source
IS not. As a consequence, the memory statens b Xxs*, whereb xg°

Is a probability map for the source location, and the memory space
is M XS1 where X is the set of lattice points and ¥S1 is the
standard simplex. Actions are taken according to the current memory
state and the memory is then updated following the Bayes theorem,
making use of the known probability of observationd "y&; xs» and
transition probabilities p"x°X; ae, as pictorially shown in Fig. 4.3.

Bayesian POMDPs are inherentlymodel-basedas they use a priori
knowledge of observation probabilities and transition probabilities in
order to infer the state of the system. Leveraging on this knowledge, it
Is possible to perform a systematic optimization approach with various
approximate methods [86, 87, 88]. The computation of optimal actions
Is usually a daunting task so that one often makes recourse to heuristic
approaches that often turn out to be very e ective [85, 86, 89].

Furthermore, it is important to notice that in this setting the optimiza-

tion is performed only over the choice of actions while the memory evo-
lution is constrained to follow the Bayesian updating rules sketched in
Fig 4.3 itis, in this sense, hardwired. In the Bayesian approach the
memory states are typically very high dimensional vectors, a fact that
limits many applications. Moreover, if one wishes to consider contin-
uous state spaces, the memory space becomes an even more unwieldy
function space. A possible approach that reduces this complexity is to
approximate the beliefs with Gaussian mixture models and combine

it with some heuristic policy as in Ref.[90].

In the next subsection we will see an algorithm that attempts at a
systematic optimization over memory updates as well and that can in
general tackle continuous spaces as well.
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Figure 4.3: Graphical scheme of the Bayesian approach to POMDP. On the left,
the memory of the past trajectory is encoded into the belief, shown as a gray-scale
heat map. The instantaneous detection - shown as a blue lled circle - is used to
update the belief according to the Bayes rul® x;§+ EbL xsof "y&; xs* and at the
same time an action - in orange - is selected, depending on the current position
and the beliefb xse.

4.3.3 Recurrent neural networks: abstract memory spaces

The main motivation to use beliefs as memory states in Bayesian
POMDPs is that they are a su cient statistics for the full history

of previous observations and actions. In this speci ¢ sense they are an
optimal choice because they guarantee that no information about the
past experience is lost. The price to pay is that the memory space is
in general very large. It is natural to ask if more compact, abstract
memory spaces can encode the past history without hugely sacri cing
performance. The fact that the agent has a speci c goal is likely of
help in this situation, as one can hope that the information relevant
for the task can actually be compressed in a lower-dimensional space.
How can actions and new memory states be generated in this abstract
setting? In the setting of model-based stochastic control, a possible
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Figure 4.4: Time-unfolded recurrent neural network for POMDP. At each time
the past memorym; ; and current observationy; are used to select an actioa, and
update the memory tom,. The weights are pictorially shown as the edges of the
graph.

approach has been outlined in Ref. [91], while in the model-free case
an option is to parameterize the action generation and memory update
process by means of a recurrent arti cial neural network [92, 93] as de-
picted in Fig. 4.4. In the case at hand, the memory will be a vector in
a space of suitable dimension, and the inputs instantaneous detections
i, and possibly positionsx; and the past actiona; ;. As is apparent
from the diagram, the neural network outputs at the same time ac-
tions and updated memory states. At any given time, the memory
state of the network implicitly encodes the history of all past obser-
vations. The weightsW of the connections are free parameters that
can be optimized in order to achieve better performances in terms
of cumulative rewards. Thus, both memory updates and policy are
optimized (or learned) simultaneously.

The advantage of using neural networks is that they can be straight-
forwardly used in much more complex environments than a discrete
grid-world. They can be used with continuous states, actions, and
observations, and are model-free: they are optimized, usually via Re-
inforcement Learning [38], by using data from experience (real or simu-
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lated) without relying on a priori knowledge of the environment. They
can also gracefully deal with correlated observational inputs. Such an
approach has been recently applied to olfactory search in a contin-
uous environment [94]. There are also some disadvantages, though.
First, optimization can demand large amounts of data. Second, the
black-box character of the arti cial neural network and the still size-
able vector space make the interpretation of the optimized behavior
rather di cult. Typically, a substantial e ort in post-processing and a
further strong dimensionality reduction are required in order to make
sense of the decisions that are made by the agent.

In the next section we introduce our approach in terms of nite-state
controllers (FSC) [59, 68, 95, 96, 97, 98], which attempts at combin-
ing the positive aspects of the previous approaches while keeping the
algorithm computationally inexpensive and easy to interpret (see Ta-
ble 4.2). Finite-state controllers have discrete memory states which
also provide an encoding of the history of past observations. How-
ever, at variance with recurrent neural networks, their interpretation

IS much more transparent, as we will show below.

Table 4.2: Comparison between algorithmic approaches

. Model- | Model- . Memor
Algorithm Memory based | free Policy up datey
Cast-and-surge discrete no yes hardwired | hardwired
Bayesian search continuous | yes no optimized | hardwired
Recurrent neural network| continuous | no yes optimized | optimized
Finite-state controller discrete yes yes optimized | optimized

4.4 FSC as a memory in a POMDP for olfactory search

The memoryM s a discrete set of cardinality® Sand we will focus on
memory spaces of small size. The controller is parametrized by a soft-
max “a;m%®n;ye Eexp ammye. All transitions and action choices
are possible a priori. Optimization is performed by Natural Gradi-
ent ascent (see Methods). Several, randomly chosen, initial choices
of the parameters are used to mitigate the e ects of trapping in local
maxima.

In order to perform optimization by gradient ascent, it is necessary
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to construct a probability distribution a likelihood for the odor
encounters in each point of space. To this aim we have created virtual
odor landscapes using experimental data from a smoke plume used to
study search behaviors in walking ies [74]and from a dye plume in a
turbulent water jet [99]. The probability of a detection at a point is
then taken as the average fraction of time that the concentration signal
was above a chosen threshold (neglecting sensory adaptation e ects for
the sake of simplicity). In this section we will present the results for
the smoke/air environment. We considered two cases, loosely corre-
sponding to weak and strong odor regimes, with intensity at the
source approximately3 and9 the threshold value, respectively.

As for the search domain we have considered two di erent regions
around the plume with di erent spatial resolution, corresponding to
grids of sizeXS 10(. We introduced re ecting boundaries to keep
the searcher inside the domain. The step-size has been chosen to be
comparable to the typical scales observed in experiments with ies
[74]. Searchers were initialized at the farthest downwind side of the
domain and distributed along the crosswind distance with a proba-
bility proportional to the detection occurrence. Note that the agent
receives information about the states “Xg;xe only through odor
encountersy >7Y, Xe.

Once the optimization has been completed, the FSC can be tested
against di erent environments. First, it can be evaluated in the same
environment which has been used for optimization, where detections
are uncorrelated in time and distributed in space according to the like-
lihood. We call this the stationary uncorrelated environment Second,

it can be tested in the originaldynamic environmentwhere the true
spatial and temporal correlations are retained. Finally, it can also be
confronted with di erent dynamic environments in order to probe its
ability to generalize to di erent situations.

4.5 Search strategies emerging from FSCs

We now turn to give a qualitative description of the behavior of op-
timized controllers deferring the discussion of the performances to a
subsequent section.

42



Olfactory Search with Finite-State Controllers

4.5.1 Single memory: best reactive strategy

When there is a single memory stat®1 S 1 the agent can only make
decisions based on the current observation, i.e. it follows a reactive
strategy. In this case the optimal controller takes the form shown
in Figure 4.5a. Hereafter for visualization purposes we identi ed the
memory states with colors. Whenever a detection is made, denoted
by the symbolY, a single upwind move is performed, while in absence
of odor (X) the agents perform an asymmetric random walk with a
preference for up-down motion and a slight downward bias. This rudi-
mentary search strategy is not very e ective and in a large fraction of
cases the agent is not able to nd the source in the allotted time (see
Table 4.3).

Figure 4.5: a) Graph of the optimal reactive controller® S 1 (top right) and a
realization of a typical trajectory. b) Same for the optimal two-memory FSCB1 S 2.
There are two observationsy ~X Ye and four actionsA =~ ; ; e. Inthis gure
and the following ones, the gray shaded area is a map of the intermittency of the
signal, de ned as the fraction of time in which it is above the detection threshold
(see 3.5).

4.5.2 Two memory states: surge and backward random walk

The presence of a second memory state (see Fig. 4.5b) leads to a more
structured strategy. First, in absence of odor detectionsX surges
can now persist for a geometrically distributed time , with a mean
time 1-Prob™Y Ye. Second, the movement pattern associated with
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the blue memoryYe is a backward biased random walk with a larger
probability of left and right moves. Third, upon odor detection (Y),

the memory is always reset to the green state, and a one-step upwind
move is performed (dashed line transitions). The combined e ect is
a more e ective plume recovery and faster upwind search, leading to
a better success rate (see Table 4.3) and shorter average search time
with respect to the reactive strategy.

4.5.3 Three memory states: emergence of a surge-and-cast pattern

Figure 4.6: The optimal controller with 8 S 3 memories discovers a stylized
surge/cast strategy. a) A typical trajectory, colored according to the memory state,
detections are shown a¥. b) Graph of the FSC, with the notation described in
Fig.3.2. c,d,e) Heat maps for the spatial memory occupatioRrob”mS&e. Notice
that the presence of boundaries leads to an increased probability of being in the
red memory on the left side of wind axis, and vice versa. f) Example of a long
trajectory. The initial overshoot (green portion of the trajectory upwind of the
source) is compensated by repeated casts with a downward drift. All panels follow
the same color coding for the memories.

For three memory states, the optimal controller takes the form shown
in Figure 4.6 (see also the video) As for the two-memory case, upon
odor detection, the memory is always reset to the green state, and a
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one-step upwind move is performed (dashed lines). In absence of odor
(X memory updates are in general stochastic (full line transitions). If
the memory is in the green state, the most likely event is to stay in that
memory state, and with a relatively small probability to transition to
the yellow memory. As a result, the residence time in the green state
is geometrically distributed with average equal td~Prob™Y . In
plain words, after a detection, the agent performs an upwind surge
with an average duration that has been determined by the optimiza-
tion. Once in the yellow memory state, the agent stays there for a
certain time, performing a cast to the right (looking upwind), with
some random backward component of motion. The persistence in the
yellow state is given byl~Prob” Ye. If detections are still absent,
eventually the system transitions to the red memory and performs
a cast to the left. In case of a prolonged period without odor en-
counters, the agent alternately casts left and right and slowly recedes
downwind, a behavior that is instrumental in recovering contact with
the odor plume.

Further insight in the interpretation of the abstract memory states
can be gained by looking aProb™mSe, the probability of being in a
memory statem when the searcher is irx. As shown in Figure 4.6,
the occupancy of the green memory is mostly localized downstream
of the source, whereas the yellow and red memory are largely visited
when the agent is away from the wind axis. Altogether, memory
states can then be understood as coarse-grained beliefs according to
the dictionary: Y= within the plume, ' or Y = outside the plume.

The process generated by the FSC is evidently asymmetric in its
choice of actions, even if, by construction, the detection and transi-
tion probability do not break the left-right symmetry about the wind
axis . Symmetry is spontaneously broken by optimization: performing
the gradient ascent with a symmetric initialization inevitably leads to
asymmetric solutions such as the one displayed here, just because of a
small noise in the gradient evaluation. Incidentally, we observed that
the reset memory state always coincides with the memory chosen to
initialize the search (whose choice breaks the permutation symmetry
under relabeling of the memories).
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4.5.4 A locally optimal, globally suboptimal, three-memory con-
troller: surge, up-down search, and backward-biased random
walk

Figure 4.7: Second-best controller witlf81 S 3 memories, displaying a surge/up-
down search/backward random walk strategy. a) A typical trajectory. b) Graph
of the FSC. c,d,e) Heat maps for the spatial memory occupatioRrob"mSe. f)
Occupation of memorieProb”mSe as a function of , the time since last detection.
All panels follow the same color coding for the memories.

Gradient ascent also nds local optima (yet globally suboptimal) whose
controllers have an interesting behavior. In Figure 4.7 we show a con-
troller that behaves as an approximate clock, where surges are fol-
lowed by backward-biased random walks. Similarly as for the optimal
controller, the green state {) is associated with surges, and when
detections are madeY), the controller is reset to that state (dashed
arrows). In absence of detectionsX, the surging behavior is kept
for a geometrically distributed time and then a transition to the pink
state (Y) occurs. In this state, the agent performs a downward-biased
random walk along the mean wind direction. If the agent still does
not make contact with the odor, then the controller transitions to the
purple state (Y) where it performs another kind of random walk but
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now with a dominant crosswind component and some backward bias,
leading to a downwind zigzagging pattern. The performance of this
FSCis 30%less than the optimal one.

It is natural to interpret these behaviors as successive e orts in reestab-
lishing contact with the odor plume. This is also visible by measuring
the probability Prob"mSe of being in a memory state conditioned to
the time elapsed since the last detection, see Fig. 4.7f. The search
along the wind axis in the pink state can be seen as a rst recovery
strategy while the purple state implements a last ditch attempt. The
inspection of Prob”mS&e reveals that these are activated in di erent
portions of space (Fig. 4.7 panels c, d and e). The green state as-
sociated with surges is essentially active inside the plume. The pink
up/downwind search is active at the edge of the plume and straight
upwind of the source, where it clearly represents an e ective recov-
ery search strategy. The purple state, which produces the downwind
zigzagging, is the most active outside of the regions of activity of the
other two states, where motions occurring only along the wind axis
are quite ine ective.

4.5.5 Four memory states: richer behavioral patterns combine mod-
ules from smaller memory sets

The optimal controller with four memory states appears to compound
features of both the optimal and sub-optimal three-memory controllers
(see Fig. 4.6 and the video of a trajectory in a dynamic plume). Out
of the four memory states, three have an analogous function as in the
optimal 3M-FSC and are therefore similarly colored as green, yellow
and red. These three memories are associated with surging and
left/right casting ( '/ Y). When the controller is in the fourth memory
state (Y) the agent performs a biased random walk that combines the
behavior of the pink and the purple memory states in the suboptimal
3M-FSC of Fig. 4.7. Notice that while transitions between red and
yellow are allowed in both directions, there is no transition from nei-
ther yellow nor red back to the blue memory. As seen for previous
controllers, the detection of a signal acts as a hard reset. the sys-
tem always transitions to the green state and restarts with an upwind
move.
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Figure 4.8: The optimal controller with$ S 4 memories. a) Typical trajectory. b)
Graph of the FSC. c,d,e,f) Heat maps for the spatial memory occupatid®rob™ mSe
g) Occupation of memorieProb mSe as a function of time since last detection.
All panels follow the same color convention for the memories.

As previously, memory states can also be interpreted as coarse maps
of the search space, wheré within the plume, Y on the edges of the
plume or upwind of the source, and or Y outside the plume. Again,
the transition diagrams shows properties akin to an approximate clock
which in absence of detections follows the sequence Y Y :
and is reset to the green state upon an odor encounter.

4.6 How good is FSC for olfactory search?

Several performance tests were conducted to verify the robustness of
the obtained optimal policies. This section presents the results on per-
formance within dynamic plumes and unbounded grids. Overall, the
results indicate that FSCs are quite robust, likely due to their simpler
structure, and they are very frugal in terms of memory requirements.
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Table 4.3: Success rate and average search time for various search algorithms in a
dynamic environment (smoke plume in air).

| Algorithm | Success rate¥ Average time*
Weak | 1IM-FSC 723% 2190 70
2M-FSC 99.5% 1075 54
3M-FSC 100% 495 15
4M-FSC 100% 440 11
Cast-and-surge| 100% 350 2
Infotaxis 100% 209 3
Strong | IM-FSC 822% 1982 73
2M-FSC 99.6% 1052 54
3M-FSC 100% 390 11
4M-FSC 100% 336 8
Cast-and-surge| 100% 273 1
Infotaxis 99.9% 197 1

Data obtained from 10° samples. Average times are shown alongside their standard error. For
reference, minimum time to reach the source if its location were known to the agent, averaged over
initial starting points, is 93.5.

* The search is successful if the source is found in less thd®* steps.
# Average time is computed only over successful searches.

4.6.1 Performance in a Dynamic Plume

As mentioned, the optimization procedure requires to process the dy-
namical plume in order to extract a stationary probability of detection
and compute the gradient. But how do the optimized FSC and the
other algorithms perform when confronted with the original, dynami-
cally changing environment?

As shown in Table 4.3, the success rate and the average search time
systematically improve upon increasing the number of memories from
one to four, approaching the performance of algorithms that demand
much more memory like cast-and-surge and infotaxis. Interestingly,
the average search time evaluated in the dynamic environment is even
shorter than in the stationary uncorrelated one (see Table A.1 vs.
Table A.3 in Appendix A). Note that this does not lead to a contra-
diction because optimization and evaluation are performed in di er-
ent environments, stationary uncorrelated and dynamic, respectively.
Apparently the FSC, even if optimized in a stationary uncorrelated
environment, is able to exploit the spatial and temporal persistence
of the signal in the dynamic environment. We observed that in the
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dynamic smoke/air plume cast-and-surge is very e ective. However,
these results are achieved at the price of a rather large memory us-
age: about a hundred memory states, or clock ticks are necessary.
Moreover, when tested against the synthetic environment used for op-
timization which has the same averaged spatial pro le of detection
probability but temporally uncorrelated odor encounters its success
rate degrades substantially (see Table A.1).

Infotaxis has superior performances in the dynamic case when the
signal is weak but may occasionally fail when it is strong, largely
as a consequence of its prevalent exploratory behavior. In our experi-
ence, Infotaxis was also quite sensitive to the details of the observation
model: processing the data in slightly di erent ways led to apparently
similar likelihoods but signi cant variations in performance.

As a side remark, we do not show simulations with recurrent neural
networks because performances heavily depend on the choice of the
architecture of the network, making it di cult to provide a meaningful
comparison with other algorithms.

4.6.2 Performance in an Unbounded Grid

Table 4.4: Success rate and average search time for the algorithms in the case of
the dynamic environment (smoke in air) after the removal of boundaries.

| Algorithm | Success rate¥ Average time*

Weak | IM-FSC | 652% 1932 57
2M-FSC | 725% 338 9
3M-FSC | 753% 484 21
4M-FSC | 887% 507 19

Strong | IM-FSC | 783% 1821 66
2M-FSC | 80:2:6% 386 14
3M-FSC | 815% 367 15
4M-FSC | 91:0% 416 16

Data obtained from 10° samples. The performance indicators are computed for both cases of weak
and strong signals. Average times are shown alongside their standard error. For reference, the
minimum time to reach the source (if it were known to the agent), averaged over initial starting
points, is 93:50.

* The search is successful if the source is found in less tha®* steps.

# Average time is computed only over successful searches.

When the virtual re ecting walls are pushed farther away from the
plume the success rate is reduced, as expected90% for the best
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controller) but the search times do not change much (see Table A.4).

4.6.3 Performance in Di erent Grid resolutions

In our study, we chose two di erent resolutions as illustrated in Fig-
ure A.1 but we have shown so far the results in the ner grid. The
coarser grid presents more di culty as the odor plume becomes nar-
rower in the x-axis. In e ect, we can see a decrease in search times,
but still achieving  100%success rates for the best controller (refer
to Table A.2 in Appendix A for the statistics).

4.7 Discussions

4.7.1 Odor plumes in water

The above results elicit further questions. Will FSC be equally ef-
fective in di erent physical environments? How will a controller op-
timized in a given environment behave in a di erent one? In order
to provide an answer we repeated the same optimization procedure
on the data extracted from a two-dimensional section of a dynamic
plume obtained by injecting dye in a turbulent water jet (courtesy of
the authors of Ref. [99]).

In Fig. 4.9 we show the optimal 3M-FSC in the smoke/air environment
presented in the previous sections side by side with with the optimal
one in the dye/water environment. The structure of the plume in the
aqueous environment is quite fragmented and di erent from the la-
mentous smoke plume, as a consequence of the speci ¢ experimental
setups used to produce these ows (see the video of 3M-FSC in the
smoke/air environment and the video of 3M-FSC in the dye/water
environment ). In spite of these visible di erences in the odor sig-
nal, the qualitative structure of the FSC is quite similar and so are
the emerging behavioral patterns even if some minor di erences are
visible. However, the transition probabilities between memory states
take rather di erent values, especially for surge events which are con-
siderably shorter in the dye/water environment. These changes of
quantitative rather than structural nature, re ect the di erent spatial
geometry and time correlations of the odor signal of the dye/water
plume. In the latter case, the search requires considerably longer
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Figure 4.9: Comparison between optimal three-memory FSC in a smoke/air (left)
and a dye/water plume (right).

times (see Tables A.5 and A.6 in Appendix A). We observed that,
at variance with the smoke/air environment, the performance in the
dynamic dye/water plume is worse than the one in the corresponding
case with uncorrelated detections.

We also made a cross-comparison of the performance of FSC opti-
mized in the (stationary, processed) smoke/air environment and tested
against the dynamical dye/water environment. We observed that the
performances for 3M-FSC are comparable in terms of success rate
with the FSC optimized in the dye/water stationary time-uncorrelated
plume, and the search times can even be shorter (see Table A.7 in Ap-
pendix A). In the opposite case of FSC optimized in the uncorrelated
dye/water plume and evaluated in a dynamical smoke/air plume, we
observe a signi cant reduction in performances.
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Altogether these ndings highlight some limitations of the stationary
and uncorrelated model in the dye/water environment. How to in-
corporate space and time correlations to build a better model of odor
encounters remains an open question.

4.7.2 More memory memory states

We explore the impact of memory size on performance. Our investiga-
tion reveals a critical threshold phenomenon: while performance met-
rics improve with increasing memory states, these gains particularly
in search time reduction diminish beyond a minimum threshold. As
shown in Table 4.3, the system achieves near-perfect success rates
( 100% with just two memory states (341 S 2). Thus, additional
memory states primarily enhance search e ciency rather than success
rates. In our simulations, we observed that the gains begin to dimin-
ish from $1 S 4. Since our model-based approach provides analytical
expressions for policy returns, the critical threshold could be derived
theoretically using the framework of average-cost optimality estab-
lished in Ref.[61]. The best controller with ve memory states that we

Figure 4.10: An optimal policy with ve memory states. (left) The illustration of
the policy shows a new memory which is almost a replicate of memory (right) A
sample trajectory with 5 memory states, still exhibiting a cast-and-surge strategy.

could nd is characterized by a similar structure to the four-memory
controller, except for the new stater that essentially duplicates theY
state. The concatenation of these two memory states leads to longer
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surges and a delayed entrance in the backward random walk pattern
associated with theY state. We show an illustration of the 5SM-policy
and a sample trajectory in Figure 4.10, with more details in Appendix
A (Figures A.14 and A.15).

4.7.3 Adding the "stay" option in the action space

We investigated whether incorporating a stationary "stay-and-sense"
strategy would enhance performance in olfactory search. Speci cally,
we examined if remaining stationary to await signal detection before
movement would yield better results than continuous exploration. To
test this hypothesis, we expanded the action space to include a "stay"
action and executed the optimization protocol under identical plume
conditions. Our comparative analysis revealed that optimal policies
incorporating the additional "stay" action consistently produced lower
expected returns compared to policies limited to movement-based ac-
tions (see Figure A.3 in Appendix A). This suggests that, within the
speci ¢ plume dynamics studied, proactive exploration outperforms
passive signal waiting. The results indicate that maintaining con-
tinuous movement during olfactory search is more e ective than im-
plementing stationary sensing periods. These ndings have important
implications for bio-inspired search strategies, suggesting that the con-
stant movement observed in natural searchers (such as moths tracking
pheromone plumes) may indeed be optimal under similar conditions.
However, it's important to note that these conclusions are speci ¢ to
the plume characteristics used in our simulations and may not gener-
alize to all types of chemical gradient elds.

4.7.4 Temporal abstraction in optimal nite-state controllers

A shared feature of the controllers obtained in the smoke/air environ-
ment is the resetting to the stateY whenever a detection Y) is made,
and the same action () is chosen irrespective of the memory. As a
result, after an odor encounter and until the next one that is during
each blank according to the terminology of Ref. [18] the searcher
enters a stochastic program entirely de ned by the FSC graph. Any
information other than the time since the last detection is not re-
quired for its execution. This program has a hierarchical structure
with two separate time-scales: a slow one, over which transitions be-
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tween memory statesm  m©occur, and a fast one associated with
actionsa. Each memory state can then be interpreted as a high-level
option (see Ref. [100]) that induces a speci c time-extended course
of low-level primitive actions (e.g. surge, or cast, etc). The nite-

state controller orchestrates the sequence of options, until, eventually,
a new odor encounter occurs and the program starts entirely afresh.

4.8 Conclusions and Perspectives

We have shown how simple nite-state controllers can be optimized
to discover e ective strategies for olfactory search. The resulting pat-
terns of motion of the searcher are easy to interpret and bear a strong
resemblance to behaviors that have been actually observed in living
organisms. Besides their biological relevance, algorithms for olfactory
search are also of obvious interest for robotics [101, 102]: in this respect
FSCs may o er an alternative with very low computational load.

We have o ered a proof of principle of the usefulness and versatil-
ity of FSC algorithms in a virtual odor environment. We performed
the optimization by gradient ascent in the space of parameters of the
controller, which requires to process the dynamic plume in order to
extract a time-stationary probability distribution, i.e. to construct a
model of the plume. We then tested the optimized controller against
the original dynamic plume. One may wonder if it is in principle pos-
sible to perform optimization directly in the dynamic environment,
without resorting to a model of the plume? The answer is a rma-
tive. As explained above (see also Section 3.5), FSC can be optimized
by stochastic gradient methods that do not require extensive model
knowledge and lend themselves to be used in continuous, complex
search spaces. Our preliminary attempts show, as already evidenced
in Ref. [97], that these algorithms are often plagued by high variance
and require a careful use of baselines and other algorithmic devices:
more work is needed in this direction.

We considered two di erent physical environments, a smoke plume in
air and a dye plume in water, with quite di erent spatial and tem-

poral distribution of the odor signal. Our observations show that the
structure of the optimal FSC for each of the two environments is very
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similar, and so are the main behavioral patterns like surge and cast.
However, the exact numerical values of the transition probabilities,

which determine the amount of time spent in each of these behav-
loral states, appear to be tuned to the physical environment. One

could speculate that the topology of the controller has a more univer-

sal structure related to the olfactory task, and perhaps optimized by

evolution, whereas the transition rates between memory states can be
adapted to the speci c context by some biological process occurring
on developmental or even faster time-scales. A thorough exploration
of FSC in several environments could lend further support to this hy-

pothesis.

We focused on small memory spaces with the aim of identifying mini-
mal models, at the expense of performance. Is this approach scalable
[96]? Doubling the size of the FSC requires in general a fourfold in-
crease in the space of parameters to be optimized, which quickly leads
to di culties. However, if a specic structure of the memory tran-
sitions is imposed e.g. a tree-like graph then FSC with larger
memory sizes could be approachable. Also, based on our observation
that optimal controllers with larger memories are actually composi-
tions of smaller ones, one can hope that e ective FSC could be built
by assembling simpler modular structures.

It remains an open question whether these abstract memory states
have any signi cance for the neuroscience of olfactory search (see e.qg.
[103] and the discussion in Ref. [94]). The emergence of a hierarchical
structure in the optimal nite-state controllers could be of help in
identifying neural correlates [104] while the resetting property hints
at a relationship with time-coding neurons [105].

The memory states described here encode both temporal (clock) and
spatial (map) information.From a biological viewpoint, these are im-
plemented by very dierent processes: temporal memories can be
stored in terms of receptor adaptation rates, synaptic depression rates,
or other biophysical parameters [106]) whereas spatial memories seem
to require specialized circuitry [107, 108]. In FSC with a small number
of memories these two functions appear to be somehow con ated. We
hypothesize that adding more memories could lead to the emergence of
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complex, hierarchical structures that combine linear chains (encoding
for temporal memory, like in the cast-and-surge algorithm of Fig. 4.2)
into a higher level recurrent topology apt to represent spatial memory.

To conclude, we expect that a close comparison between nite-state
controllers and neural models could shed further light on the algo-
rithmic underpinnings of search and navigation behaviors in living
organisms.
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Chapter 5

Chemotaxis with nite-state
controllers

In this section, we discuss our work on studying chemotaxis &fs-
cherichia coli in the framework of a partially observable Markov-
decision process with nite-state controllers. In this framework, we
embed a biochemical model of the signal processing. This work is in
collaboration with David Lao for his diploma project in the Quanti-
tative Life Sciences, ICTP.

5.1 Brief Overview of the biochemical model ofE.coli

Chemotaxis allows organisms such &scoli to sense their chemical en-
vironments to be able to move towards attractants (e.g. amino acids
and sugars) and away from repellents. The temporal changes in chem-
ical concentration are transduced to the rotary motor of the bacterium
which leads to the choice of two actions: swimming straightnning)

or directional change fumbling), thus describing E.coli behavior of
run-and-tumble The underlying sensory signal transduction system
here is well studied and we present here a model that explains the
process [32, 109].

The biochemical model of E. coli chemotaxis centers on a two-component
signaling system involving transmembrane chemoreceptors and a cy-
toplasmic kinase, CheA [110, 111]. When attractants bind to recep-
tors, they inhibit CheA autophosphorylation. Conversely, the absence

of attractants promotes CheA autophosphorylation. Phosphorylated
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CheA (CheA-P) then transfers its phosphoryl group to the response
regulator CheY. Phosphorylated CheY (CheY-P) di uses through the
cytoplasm and interacts with the agellar motor switch protein FliM,
increasing the probability of clockwise rotation and thus promoting
tumbling [112, 5]. Adaptation in this system is achieved through re-
versible methylation of the chemoreceptors, catalyzed by two enzymes:
CheR and CheB. CheR constitutively adds methyl groups to the re-
ceptors, while CheB, when phosphorylated by CheA-P, removes these
groups. This creates a negative feedback loop: high CheA activity
leads to more CheB-P, which demethylates receptors, reducing CheA
activity [113, 114]. This methylation-based adaptation allows E. coli
to respond to changes in attractant concentrations over a wide range,
rather than absolute levels, enabling the bacterium to navigate chemi-
cal gradients e ectively [115, 116]. The rst step is to de ne the kinase
activity, which we assume here to be equivalent to the motor activity
(consequently the actions: run or tumble). In this assumption, it is
iImportant to note that we are skipping an ampli cation from kinase
activity to the motor activity, as we take the kinase activity here as
the probability of tumbling. The kinase activity G'm; L« is de ned as
follows:

R 1
G m;Le T - (51
1 expSng m Mg me nalogSﬁ-Y

where m is the methylation level, L is the ligand concentration, n,

is the number of Tar (methyl-)aspartate receptors in a cluster,

IS a constant that accounts for the average free-energy change per
added methyl group,mg is an o set methylation level that sets the
kinase activity level in the absence of chemoe ector ligands, antgr
and oy are ligand dissociation constants for the o and on states of
individual binding units.

5.2 An FSC model for Chemotaxis imbedding the bio-
chemical model

In the simplest scenario, we can build a model for chemotaxis in
a POMDP framework with nite-state controllers 2 memory states
(1S 2). One could extend this to have more memory states, but in
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Figure 5.1: Modelling the biochemical process in chemotaxis with FSCs. (A) The
E.coli chemotaxis signal transduction pathway: from receipt of molecules in re-
ceptors to the agellar motor response; (B) SPECS as a a biochemical model for
chemotaxis; (C) Our FSC model for chemotaxis*(A)and(B) are adapted from a
paper by Jiang,et.al. [117]

this thesis, we consider the minimal yet it could already be meaningful
in this set-up. The following are the components, also illustrated in
Figure 5.1:

A~

States position of the bacterium (may also include heading)
Actions: run or tumble

Rewards positive reward if bacterium follows positive gradient
Observations ligand concentration

Memory: discretized methylation level

The model can be summarized in Figure 5.1, where we can see its side-
by-side comparison with the Signaling Pathway-base. coli Chemo-
taxis Simulator (SPECS) biochemical model [117, 118]. If needed, it
IS possible to de ne the state-transition probabilities by assuming a
model or assuming the empirical distribution which can be derived
from data (i.e. distribution of run length, distribution of angle change
when tumbling). It is important to note that one di erence from pre-
vious set-ups in this thesis is that theobservationshere are continuous.
This changes how we de ne the policy "a; m®n;ye. Assuming that
taking an action and memory update are independent, we write the
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