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wherean,, and anax Set the bounds on the SSE-induced deviation fromyq .

If zz > p, no SSE occurs, and the transmission rate is not increased By. Thus, the

random variable z;, which is compared againsp, governs whether an SSE occurs, with a

higher value ofp increasing the likelihood of SSEs.

In the absence of an SSE, the transmission rate may still change due to the smoothing term
( ma t 1), which gradually returns {to g, whereO< < 1isthe smoothing factor.

When is close tol, the transmission rate quickly reverts to baseline, indicating rapid

recovery from an SSE. A smaller slows this reversion, allowing an elevated transmission

rate to persist over multiple time steps.

Figure 4.2 illustrates the transmission rate dynamics ove20 time steps. At time steps

t = 8 andt = 16, the threshold linear model described in equation (4.8) is activated,

with Ag = 2:29 and A = 1:31 Following each event, ; returns to the baseline value

mia = 0:6, controlled by a smoothing factor of =1=3.

Figure 4.2: Time evolution of the transmission rate de ned by parameters. The base-
line rate (blue regions) increases during superspreading events according to the threshold
model in equation (4.8) (red regions) and reverts to baseline via the smoothing mechanism
(purple regions).
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4.2 Neural network model for SSE detection

This chapter details the design, development, and application of 1D CNN for detecting
SSEs from time series data of daily infection counts. Section 4.2.1 introduces the archi-
tecture of the proposed neural network. The generation of a synthetic labeled dataset
is described in Section 4.2.3, where data for supervised training is created using the
chain-binomial SIR model with a time-varying transmission rate described in Section 4.1.
Section 4.2.2 provides an overview of the training process and implementation details,
including optimization methods, computational resources, and software frameworks em-
ployed. The original code for implementing the network is also included in this section.
Finally, Section 4.2.4 explains how the trained network is applied to unseen data, using
a sliding window technique during testing to identify the time steps at which SSEs may

have occurred based on the model's binary classi cation output.

4.2.1 Architecture of neural network model

The architecture of the proposed neural network is grounded in the fundamental principles
of CNNs [55], originally developed for image classi cation and discussed in Section 3.2.3.
Figure 4.3 illustrates the architecture of the 1D CNN designed to classify segments of time
series data speci cally, daily counts of newly infected individuals as either containing

an SSE or not. This con guration is inspired by established CNN architectures, where
convolutional layers are interleaved with max-pooling layers, and fully connected layers
are used for nal classi cation.

The input to the model consists of single-channel sequences of lendthepresenting con-
secutive time steps of infection data. These sequences are initially processed through a
one-dimensional convolutional layer with32 kernels of size3, applied with a stride of 1
and padding of1, producing 32 output channels of length4.

This is followed by a max-pooling layer with a kernel size & and stride 2, reducing the

output length to 2 while retaining the 32 channels. The next convolutional layer applies
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Figure 4.3: Architecture of the one-dimensional convolutional neural network used for
the binary classi cation task.

64 kernels of size8, also with a stride of1 and padding ofl, generating64 output channels
of length 2. A subsequent max-pooling layer with a kernel size @ and stride 2 further
reduces the output length tol, while maintaining the 64 channels. The resulting output
is then attened and passed through a fully connected layer wit4 neurons, which cap-
tures higher-level feature representations.

The network concludes with a fully connected output layer comprising a single neuron
with a sigmoid activation function (see equation (3.7)) to convert output logits into prob-
abilities, yielding the nal binary classi cation.

Throughout the network, the convolutional layers and the rst fully connected layer use
the ReLU activation function (see equation (3.9)) to introduce non-linearity, enhancing
the model's ability to learn complex patterns in the data.

Max-pooling layers are incorporated to progressively reduce the dimensionality of feature
maps, preserving relevant information while helping to mitigate over tting and decrease
computational complexity. Max-pooling uses a kernel size @and a stride of2, halving

the feature map dimensions at each pooling layer.
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4.2.2 Training and implementation details

The model was trained from randomly initialized weights using the Adadelta optimizer
[101], an adaptive learning rate algorithm that adjusts the learning rate dynamically based
on a moving average of gradient updates. Unlike standard gradient descent with a xed
learning rate (see Section 3.2.1), Adadelta's approach adapts to changes in the loss land-
scape, enhancing stability and convergence. It achieves this by using an exponentially
decaying average of past squared gradients, which mitigates issues such as vanishing or
exploding gradients. The initial learning rate was set t®:005to facilitate e ective weight
updates at the start of training.

Training was conducted over multiple epochs using a batch size I##8 balancing compu-
tational e ciency with model performance. The model's objective was to minimize the
binary cross-entropy loss (see equation (3.5)), where each true lalggels binary (0 or 1)
based on the presence of an SSE in the sample.

To prevent over tting, early stopping was employed, monitoring validation loss during
training (see Section 3.2.1.1). Training halted if the validation loss did not improve over
3 consecutive epochs, preventing over tting.

The training utilized an NVIDIA A100 GPU with 20 GB VRAM, signi cantly acceler-
ating the process. A 12-core AMD EPYC 7542 processor, operating at 2.9 GHz, was
used primarily for data preprocessing and I/O operations. The neural network model,
described in Section 4.2.1, was implemented using PyTorch 2.0.1 [76], with Python 3.8.10
as the development environment and CUDA 11.7 to maximize GPU performance.

Listing 1 presents the PyTorch implementation of the 1D CNN for SSE detection. The
network is encapsulated within a classCNN21Dwhich inherits from torch.nn.Module to

structure the model's architecture. This class contains two primary methods:

A

__init__ : initializes the network's layers, including convolutional, pooling, fully

connected layers, and activation functions;

" forward() : de nes the forward pass, processing the input tensor through each
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layer sequentially to the output. PyTorch manages the backward pass to compute

gradients based on the operations de ned in this method.

The architecture follows a sequential design, with each layer applying a transformation to
the input before passing it to the next. As outlined in Section 4.2.1, the model comprises
1D convolutional layers Convld for feature extraction from incidence time series, max-
pooling layers MaxPool1d to reduce dimensionality, and fully connected layerd {near )
for nal classi cation. The network usesReLUactivations for non-linearity and aSigmoid
activation in the output layer to yield probabilities for binary classi cation. These compo-
nents are provided by theorch.nn module, which includes prede ned classes for standard

neural network operations.

import torch
class CNN1D(torch.nn.Module):
def _init_ (self, input_size, num_channels=1, num_filters1=32,
¢ num_filters2=64,
kernel_size=3, pool_size=2, hidden_units=64, output_units=1):
Initialize the CNN model with 2 convolutional layers,
1 pooling layer, and 2 fully connected layers.

Args:
input_size (int): The size of the input data.
num_channels (int): The number of input channels (e.g., 1 for
;  Univariate time series).
num_filters1 (int): Number of filters in the first convolutional
y layer.
num_filters2 (int): Number of filters in the second convolutional
y layer.
kernel_size (int): Size of the convolutional kernels.
pool_size (int): Size of the max pooling window.
hidden_units (int): Number of units in the first fully connected
y layer.
output_units (int): Number of output units (e.g., 1 for binary
;  classification).

super().__init__ ()

# First 1D convolutional layer (input channels = num_channels, output
¢ channels = num_filtersl)

self.convl = torch.nn.Convld(hum_channels, num_filtersl,

» kernel_size=kernel_size, stride=1, padding=1)
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# Second 1D convolutional layer (input channels = num_filters1, output
¢ channels = num_filters2)

self.conv2 = torch.nn.Convld(num_filtersl, num_filters2,

¢ kernel_size=kernel_size, stride=1, padding=1)

# Max pooling layer with a kernel size of pool_size and stride of
¢ pool_size
self.pool = torch.nn.MaxPoolld(pool_size, stride=pool_size)

# First fully connected layer, mapping the flattened output to
¢ hidden_units

self.fc_hidden = torch.nn.Linear(num_filters2 * (input_size //

¢ (pool_size**2)), hidden_units)

# Second fully connected layer, mapping hidden_units to output_units (for
¢ binary classification)
self.fc_output = torch.nn.Linear(hidden_units, output_units)

# Activation function (ReLU)
self.activation = torch.nn.ReLU()

# Sigmoid activation for binary output
self.sigmoid = torch.nn.Sigmoid()

def forward(self, x):
Define the forward pass of the network. The input data passes through
convolutional, pooling, and fully connected layers.

Args:
X (torch.Tensor): Input tensor of shape (batch_size, num_channels,
» input_size), where batch_size is the number of samples.

Returns:
torch.Tensor: Output prediction of shape (batch_size, 1), representing
» the binary classification probability for each input sample.

# Apply the first convolution, activation, and pooling layers

x = self.pool(self.activation(self.conv1(x)))

# Apply the second convolution, activation, and pooling layers
x = self.pool(self.activation(self.conv2(x)))

# Flatten the output for the fully connected layer
x = torch.flatten(x, 1)

# Apply the first fully connected layer and activation
x = self.activation(self.fc_hidden(x))

# Apply the second fully connected layer and sigmoid activation for output




Methodology 56

x = self.sigmoid(self.fc_output(x))

return x

Listing 1. PyTorch implementation of the 1D CNN architecture for SSE detection.

4.2.3 Labeled dataset preparation for supervised binary classi -

cation

The 1D CNN presented in Section 4.2.1 is designed speci cally to classify xed-length,
overlapping windows extracted from daily incidence time series of con rmed cases in an
epidemic, with the objective of detecting SSEs.

A primary challenge in developing this model is the inherent rarity of SSEs and the limited
availability of detailed, well-documented epidemic data, resulting in a scarcity of labeled
examples for e ective neural network training based solely on real-world data.

To address this limitation, synthetic datasets were generated using the chain-binomial SIR
model detailed in Section 4.1. This approach allows precise control over the timing and
occurrence of SSEs, enabling the creation of fully labeled datasets for supervised learning.
The use of synthetic data o ers several advantages: it provides a reliable ground truth
with exact SSE occurrences and enables the construction of training, validation, and test
sets for rigorous evaluation of the neural network. This approach not only mitigates
challenges due to data scarcity but also provides a controlled environment to evaluate the
model's detection capabilities under diverse epidemic conditions.

The dataset used for training, validation, and testing comprise86400synthetic time series

of new con rmed cases. Each series was generated by varying model parameters, including
44 values for the parameter 4 (equation (4.8)), 16 for anax (equation (4.9)), 24 for the
population sizeN (equation (4.1)), and 10 for the initial number of infected individuals

lo. The parameter ranges are presented in Table 4.1. This range of combinations was

selected to produce time series with diverse population and superspreading dynamics,
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thereby creating a robust dataset for model evaluation.

The values of the smoothing factor in equation (4.8), the initial number of recovered
individuals Ry, the recovery rate in equation (4.2), and the parameters.,, in equation
(4.9) and p in equation (4.8) were held constant across all simulations, as detailed in
Table 4.1.

The initial number of susceptible individualsS, was determined asSo = N 1y Ry,

based on the assumption of a closed population.

Parameter Values
mid [0.04,0.41]
Amax [0.5,3]
N [1000,100000
lo [1,100]
Amin 0.2
p 0.01
1=3
Ro 0
1=15

Table 4.1: Model parameters used to generate the synthetic dataset for training, vali-
dation, and testing of the neural network.

Each simulated time series consists &0 time steps, with each step labele® or 1, indi-
cating normal spread or superspreading dynamics, respectively. A time steps labeled

1 if the following conditions are satis ed:

z p (4.10)

sse 2 sse> +2; (4.11)

where ssg and sse represent the mean and standard deviation of the binomial distribu-
tion in equation (4.1), modeling new infections under superspreading dynamics. Here, the
transmission rate , which in uences the binomial probability as described in equation
(4.3), is computed via equation (4.8) withz; p. Similarlyy, and are the mean and

standard deviation of the binomial distribution for new infections under normal spread,
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Figure 4.4: Time series of new infections showing SSEs (marked by red vertical lines)
generated using the model presented in Secti.l.

where is determined by equation[(4.B) withz, > p.

The condition in equation (4.10) is necessary for the Heaviside function in equatidn (4.8)
to activate, while the condition in equation [4.1]) ensures that time points labeled as
SSEs exhibit signi cantly higher expected infection counts than those labeled as normal
spread.

Figures 4.4 and 4.5 display examples of the time series of new infections and the time-
varying transmission rate for a synthetic trajectory generated with parameterfd = 8000,
Amax = 2:8, 1g=1, and g =0:04

The analysis of these gures reveals a key principle in SSE identi cation: a spike in trans-
mission rate alone is insu cient to classify an event as superspreading. The initial peak
at time stept = 11 in Figure 4.5 meets condition (4.10), indicating elevated transmis-
sion, but fails to satisfy condition (4.11) due to the limited number of infected individuals
present. Consequently, this step is labele@, as the rise in new infections at = 11

(Figure 4.4) is moderate and lacks the sharp increase characteristic of SSEs. This demon-
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Figure 4.5: Trend of the time-varying transmission rate, deviating from its baseline
value (red horizontal line), according to the model de ned in equation (4.8).

strates that SSEs emerge from the combination of both increased transmission potential
and a su cient infectious population to amplify that transmission.

At time stepst =35 andt = 72, both conditions (4.10) and (4.11) are satis ed, resulting

in labels of1, as highlighted by red lines in Figure 4.4, marking genuine SSE occurrences.
These events represent situations where elevated transmission coincides with an adequate
number of infected individuals, leading to the dramatic infection spikes characteristic of
SSEs.

To prepare data for the neural network, a sliding window mechanism with a window
length of 4 and a stride of1 was used. This window size captures individual SSEs while
providing adequate data points for classi cation, and the stride ensures each SSE appears
in multiple overlapping windows, enhancing model learning.

The sliding window is applied to both the time series of daily infections and corresponding
binary labels.

Let | denote a window extracted from the label sequence associated with a time series
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|. The target labely is assigned as follows:
8

20if I = f0;0;0;0g or if | = f1;0;0; Og;
y = (4.12)

> .
- 1 otherwise.

Each training sample consists of a window extracted from the sequence of new infections,
paired with the corresponding target output.

The conditiony = 0 for | = f1;0;0;0g is based on the assumption that SSEs cause a
rapid and signi cant increase in the time series of new infections. If an SSE occurs at
the beginning of the windowl, the increase in the number of con rmed cases cannot be
observed by computing a discrete di erential, a$ does not include the earlier time step.
Assigning a target output ofy = 1 to such a window, which lacks the characteristic feature
of the positive class, would result in misclassi cation errors. This labeling process helps
to prevent the model from falsely identifying the beginning of an SSE when no signi cant
increase in cases can yet be observed.

Figure 4.7 illustrates the sliding window and label assignment mechanism applied to the
time series in Figure 4.6, which has two SSEs occurring at time steps 8 andt = 16.
Window number 8 in Figure 4.7 is associated with a target outputy = 0 according to
the de nition in equation (4.12), since time stept = 8, where the rst SSE occurs, is the
rst element of this window. This window does not show the rise in con rmed cases, as

it lacks earlier data points, and is thus labeled ag = 0.
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Figure 4.6: Example of time series of daily con rmed cases during an epidemic. Normal
spread events are plotted in blue, while superspreading events are highlighted in red,
indicating days with exceptionally high number of new cases.

Figure 4.7: Sliding window technique applied to the time series of daily con rmed cases
shown in Figure 4.6, structuring data for neural network input. Windows are colored by

label: blue for windows with no SSEs or with an SSE only in the rst position (negative

class), and red for windows containing at least one SSE not in the rst position (positive
class).
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4.2.4 Detection on unseen data

As described in previous sections, the proposed 1D CNN is trained on a labeled dataset
in which each overlapping window of lengti, extracted from an incidence time series, is
assigned a binary label indicating whether the window contains an SSE.

During training, the neural network processes these windows and labels without explicit
information on the exact time steps at which SSEs occur within each window. Thus, the
network learns to classify entire windows as either containing an SSE or not, rather than
identifying the precise time step of the SSE within the window.

In the testing phase, however, the exact time steps of SSEs can be identi ed by using
a stride of 1 in the sliding window mechanism. With this stride, each consecutive over-
lapping window shares all but one time step, enabling SSE detection at a ner temporal
resolution. The transition from the last window classi ed as not containing an SSE to
the rst window classi ed as containing an SSE pinpoints the exact time step of the SSE,
which is the unique time step in the latter window not present in the former.

Figure 4.7 illustrates this process, using the time series shown in Figure 4.6, which con-
tains two SSEs at time step$ and 16. The time series is divided into overlapping windows
of length 4 with a stride of 1 to achieve precise identi cation of SSEs.

To detect the exact time steps of SSEs, classi cations of consecutive windows are ana-
lyzed. For instance, in Figure 4.7, windowsgl and 5 mark the transition from the last
non-SSE classi cation to the rst SSE classi cation. The time step unique to windovb,

not present in window 4, is identi ed as the exact time step of the rst SSE att = 8.
Similarly, examining windows12 and 13 allows the second SSE to be identi ed at = 16.
This testing approach leverages the window overlap with a stride dfto determine the
precise timing of SSEs, despite the network being trained to classify entire windows rather

than individual time steps.
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4.3 Bayesian inference with SMC-ABC

According to the model presented in Section 4.1, the primary properties of superspread-
ing dynamics are governed by the baseline transmission ratg;y (equation (4.8)), the
smoothing factor (equation (4.8)), and the parameters,,, and anhax (equation (4.9)).
Here, nig represents the transmission rate in the absence of SSEsjetermines the rate

at which the transmission rate returns to .4 after an SSE, a ecting the persistence of
SSE impacts, anday,i, and anax de ne the range for the magnitude of SSEs.

To characterize SSEs by tting this model to an observed incidence time series within a
Bayesian framework, prior distributions must be assigned to these four parameters. In all

analyses reported in Section 5, weakly informative priors are assigned as follows:

md  Beta(l;1) (4.13)
Beta(1;1) (4.14)

amn  Beta(1;1) (4.15)
amax Gammal; 1) (4.16)

These priors represent initial beliefs about parameter values before observing data. The
baseline transmission rate g, the smoothing factor , and the lower bound of the
transmission rate increase due to SSEa,y,, follow a Beta distribution with uniform pa-
rameters(1;1). The upper boundanax, Which captures possible increases in transmission
due to SSEs, follows a Gamma distribution with shape and rate parameters equal p
allowing for a broad range of values while assigning lower probability to high values.

The choice of weakly informative priors balances general expectations about parameter
behavior with exibility, allowing data to shape posterior distributions without imposing
strong assumptions. This approach regularizes the model, preventing extreme or implau-

sible estimates, especially with sparse or noisy data, while ensuring that data signi cantly
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in uence nal inferences.

The recovery rate , the threshold probability of an SSEp, the population sizeN, and the
initial number of infected and recovered individualsl and Ry, respectively) are treated

as xed and known.

While the likelihood function for the chain-binomial SIR model with SSEs presented in
Section 4.1 is theoretically derivable, its practical computation is challenging due to the
complexity introduced by the time-varying transmission rate, ;. As described in equa-
tion (4.8),  evolves as a stochastic process in uenced by the occurrence and magnitude
of SSEs. At each time step,  may either increase sharply due to an SSE or gradually
revert to its baseline value, g, through a smoothing mechanism. This path-dependent
dynamic, shaped by random events, signi cantly complicates the evaluation of the likeli-
hood function. In traditional likelihood-based methods, such as MCMC (see Section 3.3),
the likelihood function requires evaluation at each iteration. Given the stochastic nature
of {, each evaluation involves simulating the entire trajectory of, across the time series.
As the time series lengthens, computational complexity increases substantially, since each
proposed parameter set necessitates a full simulation gf values across all time steps.

To mitigate this computational burden, ABC was chosen as an alternative inference
method. ABC bypasses explicit likelihood calculation by simulating the model under
various parameter con gurations and comparing these simulations to the observed data
using distance measures. Speci cally, the SMC-ABC algorithm, detailed in Section 3.3.3,
was employed due to its e ciency in sampling from complex posterior distributions, mak-
ing it particularly suited to the challenges posed by the dynamic behavior of; in the
presence of SSEs.

The use of ABC is further supported by its extensive application in elds such as ecol-
ogy and epidemiology, where complex stochastic dynamics similarly complicate likelihood
evaluation [48, 65, 79, 89, 93]. In these domains, ABC has become a widely accepted
approach for parameter inference, aided by advances in computational power and model

complexity.
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4.3.1 Implementation of SMC-ABC

The SMC-ABC framework from the open-source software package [91] was adapted to
meet the speci c requirements of the inference algorithm, guided by the structure of the
model described in Section 4.1, which serves as the sampler in SMC-ABC.

The primary modi cations, aimed at addressing key challenges and enhancing algorithmic

e ciency, include:

" Acceptance rate-based stopping criterion: A dynamic stopping criterion was
implemented to adjust based on the algorithm's acceptance rate. This criterion
monitors the number of newly accepted particles per iteration using a tolerance
parameter. If the acceptance rate remains low and the tolerance parameter does not
change for overl00Oconsecutive iterations, the algorithm halts, thereby optimizing

computational e ciency without sacri cing accuracy.

Probability check for perturbed particles: A validation check was introduced
to ensure that perturbed particles maintain a non-zero probability under their prior
distributions. Following the approach in [93], this check prevents invalid or unre-
alistic particles from distorting the posterior distribution, thereby preserving the

integrity of the inference process.

Constraint on uniform distribution bounds: A constraint was enforced on the
bounds of the uniform distribution in equation (4.9) to ensure that the upper bound
amax always exceeds the lower bound,,, . This constraint maintains consistency
within the parameter space, preventing invalid particles and ensuring the algorithm

operates within a logically sound framework.

4.3.2 Sampler and hyperparameters

The sampler used to generate the simulated data is a PyTorch implementation of the

chain-binomial SIR model described in Section 4.1. The simulator's parameters include:



Methodology 66

The length of the observed time serieg.

The population size,N.

The initial number of infected and recovered individualsl o and Ry, respectively.
The recovery rate, .

" The threshold probability of an SSE,p.

The settsseg of time steps at which SSEs are detected by the 1D CNN, as described
in Section 4.2.4.

The tssg parameter controls the argument of the Heaviside function in equation (4.8).
Speci cally, at time points where an SSE is detected by the neural network, the argument
is set to zero. For all other time steps, the argument remains negative, re ecting intervals
with no detected SSEs.

The sampler outputs the sequence

as described in equation (4.1), which is subsequently compared with the observed time
series by the SMC-ABC algorithm.
To enable accurate point-wise comparison between observed and simulated time series,
their Euclidean distance is computed. This approach is particularly e ective for capturing
the magnitude of SSEs. The number of particles sampled at each inference iteration is set
to 100Q except for the rst iteration, where 5000 particles are sampled to ensure initial
diversity in parameter estimates.
A component-wise Gaussian kernel perturbs each componepy of the parameter vector
p, following the process outlined in Algorithm 3. The kernel is de ned as:
Y

. 1
Ki( pj p )=  &———¢xp
i1 2 |2p
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represents tha-th component. Here| = 4, corresponding to the four inferred parameters
with prior distributions de ned in equations (4.13)-(4.16). This kernel is a product of
independent Gaussian distributions for each parameter component, ensuring uncorrelated
perturbations.

The variance term ,Zp for each component;, at steppis calculated as twice the weighted
empirical variance of the corresponding component from the prior population;, ; [8].
Speci cally, for the set ofi-th components of all particles at step 1, S)l, the weighted

empirical variance is computed as:

Py 0,

D@ 2

o gaWealip 1 i 1)

i;p 1~ r N (]) ’
j=1t Wi 1

where ., 1 represents the weighted mean of theth component at stepp 1.

i) @)
=1 Wi ip 1,

The tolerance levels ; are selected adaptively at each iteration [33], by choosing the
25th percentile of the distances between simulated and observed data, ensuring a gradual

re nement toward the target posterior.

4.4 Robustness analyses of SSE detection and infer-
ence: perturbations in initial parameters and noise
in incidence data

Epidemic data in real-world settings are often noisy due to factors such as underreporting
and reporting delays [74].

In this study, the chain-binomial SIR model assumes noiseless data, while the 1D CNN is
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trained on synthetic noiseless data to detect SSEs. However, real-world noise can a ect
parameter estimates and SSE detection accuracy.

Furthermore, the SMC-ABC algorithm used for inference relies on initial conditions speci cally,
the number of infected () and recovered Ry) individuals at the start of the outbreak.
These values are often di cult to estimate accurately due to limited observability of the
transmission process.

To address these limitations, two sets of robustness tests were performed using synthetic
datasets. The rst set evaluated the impact of perturbing initial conditions (, and Ry)

on posterior estimates, while the second set introduced di erent types and varying levels
of noise into the incidence time series.

These tests provide insight into the resilience of the proposed framework and inform areas

for potential re nement in managing real-world data noise.

4.4.1 Inference robustness under perturbed initial conditions

To assess the impact of initial condition perturbations on posterior estimates, a robustness
test was conducted using synthetic data comprising0time series generated in accordance
with the model outlined in Section 4.1.

Each time series contain®0 time steps and simulates a range of outbreak scenarios,
thereby providing diverse dynamics for evaluating the inference framework's performance.
Population sizes used for generating the dataset ranged frartB00to 5000Q in increments

of 100Q For each population,4% of individuals were initially infected, with 30% of those
infected considered recovered.

The parameter g (equation (4.8)) was varied betweer0:05 and 0:3, while a,,, and
amax (equation (4.9)) were varied from0:6 to 0:9 and 1 to 2, respectively, usings0 evenly
spaced values within these limits. The initial susceptible populatiory, was calculated
by So= N Ig Rg, assuming a closed population.

Values for the smoothing factor in equation (4.8), the recovery rate in equation (4.2),

and the parameterp in equation (4.8) were kept consistent across all simulations, as



Methodology 69

detailed in Table 4.1,

In this experiment, inference was performed on this dataset as described in Section 4.3,
with the sampler receiving perturbed values for the initial infected 1) and recovered
(Ro) populations. Four perturbation levels were applied to simulate varying degrees of
initial condition error: substantial underestimation (ss), moderate underestimation §),
moderate overestimation @), and substantial overestimation ).

Each perturbation level was sampled from a normal distribution as follows:

ss Normal(0:1; 0:04), (4.17)
s Normal(0:7; 0:04); (4.18)
g Normal(1:4;0:1); (4.19)

gg Normal(2:6; 0:1); (4.20)

where the mean values represent scaling factors applied to the true valued @aind Ry,

and the small variance ensures sampled perturbation values remain close to their respec-
tive means. This setup preserves a clear distinction between error intensity levels, creating
distinct perturbation classes. Speci cally, equation (4.17) represents a substantial under-
estimation, with a mean perturbation of10%of the true value; equation (4.18) represents

a moderate underestimation, with a mean perturbation o70% equation (4.19) repre-
sents a moderate overestimation al40% and equation (4.20) represents a substantial
overestimation at 260%of the true value. Inference using unperturbed values of and

R, corresponds to a scaling factor df, representing no perturbation.

Estimation error was quanti ed by calculating the relative deviation of the posterior es-

timate " from the true parameter value , de ned as:

; (4.21)
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where the absolute dierencej” j represents the magnitude of error, regardless of
direction. This normalized measure allows comparison across parameters of di erent
scales. By analyzing relative deviations across all time series, the robustness of parameter

estimates under various perturbation levels was evaluated.

4.4.2 Robustness of SSE detection and inference with noisy inci-

dence time series

To further evaluate the robustness of the proposed framework, the performance of the 1D
CNN for SSE detection and the SMC-ABC algorithm for parameter inference was assessed
under conditions of noisy time series data. A subset @0 time series from the original

50 used in Section 4.4.1 was selected, with structured noise introduced via mechanisms
simulating underreporting and delayed reporting [74]. These patterns commonly occur in
epidemic surveillance systems due to factors such as limited testing capacity, healthcare
system strain, or administrative delays (e.g., weekends and holidays). These types of noise
introduce both temporal shifts (reporting delays) and reductions in reported case counts
due to underreporting.

This analysis had two primary objectives: rst, to evaluate the robustness of both the
1D CNN and the SMC-ABC algorithm when a xed fraction of cases were systematically
missed (underreporting); and second, to assess the combined e ects of underreporting and
reporting delays on SSE detection and parameter estimation, thus simulating a range of
realistic reporting conditions.

Let |, denote the true number of new infections on day In the underreporting scenario,

the observed number of reported cases,[7, is adjusted according to an underreporting

fraction , sampled from a normal distribution:

¢ Normal(l q; ?); (4.22)
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where q represents the proportion of unreported cases, andcontrols the variability in
the reporting fraction. The values of ; are truncated to the interval [0; 1] to ensure a
realistic range for the reporting fraction. The observed number of reported cases is thus
given by:

f= ¢ Ig (4.23)

Figure 4.8 illustrates a synthetic time series generated by the chain-binomial SIR model,
comparing the noiseless scenario (black curve) with three levels of underreportirfo
(orange curve),15% (green curve), and30% (blue curve), as modeled by equation (4.23).
Here, the underreporting fraction  follows the distribution in equation (4.22), with g val-

ues of0:05, 0:15, and 0:30, representing5%, 15% and 30% underreporting, respectively,
and = 0:05 As the degree of underreporting increases, the incidence peaks are pro-
gressively reduced. Despite this reduction, the overall timing and shape of the epidemic

curve remain consistent across all scenarios.

Figure 4.8: Dynamics of a time series under di erent levels of underreporting, as de-
scribed in equation (4.23). The black line represents the original noiseless time series, while
the orange, green, and blue lines correspond to underreporting proportionsgpf 0:05,
g=0:15, and g=0:30, indicating 5%, 15% and 30% unreported cases, respectively.
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In scenarios involving both underreporting and delayed reporting, the observed number

of reported cases on day, I3, is modeled as:

k= t x X Ix; (4-24)
x=0

where | represents the true number of new infections on day  is the underreporting
fraction on day x, and ;  is the probability that a case from dayx is reported on day
t, following a delay oft x days.

Delays in reporting are modeled using a negative binomial distribution, parameterized by
k, the dispersion parameter controlling the variability in delays, and, the probability of
reporting on any given day. The parametes relates to the mean reporting delay [74],

which represents the expected number of days between case occurrence and reporting:

S= = : (4.25)

Smaller values of the dispersion parametét result in greater variability in reporting
delays, spreading cases over a broader range of future days, while larger valuds ain-
centrate delays more closely around the mean delay

The probability ; 4, derived from the negative binomial distribution evaluated at X,
indicates the likelihood of a delay of exactlf x days. Each case is delayed by x
days with probability ; », meaning that the expected number of reported cases on day
originating from day x is computed by multiplying ; x by the true number of cases on
day x, adjusted for underreporting by the factor .

The total number of reported cases on day, [I7, as de ned in equation (4.24), is thus
the sum of contributions from earlier daysx t, where cases are delayed liy x days
according to the delay distribution.

Figure 4.9 illustrates the dynamics of a synthetic time series of new daily reported infec-

tions across ve conditions. The black curve represents the noiseless time series, while the
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colored curves simulate varying delayed reporting scenarios with a xed underreporting
level of 15% (q = 0:15) based on equation (4.24). Curves with shorter mean delaysz= 2
(orange and green), show sharper peaks compared to those witlr 5 (blue and red).
Smaller values of dispersion parametek (= 0:1, orange and blue curves) lead to greater
variability in reporting, spreading cases over more days, while larger values of dispersion
parameter K = 1, green and red curves) concentrate delays around the mean. These
e ects cause both smoothing and shifting of the peaks in the noisy time series compared
to the noiseless series. Highervalues, particularly when combined with largek values
(as in the red curve), not only smooth the peaks but also shift them further to the right

due to longer reporting delays and reduced variability in reporting.

Figure 4.9: Dynamics of a time series under delayed reporting and underreporting, as
described by equation (4.24). The black line represents the original noiseless series, while
colored lines represent di erent combinations of mean delayXand dispersion k), with a
constant underreporting rate 0of15%(q = 0:15). Orange and green curves indicate shorter
delays ( = 2), while blue and red curves show longer delays € 5). Greater variability

in delays is observed withk = 0:1 (orange and blue curves), while reduced variability is
observed withk = 1 (green and red curves).
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For this robustness analysis, seven synthetic datasets were generated by perturbing the
original noiseless dataset containing0 synthetic time series.

Three datasets were generated by applying only underreporting at leveds= 0:05, q =
0:15, and g = 0:30, corresponding t05%, 15% and 30%underreporting, respectively. The
standard deviation = 0:05ensures ; values cluster around their mean.

The remaining four datasets were generated by combining underreporting=£ 0:15) with

delayed reporting using four combinations of mean delayand dispersionk:

1. Short mean delay with small dispersion : = 2, k = 0:1. This scenario

simulates prompt reporting with minimal delays but high variability.

2. Long mean delay with small dispersion : =5, k =0:1. This scenario repre-

sents a system experiencing extended, highly variable delays.

3. Short mean delay with high dispersion : =2,k =1. This scenario simulates

e cient reporting with minimal delays and low variability.

4. Long mean delay with high dispersion : =5, k = 1. This scenario models

consistently delayed reporting with reduced variability.
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Results

This section presents a comprehensive evaluation of the 1D CNN's performance across
training, validation, and test sets, as described in Section 4.2.2. Key performance indica-
tors, including loss curves, metrics, and confusion matrices, are analyzed to assess model
accuracy and reliability. The section further demonstrates the e ectiveness of the inte-
grated detection and inference framework for identifying and characterizing SSEs using
both synthetic incidence time series and data from two real-world epidemic outbreaks.
Results from robustness analyses, discussed in Sections 4.4.1 and 4.4.2, are also included,
underscoring the stability and resilience of the inference algorithm and SSE detection
model under variations in initial model parameters and diverse noise conditions within

the incidence time series.

5.1 Training, validation and test performance

The model described in Section 4.2 was trained, validated, and tested using data from the
synthetic dataset detailed in Section 4.2.3, split into training, validation, and test sets in
a 60:30:10 ratio.

Table 5.1 provides a summary of each dataset, including the distribution of windows by

class label.

75
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Table 5.1: Summary of training, test, and validation sets.

Set Number of time Number of windows Number of windows
series (y=0) (y=1)
Training 51840 4309546 200534
Test 25920 2154861 100179
Validation 8640 718331 33349

Model performance was assessed primarily using the F1 score, the harmonic mean of
precision and recall [67], which addresses the signi cant imbalance between the positive
(superspreading events) and negative (normal spread events) classes across the training,
validation, and test sets, as detailed in Table 5.1.

In binary classi cation, model predictions are categorized as follows:

" True Positive (TP) : Instances where the model correctly predicts the positive

class, identifying windows from the incidence time series that contain an SSE.

" False Positive (FP) : Instances where the model incorrectly predicts the positive

class, classifying windows that do not contain an SSE as containing one.

" False Negative (FN) : Instances where the model incorrectly predicts the negative

class, failing to detect an SSE in windows where it is actually present.

Using these terms, the F1 score is de ned as:

2TP _
2TP + FP + FN’

F1 score= (5.1)
While accuracy can be misleading in imbalanced datasets by overestimating performance
when the model primarily predicts the majority class, the F1 score provides a balanced
measure, especially critical here given the high cost of false negatives (i.e., missing an
SSE).

Precision, de ned as
TP

Precision= m;

(5.2)
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measures the proportion of true positives among all positive predictions, while recall,

TP

TP + FN’ (53)

Recall=

indicates the proportion of true positives among all actual positive instances.

Together, precision and recall inform the F1 score, providing a balanced assessment for
this binary classi cation task.

Figure 5.1 and Figure 5.2 display the model loss and F1 score curves, respectively, for
both training and validation datasets over20 epochs. In Figure 5.1, both training loss
(green line) and validation loss (orange line) decrease steadily, re ecting e ective learning
during the early epochs and gradual ne-tuning of model parameters in later epochs. The
parallel reduction in both training and validation loss suggests that the model does not
su er from over tting, as performance on the validation set remains comparable to that

on the training set.

Figure 5.1: Training (green line) and validation (orange line) loss curves ov&0 epochs,
illustrating the convergence of the model described in Section 4.2 during training.
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Figure 5.2: Training (green line) and validation (orange line) F1 score curves ove0
epochs, showing initial performance improvement of the model described in Section 4.2,
followed by a plateau in later epochs.

As shown in Figure 5.2, the F1 score increases sharply during the initial training stages
and stabilizes after a few epochs, with both training and validation scores plateauing
around 0:95. This stability across datasets indicates that the model generalizes well, cap-
turing patterns in SSEs without over tting.

Further evaluation on the test set, shown in the confusion matrix in Figure 5.3, demon-
strates the model's reliability. The model correctly identi es99:90% of true negative
cases, con rming high accuracy in recognizing periods without SSEs. More importantly,
the model achieves a recall &224%for detecting SSEs, as calculated from the confusion

matrix using equation (5.3), underscoring its reliability in identifying these critical events.
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Figure 5.3: Confusion matrix for the test set, illustrating the performance of the model
described in Section 4.2 in classifying unseen normal spread and superspreading dynamics.
The matrix shows true positives, true negatives, false positives, and false negatives, with
corresponding percentages.

The performance metrics are particularly signi cant for epidemic management. The high
recall on the test set demonstrates the model's ability to reliably detect most SSEs, a
critical factor for timely intervention and control of disease spread. With a precision of
97.64% calculated from the confusion matrix using equation (5.2), the model minimizes
false alarms, reducing the risk of unnecessary or misdirected public health responses.
The F1 score for the test set, approximatel:948 aligns closely with the scores observed
during training and validation. This agreement suggests that the model generalizes ef-
fectively beyond the training data while maintaining a balance between precision and
recall. This consistency reinforces the model's potential in real-world applications, where

accurate and reliable SSE detection is essential for e ective public health interventions.
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5.2 Detection and characterization of SSEs in synthetic
time series

The proposed integrated framework, which combines the 1D CNN (Section 4.2) for detect-
ing SSEs and the SMC-ABC algorithm (Section 4.3) for characterizing SSEs, is evaluated
on a synthetic time series generated using the chain-binomial SIR model (Section 4.1),
with known ground truth parameters.

Inference using SMC-ABC on data generated by the same sampler serves as a validation
procedure, con rming that the algorithm can accurately recover known parameters from
simulated data. Successfully recovering these parameters reinforces the accuracy and re-
liability of the method.

This simulation-based validation is standard in Bayesian inference, as it provides a con-
trolled environment where true parameter values are controlled and known. Such testing
serves as a benchmark for assessing the algorithm's performance before applying it to
real-world data, where parameter values are inherently uncertain.

The synthetic time series of new infections used to test the developed methodologies is
shown in Figure 5.4, and the parameter values used for its simulation are listed in Ta-

ble 5.2. The time series comprise30 time steps, with SSEs occurring atssg = 50; 84.

Parameter | Values
mid 0.1
Amin 0.2
Amax 0.5
p 0.01
1=3
1=15
N 9000
lo 80
Ro 0

Table 5.2: Model parameters used to generate the synthetic time series analyzed in
Section 5.2 and illustrated in Figure 5.4.
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Figure 5.4: Synthetic time series of new infections, simulated using the model presented
in Section 4.1 with the parameter values listed in Table 5.2.

Figure 5.5 illustrates the reconstructed time series of new infections, constructed by over-
laying stride-1 windows of length4, classi ed by the 1D CNN described in Section 4.2.
Windows classi ed as not containing an SSE are shown in blue, while those containing
an SSE are displayed in red. The method for pinpointing the exact time steps of SSEs
is elaborated in Section 4.2.4, where the sliding window mechanism with a stride Jof
enables precise identi cation of speci ¢ SSE time points.

The CNN accurately detects all SSEs, correctly identifying the true time steps at= 50
andt = 84 (highlighted by black circles in Figure 5.4). Notably, the CNN yields no false
positives, underscoring its robustness in reliably distinguishing superspreading dynamics

from normal spread events.
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Figure 5.5: Binary classi cation results from the one-dimensional convolutional neu-

ral network applied to overlapping windows of the synthetic time series shown in Fig-
ure 5.4. Black circles mark the time steps where the neural network detected super-
spreading events.

The two time steps at which SSEs are detected by the 1D CNN in the synthetic time
series illustrated in Figure 5.4 serve as input to the sampler employed by the SMC-ABC
inference algorithm (see Section 4.3). Additionally, the sampler is provided with the exact
values of parameterdN, p, , lo, and Rq, as listed in Table 5.2, and prior distributions
for parameters g, @min, , and amax from equations (4.13)-(4.16).

Figure 5.6, 5.7, and 5.8 show the inference results obtained with the algorithm described
in Section 4.3.

Figure 5.6 displays1000simulated trajectories from the nal iteration of the SMC-ABC
algorithm (colored lines), closely aligning with the observed synthetic time series (black

line). This close alignment demonstrates strong convergence to the true parameter values,
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con rming the algorithm's accuracy in recovering known parameters in a self-consistency

check.

Figure 5.6: The colored lines are the trajectories simulated during the nal iteration
of the SMC-ABC inference algorithm, conducted on the synthetic time series shown in
Figure 5.4. The black line represents the observed synthetic time series, while the red
vertical lines indicate the detected superspreading events.

This consistency is further con rmed in Figure 5.7, which displays posterior probabil-
ity density estimates with 89% credible intervals (light blue and blue regions) for each

parameter, alongside prior distributions (green regions).
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Figure 5.7: Probability density estimates with 89% empirical credible intervals (light
blue and blue regions) for accepted particles from the nal iteration of the SMC-ABC
inference algorithm conducted on the synthetic time series shown in Figure 5.4. Prior
probability densities are overlaid in green. The red vertical lines represent the posterior
median values, and the black vertical lines correspond to the true parameter values used
to generate the synthetic time series.

The shift from weakly informative priors to well-de ned posterior distributions re ects
the substantial impact of the data on parameter estimates, indicating that the data suc-
cessfully guided the inference process, adjusting prior assumptions where necessary.
The close alignment of the posterior medians (red vertical lines) with the true parameter
values (black vertical lines), all within the credible intervals, further supports the validity
of these inference results.

The posterior distributions for g, amin, and are tightly centered around their true
values, illustrating the SMC-ABC algorithm's precision in estimating these parameters.

Conversely, the broader posterior distribution foran.x suggests greater uncertainty in
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its estimation, consistent with the wider prior distribution for this parameter (equation
(4.16)). Despite this variability, the true value remains within the credible interval, indi-
cating the algorithm's e ective capture of underlying parameter dynamics.

Figure 5.8 presents the pair plot of the four unknown parameters, with diagonal plots
displaying the histograms of each marginal posterior distribution. The unimodal and
relatively narrow distributions demonstrate the reliability of parameter estimates. O -
diagonal plots display kernel density estimates of the joint posterior distributions, illus-

trating the relationships between parameter pairs.

Figure 5.8: Pair plot of accepted particles from the nal iteration of the SMC-ABC
inference algorithm conducted on the synthetic time series shown in Figure 5.4. Marginal
posterior distributions for each parameter are displayed along the diagonal, while joint
posterior distributions, visualized through kernel density estimates, are shown below the
main diagonal for each parameter pair.

The contour plots in Figure 5.8 reveal no signi cant correlations among the parameter
pairs, suggesting independent estimation by the algorithm. This independence indicates

the algorithm's e ectiveness in isolating the in uence of each parameter on the data.
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5.3 Results of inference robustness under perturbed ini-
tial parameters

As described in Section 4.4.1, the robustness of the inference process was evaluated by
introducing systematic perturbations to the initial conditions, speci cally to the number

of infected individuals (o) and recovered individuals Rp), within a synthetic dataset.

The 1D CNN model accurately classi ed all positive and negative instances in the dataset,
ensuring that the SMC-ABC sampler received the correct SSE time steps for each syn-
thetic time series. This classi cation accuracy allowed the robustness evaluation to focus
exclusively on the e ects of initial parameter perturbations on the inference outcomes.
Figure 5.9 presents the impact of perturbation intensity on the posterior estimates of
model parameters. Relative deviations of posterior estimates from true values, as calcu-
lated by equation (4.21), are shown for increasing perturbation levels Ig and Ry.

The results indicate a U-shaped trend across all four inferred parameters of the chain-
binomial SIR model, with the largest deviations occurring at the extremes of the pertur-
bation scale. This pattern underscores regions of higher sensitivity within the inference
process. In contrast, deviations are minimized within the central range of perturbation
intensities, re ecting the algorithm's stability and ability to produce reliable parameter
estimates under moderate initial condition variations.

A proportional relationship emerges between the initial perturbation magnitude and devi-
ations in posterior estimates, where increased perturbation intensity results in correspond-
ingly larger deviations in the inferred parameters. This nding highlights the importance
of accurate initial condition estimates to maintain robustness within the inference frame-

work.
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Figure 5.9: Scatter plot illustrating the relationship between relative deviations of in-
ferred model parameters from their true values and the applied perturbation intensities
to initial parameters |, and Ry across50 synthetic time series.

5.4 Performance of SSE detection and inference under
noisy incidence time series

The robustness of the 1D CNN and SMC-ABC algorithm for detecting and characterizing
SSEs was assessed using seven synthetic datasets with structured noise, as described in
Section 4.4.2, along with the original noiseless dataset.

The noisy datasets included three levels of underreportings%, 15% and 30%as well as
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combinations of underreporting ( xed at 15%) and delayed reporting with varying mean
delays ( =2 or =5) and dispersion valuesK = 0:1 or k = 1).

The 1D CNN maintained 0% false positives and false negatives on the noiseless dataset
and in six out of seven noisy datasets, demonstrating strong resilience in detecting SSEs
even under noise. This nding suggests that the applied levels of underreporting and
delayed reporting did not signi cantly degrade model accuracy across most conditions.

In contrast, in the dataset with a mean delay of =5 days and a higher dispersion value
(k = 1), the false negative rate increased t@0% and the F1 score dropped fron100%

in other datasets t088:37% This dataset re ects a scenario where reporting delays are
centered around a mean delay & days due to the low variability in delays, determined

by the dispersion parameteik = 1. As shown in the red curve in Figure 4.9, this delay
causes the shape of the incidence time series to shift, with peaks systematically moved
to the right. This signi cant alteration in the time series likely contributed to the higher
rate of missed SSEs in this dataset.

To evaluate the impact of noise on parameter recovery accuracy in the SMC-ABC algo-
rithm and facilitate comparisons across the di erent time series, noise types, and noise
intensities, the deviations of inferred parameter values from true parameter values were
calculated across the eight inference scenarios (including the noiseless dataset and the
seven noisy datasets).

For each time serieg, the deviation for a parameter was computed as follows:

deviation — inferred true .
j = jo (5.4)

where ["eed is the inferred parameter value, and [ is the known parameter used to

The robustness of the inference algorithm was evaluated by examining the extent to which
posterior deviations remained centered around zero under varying levels of noise. Devia-

tions from zero suggest challenges in accurately recovering parameter values. Speci cally,
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negative posterior medians indicate a tendency for systematic underestimation, while pos-
itive medians suggest systematic overestimation.

To visualize these e ects, posterior probability density estimates of parameter devia-
tions, along with 89% credible intervals and posterior medians, were computed for each
noise level. Credible intervals that are narrow and centered around zero indicate e ec-
tive parameter recovery with low uncertainty, even under noisy conditions. In contrast,
broader credible intervals signal increased uncertainty, indicating that the algorithm may
encounter challenges in converging to precise parameter values under higher noise levels.
Figure 5.10 presents the results of the inference algorithm across three underreporting
scenarios ¢ = 0:05, q = 0:15, and q = 0:30), with the noiseless scenario (green curve)
included for reference. The teal, blue, and dark blue curves correspond to progressively
higher levels of underreporting noise, as indicated in the legend.

The impact of underreporting on parameter estimation reveals di erential robustness
among parameters. The parametesi,ox demonstrates the highest resilience, with its pos-
terior medians remaining closest to zero across all noise levels, indicating that the inference
algorithm accurately recovers this parameter even under substantial underreporting.

In contrast, the parameters 4, amin, and exhibit greater sensitivity to underreporting,
with deviations from zero that increase with the proportion of unreported cases, particu-
larly at the 30%level (dark blue curve). Speci cally, the inference algorithm increasingly
underestimates g and anin wWhile overestimating , as the systematic omission of cases
escalates. The observed widening of credible intervals further re ects growing uncertainty
in these estimates as underreporting increases.

Figure 5.11 shows the inference algorithm's performance under combined underreporting
(15% and delayed reporting, with di erent mean delay values (=2 or =5) and dis-
persion parametersk = 0:1 or k = 1), as outlined in Section 4.4.2. The noiseless scenario
is represented by the blue curve, while the remaining colors represent speci c delay and
dispersion combinations: green for =2 and k = 0:1, pink for =2 andk = 1, orange

for =5 andk =0:1, and yellow for =5 andk =1.
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Figure 5.10: Posterior density estimates of deviations for the chain-binomial SIR model
parameter, evaluated acros20 synthetic time series under four noise conditions: the noise-
less case (green) and three levels of underreporting. Teal, blue, and dark blue represent
underreporting proportions ofg = 0:05, g = 0:15, and q = 0:30, respectively (equation
(4.23)). Solid vertical lines indicate posterior medians, darker shaded areas show 8986
credible intervals, and the dashed black vertical line at zero facilitates the visualization
of the deviation of the posterior medians from zero.



Results 91

Figure 5.11: Posterior density estimates of deviations for the chain-binomial SIR model
parameter, evaluated acros®0 synthetic time series under ve noise conditions. The
blue curve represents the noiseless case, while the green, pink, orange, and yellow curves
display results under both underreporting § = 0:15 and delayed reporting (equation
(4.24)), with distinct mean delay ( = 2 or = 5) and dispersion k = 0:1 or k = 1)
combinations. Solid vertical lines denote posterior medians, shaded areas repreS88%b
credible intervals,and the dashed black vertical line at zero facilitates the visualization of
the deviation of the posterior medians from zero.
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Across all noise scenarios, the posterior medians for the four parameters show a tendency
toward underestimation, consistently positioned left of zero. Among the parameteidyay
displays the highest robustness, with its posterior medians remaining closest to zero, sug-
gesting reliable recovery even under noise conditions. In contrast, the parametefgy,
amin, and exhibit progressively larger deviations from zero as the mean reporting delay
increases from 2 to 5 days, particularly under conditions of higher dispersiok £ 1).

The scenario denoted by the yellow curve (mean delay of 5 days, high disperskon 1)
represents the most challenging noise condition, where the inference performance is sig-
ni cantly impacted. In this scenario, the cumulative e ects of underreporting, delayed
reporting, and the 1D CNN's increased false negative rate (20%) in detecting SSEs col-
lectively contribute to decreased accuracy in parameter inference. Consequently, the al-
gorithm's performance is a ected by both data noise and detection inaccuracies, leading
to notable deviations in parameter estimates.

The observed widening of credible intervals across these scenarios re ects a corresponding
increase in uncertainty, particularly under conditions of greater mean delay and disper-
sion. The yellow curve, representing the highest noise level, shows the widest credible
intervals and the largest deviations from zero, indicating diminished con dence in param-
eter recovery under substantial reporting delays. This degradation is further compounded
by detection errors in SSE identi cation from the 1D CNN, highlighting the combined

impact of noisy conditions on the inference process.

5.5 SSEs in the Hong Kong SARS epidemic

The epidemic trajectory of the 2003 SARS outbreak in Hong Kong was analyzed using the
proposed framework for SSE detection and parameter inference. The daily incidence time
series, covering 107 days from February to June 2003, was obtained from the SARS2003
dataset in the EpiEstim R package [24]. The incidence curve is illustrated in Figure 5.12,

capturing the daily reported SARS cases over this period.
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Figure 5.12: Epidemic curve illustrating the daily con rmed SARS cases in Hong Kong
from mid-February to the end of May 2003. The x-axis represents time with weekly
intervals, and the y-axis shows daily con rmed cases.

To detect SSEs, the incidence time series was transformed into a sequence of overlapping
windows using the sliding window approach described in Section 4.2.3. A window length
of 4 days and a stride of 1 day were selected to capture high-resolution temporal patterns
associated with SSEs.

The study presented in [23] identi ed two primary SSEs during this outbreak, occurring
between weeks 3 4 and 5 6, which serve as benchmarks in this analysis. The identi cation
methodology adopted a sophisticated approach combining epidemiological modeling and
statistical techniques. Speci cally, a stochastic compartmental SEIR model was imple-
mented, accounting for both temporal variability and social heterogeneity in disease trans-
mission. The approach strati ed the population into three categories (general population,
healthcare workers, and hospitalized patients) and incorporatdevel shift interventionsto

detect temporary spikes in transmission intensity. SSEs were identi ed through Bayesian
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