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 A B S T R A C T

A key issue in spatial models is to appropriately specify the spatial effect. Robust Lagrange Multipliers 
(RLM) tests have long been popular in spatial econometrics for discriminating between spatial lag and spatial 
error processes. A review of the recent applied literature shows how they are often (mis)applied in a panel 
context, where further issues arise the tests were not designed to address in the first place: individual 
or time heterogeneity and time persistence. We address the performance of RLM tests in spatial panels 
through Monte Carlo simulation showing that they can become virtually useless as a specification device 
under substantial individual and especially time heterogeneity, regardless whether correlated or not; or in the 
presence of spatially lagged regressors. Accounting for unobserved effects by demeaning the data or adding 
dummies restores the good properties of the RLM. The presence of spatially lagged regressors remains instead 
problematic. We conclude with suggestions for improving applied practice.
1. Introduction

Spatial dependence in econometric models can be of the lag type, 
where the outcome in one location depends on the outcome in neigh-
bouring ones (spatial lag model, or SAR); or of the error type, where 
the innovations in one location depend on those of the neighbours, so 
that shocks spread in space (spatial error model, or SEM). Telling one 
from another is a crucial specification task.

Building on the work of Bera and Yoon (1993), Anselin et al. (1996) 
derived locally robust LM tests (RLM) for, respectively, SAR allowing for 
SEM and SEM, allowing for SAR. While their marginal LM counterparts 
for SAR (SEM) would give false positives in the presence of SEM (SAR), 
these statistics are robust to ‘‘local’’ deviations from zero of the ‘‘other’’ 
effect. Drawing on OLS residuals, the RLM are simply obtained; and 
they are useful because in the vast majority of cases a researcher is not 
in a position to exclude a priori one of the two effects. The RLM have 
since become very popular, first in cross-sectional and later in panel 
spatial econometrics. In particular, our survey evidence suggests that 
the vast majority of current applied spatial panel papers employ the 
RLM as a specification device.

Importantly, the RLM were originally derived for the cross-sectional 
case. Elhorst (2010, Section 4) proposed to apply them in spatial 
panels, pooling the data; together with some important warnings on 
the peculiarities and dangers of this new context. In particular, Elhorst 
(2014b) warned about the need to account for individual effects in 
the test : which, according to our survey reported below, many applied 
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researchers do not. Moreover, he observed that ‘‘in the panel case, 
empirical properties still have to be investigated altogether’’ (Elhorst, 
2010, p. 9).

Individual and/or time effects, or autocorrelated errors, within 
panel data can lead to bias in the RLM test. In fact, the straightforward 
application of the RLM to panel data is based on a ‘‘pooling’’ hypothesis 
(the model errors 𝑢𝑖𝑡 are i.i.d.N across all individuals 𝑖 and time periods 
𝑡) which is seldom appropriate for panel data, and is clearly violated 
if the errors contain an individual and/or time invariant component. 
Moreover, in the case of time effects, these also represent a form of 
cross-sectional correlation against which any spatial dependence test 
will have some power, producing false positive results. Lastly, and 
worse still, if the effects are of the ‘‘fixed’’ type, i.e. they are allowed to 
correlate with the regressors, then endogeneity will make OLS residuals 
inconsistent pointwise estimates of the model errors, thus invalidating 
their use in testing.

Therefore omitting any of these features from the testing equation 
– the model one takes residuals from to perform the RLM – can bias 
the results severely. An example will give an intuition of how severely: 
in Akarsu (2022, Table 2) (R)LM tests have been performed under 
alternative specifications, and are presented arranged by effects: pooled 
no-effects (OLS), individual fixed effects (FE) or individual and time 
(2FE). It can be seen that the RLM would alternatively indicate spatial 
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lag (OLS), no spatial dependence (FE) or spatial error (2FE) depending 
on the test specification.1

In the paper we will address the above concerns, in systematic 
order: omitted individual effects, serial error correlation, omitted time 
effects and omitted spatially lagged regressors; moreover, we will ad-
dress the further issues of local robustness (how large values of the 
nuisance parameter can be tolerated) and of context dependence (how 
dependent are the results on one specific spatial arrangement). First we 
will survey the current empirical spatial panel literature, highlighting 
the frequency, and often prevalence, of problematic practices in the 
application of RLM. Then we will review the theoretical basis for the 
RLM, its extensions to the above mentioned features, and propose 
simple solutions based on data transformation. Then we will perform an 
extensive Monte Carlo experiment: in the same order as above, we will 
evaluate the properties of the RLM under the various conditions. For 
each scenario, we will compare the straightforward, plain vanilla appli-
cation with the ones on transformed, or augmented, data as advocated 
in this paper. Then we will draw from our results some suggestions for 
improving empirical practice.

A brief anticipation of our findings follows. Consistently with simu-
lations of the original study Anselin et al. (1996), we find that while – 
as expected by construction – the performance of the RLM deteriorates 
as the nuisance parameter diverges, the tests are quite tolerant in this 
respect. On the other hand, distortions become more evident for denser 
neighbourhood structures, and are in general context-dependent and 
unpredictable. As regards individual effects, these predictably distort 
the empirical size and power: but simply time-demeaning the data 
will eliminate any individual time-invariant heterogeneity, restoring 
the good properties the tests enjoy in the pooled case; the induced serial 
correlation turns out to be only a minor problem. The bias from time 
effects is even more serious. Cross-sectionally demeaning the data or, 
as is most often the case in practice, adding time dummies does again 
restore the properties. According to additional experiments, this works 
also in the case of omitted common factors with non-uniform loadings. 
Unfortunately, in the case of omitted spatial regressors, augmenting 
the model specification will restore the empirical size of the tests but, 
especially in the error case, not the power: so that they will not produce 
false positives any more, but will also have little signalling value.

In a nutshell, we find that performing the tests on the residuals of a
complete model – in the sense that all individual and/or time effects, and 
perhaps spatially lagged regressors, have been taken into consideration 
– will ‘‘recenter’’ the test statistics, reducing test size (the frequency of 
false rejections) towards the designed level; although in some cases low 
power (failure to reject) will remain a problem.

Given that most panel situations are likely to include unobserved 
heterogeneity, our results suggest that it is advisable to perform an 
appropriate data transformation – time demeaning, or equivalents – 
and/or model augmentation – adding time dummies, or spatially lagged 
regressors – when employing the RLM in most spatial panel contexts. 
These concerns are not entirely new (see Elhorst, 2010, 2014b). Unfor-
tunately, as emerges from the survey we present in the next Section, 
they are often overlooked in applied practice.

2. A survey of the empirical literature

It is difficult to select an appropriate sample of ‘‘spatial panel’’ 
papers among this vast literature, and hence to mention a precise share 
of them using the (R)LM, because the former is too generic, while any 
other research key referencing one particular methods paper would 
introduce selection bias. The impression is, nevertheless, that the (R)LM 
are rather ubiquitous in spatial panel practice.

1 This well-presented piece of research showcases another typical be-
haviour. The nonrobust LM tests are both always significant, and with very 
similar magnitudes, across all specifications: hence not useful for telling SAR 
from SEM.
2 
In order to assess how the ‘‘lag vs. error’’ specification issue is 
addressed by practitioners, we surveyed a sample of 300 recent papers 
(the first 100 Google Scholar citation hits for the years 2020, 2021 and 
2022) among the over 2600 citations of the ‘‘RLM paper’’ (Anselin et al., 
1996).

Survey results. In the following, we report some results from our above 
mentioned sample of 300 papers citing the RLM paper (Anselin et al., 
1996), which are by design expected to employ them sooner or later.

The vast majority of papers mentioning RLM are empirical, 131/300 
are panel studies. Most of the latter (107/131) actually employ RLM as 
a selection device. As regards the main model specification, the papers 
considering some kind of effects (individual or time, fixed or random)2 
are the vast majority: only 15/107 do not. Individual heterogeneity 
is common; on the contrary, less than one third (40/107) of papers 
consider time heterogeneity by including either time (4) or two-ways 
effects (36).

Regarding the RLM tests, 27 of the 116 papers including effects 
in the final model report having performed them on OLS residuals; 
32/116 considering the same effects as in the main model. Adding to 
this 11 ‘‘consistent OLS’’ cases (i.e., not considering heterogeneity either 
here or there) takes our estimate of the total number of cases ‘‘clearly’’ 
performing RLM on a specification consistent with the overall approach 
of the paper to 43/131. In fact, next to the 27 ‘‘inconsistent’’ ones, there 
are 33/131 instances where we have not even been able to make an 
educated guess as to what was actually done in this respect.3

Test results are mainly reported in a separate table (50/107); less 
often together with model specification and results (34/107); seldom in 
the text citing statistic and/or p-values (5/107); and all too often not 
reported at all, but just mentioned qualitatively (18/107). Unclear cases 
are less likely to be found in model tables, which encourage mapping 
the RLM test result to the relevant model specification; more common 
in separate tables (which often lack the necessary detail) or in the text.
Trends in applied practice and case studies. This snapshot of current 
research practices highlights a number of stylized facts. First of all, 
most (107/131) of the papers citing RLM employ them as an important 
specification device; in turn, most (85/107) of those who do employ 
both LM and RLM. Many authors apply the nonrobust LM and the RLM 
in sequence, using the latter conditional on the result of the former 
(a problematic strategy, because, as highlighted below – see Fig.  1 – 
the two nonrobust LM have power against both alternatives, and will 
seldom differ substantially).

The RLM are often employed on incomplete specifications, to be 
later extended. A very clear example is Bourdin et al. (2021) where 
the RLM are applied very carefully to the non-spatial specification, 
with many different proximity matrices; the RLM lag always strongly 
rejects, while the RLM error never does: choose SAR. From here, 
the authors generalize their specification to a spatial Durbin model 
(SAR+WX), testing whether it can be reduced to a SAR again. The 
answer unsurprisingly is yes: the WX terms are not significant. We add: 
they could not possibly be. Had they been part of the data generating 
process, their omission would have induced spatial correlation in the 
error terms, yielding significant RLM error statistics (see Experiment 5 
below).

In this respect, the workflow – at least, judging from the presen-
tation order – is very often of the type: estimate OLS; check spatial 

2 The rare random effects specifications have been counted as fixed effects.
3 There is some unavoidable subjectivity in our assessment: in fact, one 

of our main points is that it is so often difficult to understand what has 
actually been done. For example, many authors still call the FE estimator ‘OLS’ 
(meaning ‘‘OLS with fixed effects’’; which last are not always clearly indicated). 
The above results are based on our best guesses; the frequency of problematic 
practices (like putting FE in the main model, but not in the RLM test) has been 
estimated conservatively, extending the benefit of doubt as far as possible.
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Fig. 1. Left panel: ‘‘Ideal’’ behaviour of a specification test. Empirical size of the misspecified test (solid line) is ‘‘flat’’ near to the theoretical size, empirical power of the correct 
test (broken line) draws a deep ‘‘V’’. The example is the Wald test for spatial error vs. the Wald test for spatial lag, under a SAR scenario. Right panel: the nonrobustness problem. 
Empirical size of the nonrobust LM test for spatial error, and power (broken line) of the nonrobust LM test for spatial lag; again under SAR. The correctly specified test and the 
misspecified one are observationally almost equivalent.
Table 1
Summary of survey results out of 100 Google Scholar citation hits per year in 2020, 2021 and 2022. ‘n’ is the number of empirical spatial panel studies. ‘(R)LM’ means (R)LM 
tests are used as a main specification device. ‘Reports’ is where (R)LM results are reported; can be ‘M’: as a diagnostic in the main model table; ‘S’: in a separate table; ‘T’ in 
the text; ‘N’ not reported at all. ‘Effects’ lists the most comprehensive specification, if more are presented. ‘Model/Test’ indicates the concordance between effects of the model 
specification and those included in the test; when this is unclear, the most favourable interpretation (concordance) prevails; impossible-to-guess cases have been counted as ‘?’. 
Random effects and first difference specifications have been counted as FE.
 Year n (R)LM LM/RLM Reports Effects Model/Test  
 2020 40 Y:32 LM+RLM: 29 M 8 OLS 5 OLS/OLS 3 
 N: 7 LM only: 1 S 16 FE 16 (T)FE/OLS 7 
 ?: 1 RLM only: 1 T 3 TFE 0 (T)FE/(T)FE 7 
 ? 1 N 5 2FE 11 ? 12 
 2021 39 Y:31 LM+RLM: 17 M 10 OLS 4 OLS/OLS 3 
 N: 7 LM only: 3 S 12 FE 15 (T)FE/OLS 8 
 ?: 1 RLM only: 7 T 2 TFE 1 (T)FE/(T)FE 9 
 ? 4 N 7 2FE 11 ? 10 
 2022 52 Y:44 LM+RLM: 41 M 16 OLS 6 OLS/OLS 5 
 N: 7 LM only: 0 S 22 FE 21 (T)FE/OLS 12 
 ?: 1 RLM only: 3 T 0 TFE 3 (T)FE/(T)FE 16 
 ? 0 N 6 2FE 14 ? 11 
residual correlation (usually by means of a Moran test, either year-
by-year, on time means or pooled); if the need for spatial effects is 
established, choose which ones by means of (LM and then) RLM tests.45 
At this point, start worrying about heterogeneity: do a Hausman (or 
a Likelihood Ratio) test, introduce effects accordingly; lastly, estimate 
the chosen spatial model. One clearly and honestly presented example 
is Hoang et al. (2022), but it is very likely to be a general case that 
RLM testing is done – more or less explicitly – on OLS residuals and 
the results then carried over to whichever individual effects model is 
finally chosen (or, symmetrically, that the Hausman test is done on 
an incomplete non-spatial model). The well-presented case of Akarsu 
(2022) (referenced in the Introduction) neatly exemplifies the perils 
of this strategy. In many other cases, anyway, the model specification 
process is not detailed: finding a dedicated scheme like in Wen et al. 
(2022) is a rare, if welcome, exception. Sometimes the RLM is the only 

4 A common alternative specification procedure (26 papers in 2022 only) 
is to directly assess the need for spatial effects through LM and RLM; then if 
any is significant estimate a spatial Durbin model; then try to reduce the latter 
to SAR, SEM or SLX (spatially lagged regressors). In this case the (R)LM are 
used not differently from a joint test for spatial effects.

5 At times, the impression is that RLM tests are used drawing on the 
dependent variable 𝑦 itself, rather than on residuals from some regression 
model: i.e., that the specification choice of SAR vs. SEM is based on a purely 
spatial autoregressive process in 𝑦 (𝑦 = 𝜌𝑊 𝑦 + 𝜖) vs. a pure spatial error 
(𝑦 = 𝜖 + 𝜆𝑊 𝜖), before including any explanatory variables. Comment is often 
too succinct to tell.
3 
problematic part in otherwise careful and well-documented papers: see 
for example Ouchen and Montargot (2022).6

In a minority of cases, problematic outcomes are identified and 
discussed. A particularly telling paragraph in Jiang et al. (2021, p. 
285), our simplifications: ‘‘Although the results of the LM test with five 
spatial weight matrices indicated that the spatial error model should 
be used, we used the spatial lag model as the better candidate for two 
reasons. One is that [it captures the effect we are interested in]. The 
second is that from the econometric view, [the misspecification of a 
spatial lag has much more serious consequences – inconsistency – than 
the spatial error]. In summary, for [our case] we consider the spatial 
lag model to be better than the spatial error model’’. In our opinion the 
authors shall be applauded for not letting a single, potentially spurious, 
statistical result7 overrule the combination of their prior knowledge 
of the case at hand and the larger picture drawn by the empirical 
evidence. Their choice seems wise. Still, their RLM results remain a 
puzzle.

Many problematic results might be driven by empirical properties of 
the RLM tests deteriorating along different lines of departure from the 
ideal conditions: either because the ‘‘other’’ effect becomes too large for 

6 In Ouchen and Montargot (2022, p. 272 and Table 3) no (R)LM test is 
significant at 5%, the robust ones not even at 10%; nevertheless, the authors 
proceed to estimating SAR and spatial Durbin models, ultimately finding a 
significant spatial lag term.

7 Their RLM result in favour of the SEM is actually very sharp: see Table 
1A.
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a ‘‘local departure’’, which is a general problem of the RLM; or because, 
and this is panel-specific, persistence features or WX terms are omitted 
from the testing equation and hence retained in the residuals, which is 
at odds with the theoretical assumptions underlying the procedure. See 
Section 3.1 for a detailed explanation of both issues.
The (mis)use of nonrobust tests. On a related note: it has long been 
recognized, at least since Anselin et al. (1996), that simple LM tests are 
of little practical use. In the words of Bera et al. (2020), ‘‘[s]eparate 
applications of one-directional tests when other or both kinds of de-
pendencies are present will lead to unreliable inference’’ (see also 
Section 3.1 below). I.e., in a specification context of SAR vs. SEM, 
it does seldom make sense to report the nonrobust LM, as the vast 
majority of papers (91/107) do instead.

In multiple instances, resorting to RLM is conditioned on the result 
of the nonrobust pair of LM tests. An example: ‘‘Both the LM tests for 
the spatial lag and error dependence are significant, which leads to the 
examination of the robust LM test statistics’’ (Kim et al., 2021). Variants 
of the above sentence are widespread. Yet for the above explained 
reasons (and as demonstrated below in our simulations) it is extremely 
unlikely that the two LM point in different directions, because both 
have power against the same alternatives (although theoretically the 
‘‘correct’’ one should have more power than the misspecified test). The 
flaw in this line of reasoning should be clear: one should not even look 
at the results of the nonrobust LM tests unless ready to assume one effect 
out. Else, the LM are hopelessly underspecified (see Section 3.1) and, to 
put it like Macbeth, ‘‘signifying nothing’’.
Further issues. Ideally, scientific results should be entirely reproducible, 
in the sense that data and code are available (Peng, 2011). If they are 
not, as happens for the vast majority of spatial econometric research, 
at least the process leading to the ‘‘final’’ model should be as clearly 
detailed as to be open to scrutiny by fellow researchers (determining 
what the authors have ultimately done, and which software routines 
they have used). In the papers of our survey, the steps leading to the 
preferred specification – the one from which substantive results are 
ultimately drawn – are often only partially reported, or not reported at 
all. The potential size of the ‘‘other’’ spatial effect is seldom discussed 
either. This is particularly serious for the RLM, which as observed is 
correctly sized only under local misspecification, and whose properties 
in the case of spatial panels are little known, but likely to be sensitive 
to the model setting.  A positive example of reporting (see also the 
Introduction): in Akarsu (2022, Table 2), despite being in a separate 
table, (R)LM tests are arranged by effects: pooled no-effects (OLS), 
individual FE (FE) or individual and time (2FE). The reader can then 
determine that the most dependable result is the latter, because 2FE is 
the encompassing specification, and the one chosen for the main model. 
Moreover, it is clearly stated that these results are obtained through the 
MATLAB routines of Elhorst (2014a). 

In fact, one might also surmise what has been done if knowing 
the software employed, as for example some routines (most notably, 
the MATLAB procedures by Paul Elhorst) default to OLS, requiring to 
demean the data in advance or introduce a full set of dummies if one 
wants to consider individual effects: an easy step, but one that requires 
some care nevertheless.

Replication materials would provide the key for solving all am-
biguities. Of the 131 empirical panel studies reviewed, 1 (one) has 
replication materials readily available – although probably for others 
these might have been obtained contacting the authors. Few oth-
ers have appendices describing specification procedures in any detail. 
This is the reason that makes all this guessing and interpretation 
unavoidable.

One last observation regarding our sample of papers is in order. The 
suboptimal practices it exposes are not confined to marginal literature. 
Empirical spatial panel studies tend to be published in ‘‘good’’ journals, 
at least when judging according to bibliometric criteria. 31 out of 40 
papers in our 2020 sample, all but one of 2021 papers (38/39), and 
4 
46 out of 52 in 2022 are published in impact factor journals. Based on 
SJR rankings, the average H-index of our sample is 123; over two-thirds 
(83/115) of classified outlets belonging to the highest quartile in their 
field (SJR Q1), 26 to Q2 and just 6 to Q3. This situation motivates 
a dedicated enquiry into the empirical properties of the RLM in an 
applied spatial panel setting.

3. LM tests for spatial effects in a panel context

Our setting is a panel of 𝑁 individual units over 𝑇  periods with 
individual heterogeneity 𝝁, time heterogeneity 𝜼 and spatially autore-
gressive processes in both the dependent variable 𝐲 and the error 𝐞, 
the remainder 𝝂 of which is serially correlated (see Millo, 2014). In 
vector form, stacking cross sections as customary in the spatial panel 
literature, 
𝐲 = 𝜌(𝐼𝑇 ⊗𝑊 )𝐲 + 𝛽𝐗 + 𝛾(𝐼𝑇 ⊗𝑊 )𝐗 + 𝐮
𝐮 = (𝚤𝑇 ⊗ 𝜇) + (𝜂 ⊗ 𝚤𝑁 ) + 𝐞
𝐞 = 𝜆(𝐼𝑇 ⊗𝑊 )𝐞 + 𝝂

(1)

where 𝐼𝑇  is an identity matrix of dimension 𝑇 , 𝑊  is an 𝑁 ×𝑁 spatial 
weights matrix of known constants whose diagonal elements are set to 
zero, and ⊗ is the Kronecker product; and, for each cross section, 
𝝂𝑡 = 𝜓𝝂𝑡−1 + 𝝐𝑡 (2)

where 𝝐 is i.i.d.. The regressors 𝐗 are assumed exogenous w.r.t. 𝐞, hence 
𝑊 𝐗 are exogenous as well. We do not assume independence between 
either 𝜇 or 𝜂 and 𝐗, so that the above can represent either a case of
random or fixed effects.

In the following we start setting 𝜇 = 𝟎, 𝜂 = 𝟎, 𝜓 = 0 and 𝛾 = 𝟎 so to 
assess the RLM in their ideal setting. Later on, we will extend to time 
persistence: individual effects (𝜇 ≠ 𝟎) or persistence in the remainder 
errors (𝜓 ≠ 0); and to cross-sectional correlation (𝜏 ≠ 𝟎). Lastly, we will 
allow for spatially lagged regressors (WX) by allowing 𝛾 ≠ 𝟎.

3.1. Marginal and locally robust tests

According to Bera et al. (2001), a test can be misspecified in 
three ways. It can be completely misspecified if the testing procedure is 
designed to test for effect A when the data generating process has effect 
C; it can be overspecified if it has power against both A and B, but only 
one is present: then the test will reject but will not give useful directions 
for further specification; lastly, it can be underspecified if it has been 
designed for a less general situation: the test has been designed for 
A, but the DGP has both A and B (which in this context becomes a
nuisance parameter). In our case, when testing for SAR (𝐻0 ∶ 𝜌 = 0) 
under the potential presence of a SEM process, 𝜆 becomes the nuisance 
parameter; and the reverse, when testing for SEM (𝐻0 ∶ 𝜆 = 0) the 
nuisance parameter is 𝜌.

In the underspecification case, the presence of the nuisance param-
eter will cause noncentrality in the distribution of the test statistic; 
such contamination can increase or decrease test power. Bera and Yoon 
(1993) derived a general framework for adjustments which bring the 
underspecified LM test back to centrality, at the cost of being less 
powerful if there is no misspecification. The adjusted test is correctly 
sized under local misspecification, i.e., if the test was designed for a 
nuisance parameter 𝜅 to be equal to some 𝜅0 (typically, 𝜅0 = 0), then the 
adjusted test will have an asymptotically correct size for 𝜅 = 𝜅0+𝛿∕

√

𝑛
where 𝑛 is the sample size.
Marginal spatial LM tests. The original LM tests for either spatial lag or 
error are due to Burridge (1980), Anselin (1988). In a cross-sectional 
context, they test for, respectively, 𝐻0 ∶ 𝜌 = 0 vs. 𝐻𝐴 ∶ 𝜌 ≠ 0 assuming 
𝜆 = 0 (henceforth 𝐿𝑀𝜌); and 𝐻0 ∶ 𝜆 = 0 vs. 𝐻𝐴 ∶ 𝜆 ≠ 0 assuming 𝜌 = 0
(henceforth 𝐿𝑀𝜆).

In the case of a panel with no error correlation within individuals, 
i.e. setting 𝜇 = 𝟎 and 𝜓 = 0 in Eq.  (1) (‘‘pooled cross sections’’), 
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any cross sectional test can be straightforwardly applied to the pooled 
dataset. The LM tests of Anselin et al. (1996) can be applied to the 
pooled dataset, stacked by cross section, replicating the cross-sectional 
spatial weights matrix 𝑊𝑁  over the main diagonal, so that 𝑊𝑁𝑇 =
𝐼𝑇 ⊗𝑊𝑁  (see Anselin et al., 2008). The pooled 𝐿𝑀𝜌 test is then: 

𝐿𝑀𝜌 =
(𝐮̂𝑇𝑂𝐿𝑆 (𝐼𝑇 ⊗𝑊 )𝐲∕𝜎̂2)2

𝐽
(3)

where

𝐽 = 1
𝜎̂2

(((𝐼𝑇⊗𝑊 )𝐗𝛽𝑂𝐿𝑆 )𝑇 (𝐼𝑁𝑇 −𝐗(𝐗𝑇𝐗)−𝟏𝐗(𝐼𝑇⊗𝑊 )𝐗𝛽𝑂𝐿𝑆 )𝑇 +𝑇𝑇𝑊 𝜎̂2)

and

𝑇𝑊 = 𝑡𝑟(𝑊𝑊 +𝑊 𝑇𝑊 )

where 𝑡𝑟 is the trace operator (Elhorst, 2010, Formulae 11 to 13). In 
turn, the pooled 𝐿𝑀𝜆 test is: 

𝐿𝑀𝜆 =
(𝐮̂𝑇𝑂𝐿𝑆 (𝐼𝑇 ⊗𝑊 )𝐮̂𝑂𝐿𝑆∕𝜎̂2)2

𝑇𝑇𝑊
(4)

Either can only be employed assuming that the ‘‘other’’ effect is not 
present, because each test has power against the ‘‘wrong’’ alternative 
as well. Under the potential presence of both SAR and SEM, these 
procedures are underspecified and hence they are of limited value in 
the model selection process.
Locally robust spatial LM tests. Applying the local robustness frame-
work, Anselin et al. (1996) derived robust LM statistics for 𝐻0 ∶ 𝜌 = 0
allowing for 𝜆 ≠ 0 (henceforth 𝑅𝐿𝑀𝜌|𝜆) and, respectively, for 𝐻0 ∶ 𝜆 =
0 allowing for 𝜌 ≠ 0 (henceforth 𝑅𝐿𝑀𝜆|𝜌).

It is just as straightforward (see Elhorst (2014b, Ch. 2.3) and Elhorst 
(2014b, Ch. 3.5)) to adapt the robust LM tests of Anselin et al. (1996) 
to the (pooled) panel case:

𝑅𝐿𝑀𝜌|𝜆 =
(𝐮̂𝑇𝑂𝐿𝑆 (𝐼𝑇 ⊗𝑊 )𝐲∕𝜎̂2)2 − (𝐮̂𝑇𝑂𝐿𝑆 (𝐼𝑇 ⊗𝑊 )𝐮̂𝑂𝐿𝑆∕𝜎̂2)2

𝐽 − 𝑇𝑇𝑊

𝑅𝐿𝑀𝜆|𝜌 =
(𝐮̂𝑇𝑂𝐿𝑆 (𝐼𝑇 ⊗𝑊 )𝐮̂𝑂𝐿𝑆∕𝜎̂2)2 − 𝑇𝑇𝑊 ∕𝐽 (𝐮̂𝑇𝑂𝐿𝑆 (𝐼𝑇 ⊗𝑊 )𝐲∕𝜎̂2)2

𝑇𝑇𝑊 (1 − 𝑇𝑇𝑊 ∕𝐽 )
(Elhorst, 2014b, Formulae 3.45-46). In the following we drop the 
suffixes |𝜆 and |𝜌 from the RLM for simplicity, as each test will always 
be robust to the ‘‘other’’ spatial effect.

For the reasons given above, these procedures are appropriate to 
discriminate between SAR and SEM models (Florax et al., 2003). Still, 
one should keep in mind the local nature of the robustness. What 
happens when 𝜅 is ‘‘far’’ from 𝜅0 – either because 𝛿 is big or because the 
sample is small – is a question best answered empirically; although from 
simulation studies some specific tests have shown good performance 
under surprisingly far distant misspecification, these results are always 
experiment-specific and have to be taken with caution. In the present 
case of spatial panels, as Elhorst (2010, p. 9) notes, empirical properties 
still have to be investigated altogether.

Most importantly, it is worth repeating that these tests are valid if 
𝜇 = 𝟎, 𝜂 = 𝟎 and 𝜓 = 0, i.e. there is no individual heterogeneity or 
time persistence in individual errors: an unrealistic hypothesis in the 
vast majority of panel settings.

3.2. The RLM under unobserved heterogeneity

The pooled tests are convenient for their simplicity, being based 
on OLS estimates. The panel case nevertheless has idiosyncratic is-
sues. Firstly, it is highly unlikely that no kind of individual effects be 
present. Under correlated (‘‘fixed’’) effects, i.e. when 𝜇 and 𝐗 are not 
assumed independent, OLS estimates will be inconsistent, invalidating 
the pooled RLM. The presence of ‘‘random’’ effects will not cause 
this kind of inconsistency; but the composite error 𝐮, containing a 
persistent individual component, will not satisfy the i.i.d. hypothesis 
underlying the RLM any more. Symmetrically for time effects, which 
5 
are often present in panel data to account for the comovement in 
the cross section; with the added difficulty that cross-sectional, space-
independent correlation can be difficult to distinguish from spatial 
correlation, and in general tests against one have power against the 
other (see Moscone and Tosetti, 2010; Millo, 2017). We discuss possible 
solutions below.
Extensions of RLM to random effects. The local robustness framework 
has been expanded to consider random effects and serial correlation 
by Bera et al. (2020, henceforth BDTS), including careful derivation 
of gradients and Hessians, and the expression of noncentrality param-
eters.8 The model they consider is a subset of the encompassing model 
presented in Eqs. (1) and (2) where 𝛾 = 𝟎 and 𝜂 = 𝟎 (no WX or time 
effects) . While interesting to theorists, the results are of limited value 
for practitioners because of a number of limitations which we briefly 
discuss below, none of which is shared by the simpler demeaning 
approach advocated later in the present paper.

For the special case of random effects, BTDS develop locally ro-
bustified extensions to the RLM. These are of little use in an applied 
context for a number of reasons. First and foremost, they are confined 
to random (i.e., uncorrelated) individual effects, while as discussed the 
fixed effects case is often the most relevant; moreover, time hetero-
geneity can seldom be assumed away in applications. Secondly, local 
robustness against modest deviations from zero of the variance ratio 
𝜎2𝜇∕𝜎

2
𝑒  is of little help when the latter is usually large in applied practice. 

Thirdly, there are inherent difficulties with this approach in the present 
framework, which we expand upon in the next Subsection. Lastly, 
they are incompatible with alternative specifications like the spatially 
correlated random effects of Kapoor et al. (2007) and the generalized 
random effects in Baltagi et al. (2013) – unlike the demeaning solution 
outlined below, which would wipe individual effects out regardless. See 
also the discussion in Millo (2014, 3.1).
Extensions of RLM to fixed effects. Perhaps more usefully for empiricists, 
the RLM have been extended to one- or two-way fixed effects by He 
and Lin (2013) in a simpler framework, using the orthogonal deviations 
transform to eliminate fixed effects (see next Paragraph), in a paper that 
is nevertheless very little known (5 citations as of end 2024) and has 
only one actual application to date: Alexiadis et al. (2019).9 The lack 
of user-friendly software available either commercially or in the public 
domain is likely to be the reason behind the neglect of these useful 
procedures. Nevertheless, by comparison of our Monte Carlo results 
(Experiments 2 and 4) to He and Lin (2013, Tables 1-4), we gather that 
the empirical performance of their robust tests 𝐿𝑀∗

1𝜆, 𝐿𝑀∗
1𝜌, 𝐿𝑀∗

2𝜆, 
𝐿𝑀∗

2𝜌 is very similar to that of the demeaning solution we outline 
below. A specific comparative assessment within the same simulation 
setting is left for future work.
Eliminating the individual effects by demeaning. In order to adapt the 
RLM to a panel setting characterized by unobserved, potentially cor-
related individual heterogeneity, we advocate the simple solution of 
eliminating it by transforming the data, which has been popular in the 
field for decades.

The time-demeaning, or within, transformation entails subtracting 
averages over the time dimension, so that for any individual 𝑖, time 
period 𝑡 and variable 𝑦𝑖𝑡, denoting 𝑦̄𝑖 the time mean of 𝐲𝑖: 

𝑦̃𝑖𝑡 = 𝑦𝑖𝑡 − 𝑦̄𝑖 (5)

8 We thank an anonymous Reviewer for suggesting we consider the BTDS 
paper.

9 Of the 5 citations, 3 are empirical papers: besides (Alexiadis et al., 
2019), Sofi and Sasidharan (2018) cite He and Lin (2013) while instead 
employing RLM on within-transformed data (which as discussed is very similar 
in practice); and Sofi et al. (2022) cite He and Lin (2013) while instead 
performing the joint and conditional tests of Baltagi et al. (2003, 2007).
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Time-demeaning the data will remove the individual effects (irrespec-
tive whether fixed or random), at the cost of inducing an AR(1) process 
with autocorrelation parameter 𝜓 = − 1

(𝑇−1)  in the errors (see e.g. 
Wooldridge, 2010, Ch.10). The price to pay will hence be smallest for 
‘‘longer’’ panels; but in most cases the amount of persistence induced 
will be limited relative to having a time invariant component in the 
error. Most importantly, in the fixed effects case a source of inconsis-
tency (the correlation between the unobserved individual effects and 
the regressors) will have been removed. The time-demeaning transfor-
mation – or an equivalent – is therefore highly advisable if the fixed 
effects hypothesis cannot be ruled out.

As discussed above, time-demeaning alters the properties of the 
joint distribution of errors, introducing serial dependence. First-
differencing the data can in turn remove individual effects at the 
cost of inducing serial correlation with 𝜓 = −1∕2 in the transformed 
errors (Wooldridge, 2010, Ch. 10). To avoid this side-effect, one can 
employ a different transformation which is well known from the panel 
data literature as forward orthogonal deviations (henceforth OD) and 
has been proposed by Arellano and Bover (1995, p. 41–42) in the 
context of dynamic, non-spatial panels (see also Arellano, 2003, p. 17) 
and by Lee and Yu (2010, 3.2) for spatial panels. Unlike the above, 
the OD transformation does not induce any artificial serial correlation 
in the transformed errors (for a formal illustration, see Debarsy and 
Ertur, 2010, Section 2). See also, above, the discussion of He and Lin 
(2013). From our results illustrated below, though, it will turn out that 
serial correlation is no serious threat to the properties of RLM, so for 
simplicity we will stick to the popular time-demeaning transformation.
Accounting for time effects. Time effects can be eliminated by demean-
ing, which works symmetrically to the individual case: by subtracting 
cross-sectional averages, and with the drawback of inducing cross-
sectional correlation in the transformed errors (see the discussion in 
Millo, 2017). This can be expected to be of minor importance, given 
that the cross-sectional dimension is usually moderate to large in spatial 
models, and the induced dependence will decrease with 𝑁 .

A popular alternative to cross-sectional demeaning is adding a full 
set of time dummies to the model specification. This is actually the 
preferred solution in the majority of applied papers, because the loss 
in degrees of freedom is typically small. Symmetrically, adding a full 
set of individual dummies is a viable alternative to time-demeaning for 
eliminating individual heterogeneity (so-called LSDV estimation); but 
in this case time-demeaning is usually preferred on efficiency grounds 
because of the large number of dummies one should add.

3.3. The RLM and serial correlation

Another likely issue in panels is that of time-decaying persistence 
along the time dimension, like the AR(1) process in Eq.  (2), which again 
violates the i.i.d. assumption. Such serial correlation can pre-exist or 
also, as discussed above, be an artifact of time-demeaning the data. In 
the following Paragraph we discuss the inherent limitations of the RLM 
framework in dealing with serial correlation. Unlike with individual 
effects, here there seems to be no obvious and easy solution. In our later 
simulations we assess the practical relevance of the issue, concluding 
that the threat posed by serial correlation to the properties of the RLM 
is relatively minor.
Extensions of RLM to serial correlation. As observed, the local robust-
ness framework has been expanded within the encompassing model 
described in Section 4 by BDTS to include random effects and serial 
correlation.10 For practitioners, the latter extension does not share all 
the issues of the former: an AR(1) process is likely to be appropriate in 
most cases, and robustness to ‘‘local’’ deviations from zero of the serial 
correlation parameter makes more sense than it does for the random 

10 See the previous Footnote.
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effects variance ratio. Still, the extended tests turn out to be of little 
help in this respect as well. Below we explain why.

The setting of BDTS is the same as considered here (see Eqs. (1) 
and (2) above); only some parameter names change. For consistency, 
we keep our notation, so that their spatial parameters (𝜏, 𝜆) translate 
to (𝜌, 𝜆) and the persistence ones (𝜎2𝜇 , 𝜌) to (𝜎2𝜇 , 𝜓).11 Under this model, 
it turns out that the spatial and time persistence groups of parameters’ 
estimates are mutually independent (BDTS, p. 14). As per BDTS, ‘‘[t]his 
separation between ‘‘time’’ and ‘‘spatial’’ aspects of the panel spatial 
model is quite interesting, and we consider it as a plus that our adjusted 
test take account of such information implied by model’’. Also BDTS, 
p. 15: ‘‘the inference on [𝜓] is not affected by the spatial aspects of the 
model’’.

In other words, it is explicitly shown that, because of this indepen-
dence, local robustification of the tests for 𝜓, 𝜎2𝜇 vs. the spatial nuisance 
parameters 𝜌, 𝜆 is meaningless within this framework, and the reverse: 
the ‘‘spatial’’ tests cannot be robustified for ‘‘time persistence’’. All that 
can be obtained in practice is: testing for spatial lag allowing for spatial 
error and vice versa (which is RLM); and testing for random effects 
under serial correlation and vice versa (which is Bera et al., 2001). 
BDTS admit to this in various parts of the paper, like e.g. ‘‘Note that 
the non-centrality parameters in Corollary 1 are the same as with those 
derived in Bera et al. (2001) for a non-spatial one-way error component 
model’’ (BDTS, p.14). The same, symmetrically, goes for the spatial 
tests, although this is not explicitly spelled out in BDTS.

It is then no wonder that all the test statistics proposed in BDTS are 
already well known:

• 𝑅𝑆𝜎2𝜇  and 𝑅𝑆∗
𝜎2𝜇

 from BDTS (Eqns. 4.12a, 4.12b) are, respectively, 
𝑅𝑆𝜇 and 𝑅𝑆∗

𝜇 from Bera et al. (2001, Eqns. 13 and 12)
• 𝑅𝑆𝜌 and 𝑅𝑆∗

𝜌  from BDTS (Eqns. 4.14a, 4.14b) are, respectively, 
𝑅𝑆𝜌 and 𝑅𝑆∗

𝜌  from Bera et al. (2001, Eqns. 19 and 18)
• 𝑅𝑆𝜆 and 𝑅𝑆∗

𝜆 from BDTS (Eqns. 4.16a, 4.16b) are, respectively, 
pooled versions of 𝐿𝑀𝜓  and 𝐿𝑀∗

𝜓  from Anselin et al. (1996) as 
proposed by Elhorst: 𝐿𝑀𝜆 and 𝑟𝑜𝑏𝑢𝑠𝑡𝐿𝑀𝜆 from Eqns. 3.42 (left), 
3.46 in Elhorst (2010). They are denoted 𝐿𝑀𝜆 and 𝑅𝐿𝑀𝜆|𝜌 in the 
present paper.

• 𝑅𝑆𝜏 and 𝑅𝑆∗
𝜏  from BDTS (Eqns. 4.18a, 4.18b) are, respectively, 

pooled versions of 𝐿𝑀𝜙 and 𝐿𝑀∗
𝜙 from Anselin et al. (1996) as 

proposed by Elhorst: 𝐿𝑀𝛿 and 𝑟𝑜𝑏𝑢𝑠𝑡𝐿𝑀𝛿 (Elhorst, 2014b, Eqns. 
3.42 (right), 3.45). They correspond to 𝐿𝑀𝜌 and 𝑅𝐿𝑀𝜌|𝜆 here.

In particular, the BDTS tests for spatial lag and, respectively, error 
robustified against time persistence (random effects and/or serial error 
correlation) are identical to the (pooled) RLM à la Elhorst (2014) 
discussed in the present paper. By the very nature of the underlying 
encompassing model, as BDTS show, the robustification framework 
cannot be extended to allow for time persistence (which does not enter 
the noncentrality parameter of the test statistic).

Of course, this result holds under the perfect separation between 
spatial and time aspects implied by the exact (Baltagi et al., 2007) 
model, where individual effects are independent, and dependence in 
space and time is sequential. This is not the only possible space–time 
dependence structure, see e.g. (a) the model of Elhorst (2008) where 
spatial and serial error correlation happen jointly; (b) the combination 
of serial error correlation with spatially correlated random effects a 
la Kapoor et al. (2007) described in Millo (2014, p. 923); or one could 
consider (c) swapping the time-space dynamics of the error, so that 
the spatially lagged error is autoregressive in time. In practice, under 
specification uncertainty, all one knows is that time persistence might 
bias the RLM in unpredictable ways, and that a robustified statistic is 
not available.

11 Unfortunately, spatial notation is far from having a common standard. To 
fix ideas notice that, here and in all papers referenced below, 𝜆 is always the 
spatial error parameter; exception made for Anselin et al. (1996) where it is 
called 𝜓 .
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3.4. The robust tests under cross-sectional dependence

Following Pesaran and Tosetti (2011), cross-sectional dependence 
(XD) can be categorized into weak (XWD), which – roughly speaking – 
vanishes asymptotically as the cross sectional sample size grows in an 
‘‘increasing domain’’ fashion, i.e. as the boundaries expand including 
new regions12; and strong (XSD), which persists irrespective of the in-
creasing average distance between units. Typical structures generating 
either are, respectively, spatial processes (XWD) and common factors 
(XSD) (see, again Pesaran and Tosetti, 2011).

Cross-sectional dependence of spatial or non-spatial nature in the 
error terms does violate the i.i.d. hypothesis just like serial correlation 
but, what is worse, spatial dependence tests will have considerable 
power also against different types of (non-spatial) cross-sectional de-
pendence (see Moscone and Tosetti, 2010; Millo, 2017), so that the bias 
in test behaviour can be expected to be more substantial than under 
error correlation in time.

As observed above, omitted time heterogeneity of the fixed effects 
type is one possible structure inducing cross-sectional correlation. In 
fact, time fixed effects are a special case of common factors where 
the idiosyncratic loadings are equal for all cross-sectional units. Again,
uncorrelated time effects or common factors are the most favourable 
setting. Correlated, omitted heterogeneity in time – just like correlated
omitted individual heterogeneity in space – would hopelessly bias 
estimates and hence residuals, invalidating the RLM procedures tout 
court. Omitted WX would in turn enter the test model residuals under 
form of a XWD process: producing false positives if there were no other 
spatial features in the errors; or mixing with an existing spatial process 
if any, with unpredictable results.

Controlling for the structure generating dependence in the test 
model underlying the RLM is again a promising way to solve the prob-
lem. Indeed, the inclusion of time dummies can effectively control for 
omitted heterogeneity of the fixed effects type; and it can be expected 
to do so satisfactorily for common effects, the most homogeneous 
the factor loadings the better. An alternative possibility is to include 
common correlated effects (CCE) augmentation a la Pesaran (2006), 
Holly et al. (2010), for example by adding a full set of cross-sectional 
means of 𝑦 and 𝐗 interacted with individual dummies (see Eberhardt 
et al., 2013).

By analogy, one could think of augmenting the test model with 
WX in the same way, to control for the omitted spatial regressors. 
Unfortunately, the XWD nature of both the process(es) of interest and of 
the unmodelled cross-sectional dependence are likely to have a serious 
impact on test properties: a question best answered empirically.

3.5. How local is local robustness

Lastly, one shall not forget that the RLM are locally robust proce-
dures, born of the general framework of Bera and Yoon (1993). They 
are meant to be robust to ‘‘local’’ (meaning not too large) deviations 
from the ideal situation where only one effect is present; i.e., for not 
too large values of the ‘‘other’’ parameter (SAR for the SEM test, and 
vice versa).

The ‘‘extent’’ of local robustness, in the above meaning, has already 
been assessed by the original contribution (Anselin et al., 1996), where 
the (cross-sectional) RLM are found to be rather tolerant of large 
deviations: we do not expect to find different results. One related 
subject is how sensitive the RLM are to changes in the spatial context: 
in particular, to the higher or lower share of neighbouring units. In 
fact, as the intensity of the spatial spillovers – both those of interest 
and those related on the nuisance parameter – depends on the scope 

12 As opposed to ‘‘fill in’’ asymptotics, where the number of cross-sectional 
units grows because of a finer subdivision within the same geography.
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of their diffusion, a denser or less dense network structure might well 
have an influence on the empirical performance of the RLM.

For the above reasons, next to the main question in the paper – 
how robust are the RLM procedures to various deviations from the 
ideal conditions of iid errors – in our Monte Carlo assessment we also 
address the question of ‘‘how local is local’’: i.e., to what amount of 
noncentrality in the ‘‘other’’ parameter are the procedures actually 
robust.

4. Monte Carlo experiments

In the following we evaluate the empirical size and power of the 
four LM tests under different amounts of spatial correlation of either 
the lag or the error type, and under typical panel features. In particular, 
we evaluate them under the ideal scenario they were designed for, 
a pooling model with iid composite errors; under the typical panel 
situation of individual random effects and iid idiosyncratic errors; and 
under a time-decaying persistence scenario where the error follows an 
AR(1) process.

In further experiments, we consider the issue of uncorrelated time 
effects, either uniform over the cross section or with random factor 
loadings; and of omitted spatial lags of the explanatory variables.13

Lastly, given that the previous experiments hint at some variability 
of the empirical properties of the RLM in different spatial contexts, we 
assess the sensitivity of the RLM to the spatial ordering of observa-
tions drawing on circular spatial arrangements with different orders of 
neighbourhood.

We consider a typical spatial panel with 𝑁 = 48 and 𝑇 = 10,14 and 
two alternative spatial orderings: a stylized one, the ‘‘circular world’’ 
of Pesaran and Tosetti (2011), where each unit 𝑛 is the neighbour to 
units 𝑛−1 and 𝑛+1; and a real-world one, the binary first-order neigh-
bourhood matrix of the 48 continental US States. 1000 replications of 
each scenario are performed, based on the following restrictions of the 
encompassing model in Eqs. (1) + (2).

The true spatial DGP will be either SAR or SEM. We will consider 
one scenario where 𝜌 = 0 throughout while 𝜆 takes values between 
−0.9 and 0.9, spaced by 0.1; and one where the opposite happens. 
We start with i.i.d. errors (Experiment 1), then in Experiments 2 and 
3 we add, respectively, different degrees of individual uncorrelated
heterogeneity and of serial correlation. The magnitude of the random 
effects is represented by the variance ratio parameter 𝜙 =

𝜎2𝜇
𝜎2𝜖
, so that 

𝜙 = 0 corresponds to no random effects. In Experiments 4 and 5 we 
consider two potentially confounding structures, each inducing – if 
omitted from the model specification – spatial correlation in the model 
errors: time effects (of the random type) and spatially lagged regressors. 
Again, the magnitude of the time random effects is represented by the 
variance ratio parameter 𝜏 =

𝜎2𝜂
𝜎2𝜖
, so that 𝜏 = 0 corresponds to no time 

random effects. Experiment 6 is dedicated to assessing the influence 
of the spatial context, as represented by the W matrix. In line with 
the original contribution (Anselin et al., 1996), we compare different 
spatial settings obtained by increasing the density of W considering 
higher orders of spatial neighbourhood.

Experiments 2 and 4 were extended to various types of correlated 
heterogeneity, and respectively to common factor dependence, as de-
scribed at the end of this Section. For all main experiments but 6, we 

13 We thank an anonymous Reviewer for suggesting these two extensions.
14 We chose a dimension that be: (a) representative of current practice; (b) 
small enough to make serial correlation induced by time demeaning (−1/(T-
1)) relevant; (c) not so small to make estimation problematic. 𝑁 = 48 actually 
comes from US continental States. In fact, of all 131 empirical panel studies in 
our sample, more than one in four (35/131) regard Chinese provinces (out of 
63/131 regarding China in general). The median 𝑁 is 34 (57 without studies 
on Chinese provinces); Q1 and Q3 are, respectively, 30; 269 (w/o Chinese 
provinces, 27; 360). The median (quartiles) 𝑇  is 11 (9; 18); without Chinese 
provinces, 14 (9; 25).
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Fig. 2. Empirical size and power curves, Experiment 1 (ideal conditions). Top panel: circular proximity matrix; bottom panel: USA proximity matrix. Left: 𝑅𝐿𝑀𝜌 (solid) and 𝑅𝐿𝑀𝜆
(broken) under SEM; right: 𝑅𝐿𝑀𝜆 (solid) and 𝑅𝐿𝑀𝜌 (broken) under SAR.
also performed robustness checks which did not change the conclusions 
and are succinctly reported in one last paragraph.
Graphical assessment. In the spirit of the original contribution of
Anselin et al. (1996), we report the empirical performance graphically. 
In the figures, we contrast the empirical size-power curve for the 
correctly specified alternative and the size curve for the incorrectly 
specified one; i.e., the size curve of the 𝑅𝐿𝑀𝜌 test and the size-power 
curve of the 𝑅𝐿𝑀𝜆 under different values of 𝜆 keeping 𝜌 = 0, and 
vice versa. The former should ideally be flat on 0.05 (robustness to the 
incorrect alternative), the latter should touch 0.05 for 𝜆 = 0 (correct 
size) and then rise towards one as 𝜆 diverges, the quicker the better 
(power), drawing a deep ‘‘V’’. The test power under the correctly 
specified scenario will be represented by a broken line; the test size 
under the ‘‘other’’ spatial effect by a solid line.

Intuitively, the more the two curves differ and the better the test 
will serve as a specification device in telling one alternative form of 
spatial dependence from the other. The ‘‘ideal’’ behaviour is depicted 
in the left panel of Fig.  1.

By contrast, in the right panel of Fig.  1 we report the behaviour of 
the nonrobust LM tests. As can be seen, although the correctly specified 
test is indeed more powerful than the misspecified one for modest levels 
of spatial dependence, as soon as this becomes substantial the empirical 
size of the latter already approaches 1. In practice, the two tests will 
be almost undistinguishable under either scenario: i.e., they are useless 
as a ‘‘SAR vs. SEM’’ specification device, and only meaningful if one 
alternative is excluded a priori. I.e., their signalling value is not unlike 
8 
that of a joint test: they can identify the presence of ‘‘some’’ spatial 
process, SAR or SEM, but not which one.

4.1. Experiment 1: Design conditions

In the first Experiment we assess the finite sample behaviour of 
the RLM tests under ideal conditions, i.e. when 𝜇 = 0 and 𝜓 = 0. 
The focus here is on what happens to empirical size when the ‘‘other’’ 
spatial parameter, 𝜌 for 𝐿𝑀𝜆 and vice versa, is far from zero. Results for 
the circular neighbourhood design (top) and the real-world US setting 
(bottom) are reported in Fig.  2.

The empirical properties of either of the RLM are satisfactory: power 
is always good, but crucially empirical size remains in the vicinity of 
0.05 as long as the nuisance spatial parameter does not exceed 0.5. 
After this threshold, the behaviour can range from slightly overrejecting 
(𝑅𝐿𝑀𝜌 under SEM, circular matrix) to abrupt deterioration (𝑅𝐿𝑀𝜆
under SAR, circular matrix); the real-world cases (USA matrix) being 
in-between. The RLM do their designed job fairly well; but these results 
hint at some context-dependence of their empirical properties.

This experiment confirms well known results. The empirical prop-
erties of the pooled RLM under design conditions are similar to Anselin 
et al. (1996, Tables 4 and 6). The empirical size is good for moderate 
values of the nuisance parameter, even in the range 0.4−0.6.

4.2. Experiment 2: Individual heterogeneity

In Experiment 2 we consider different degrees of uncorrelated in-
dividual heterogeneity: 𝜙 = 1 and 𝜙 = 4 (as observed, correlated
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Fig. 3. Empirical size and power curves, Experiment 2 (individual heterogeneity), USA proximity matrix. Top to bottom: weak random effects (𝜙 = 1), strong random effects 
(𝜙 = 4), and strong random effects (𝜙 = 4) with demeaning. Left: 𝑅𝐿𝑀𝜌 (solid) and 𝑅𝐿𝑀𝜆 (broken) under SEM; right: 𝑅𝐿𝑀𝜆 (solid) and 𝑅𝐿𝑀𝜌 (broken) under SAR. Nonrobust 
tests (respectively, 𝐿𝑀𝜆 (solid) and 𝐿𝑀𝜌 (broken)) are reported in light grey.
heterogeneity would invalidate the test tout court). A variance ratio 𝜙
as high as 4 is justified as being common in well-known examples, like 
the Cigarette data (Baltagi and Levin, 1992) (3.8) and the Productivity 
data (Munnell, 1990) (5).

The results are shown in Fig.  3. Under weak random effects the 
properties of RLM deteriorate to various degrees: the 𝑅𝐿𝑀𝜆 is only 
slightly overrejecting under SAR, the 𝑅𝐿𝑀𝜌 retains good power. In the 
opposite scenario, under SEM, the 𝑅𝐿𝑀𝜌 is correctly sized until 𝜆 < 0.4, 
overrejecting afterwards; the power of the 𝑅𝐿𝑀𝜆 is less than ideal, 
especially for negative dependence. Under strong random effects, the 
power of either RLM deteriorates: severely for the 𝑅𝐿𝑀𝜆, totally for 
the 𝑅𝐿𝑀 . Importantly, demeaning the data restores the properties of 
𝜌
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the RLM to the level of the ‘‘ideal’’ case of no random effects (Fig.  3, 
bottom panel).

4.3. Experiment 3: Serial correlation

The serial correlation case is important both per se and as an 
indication of what happens when time-demeaning the data to eliminate 
individual effects. In the following we present three cases: substantial 
positive serial correlation (+0.6), substantial negative serial correlation 
(−0.5) (e.g. from time-demeaning if 𝑇 = 3), and moderate negative 
serial correlation (−0.25) (e.g. from time-demeaning if 𝑇 = 5). Results 
are presented in Fig.  4.
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Fig. 4. Empirical size and power curves, Experiment 3 (serial correlation), USA proximity matrix. Top to bottom: positive serial correlation (𝜓 = 0.6), substantial negative serial 
correlation (𝜓 = −0.5), weak negative serial correlation (𝜓 = −0.25). Left: 𝑅𝐿𝑀𝜌 (solid) and 𝑅𝐿𝑀𝜆 (broken) under SEM; right: 𝑅𝐿𝑀𝜆 (solid) and 𝑅𝐿𝑀𝜌 (broken) under SAR.
Serial correlation affects the tests very modestly. Empirical size is 
similar to that of the ‘‘ideal’’ case: overrejecting in a nonsystematic, 
context-dependent way and especially for higher values of the nuisance 
parameter. Empirical power is in turn quite good, deteriorating slightly 
for the (empirically less relevant) negative side. All in all, error serial 
correlation does not seem to pose a serious threat to the RLM.

4.4. Experiment 4: Time heterogeneity and cross-sectional dependence

Non-spatial correlation in the cross-section, or strong cross-sectional 
dependence (XD) in the sense of Pesaran and Tosetti (2011), is expected
ex ante to have very serious consequences on the properties of tests of 
spatial correlation because spatial correlation tests do generally have 
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power against the (misspecified) alternative of non-spatial dependence, 
as can be induced by omitted time heterogeneity of homogeneous (time 
effects) or heterogeneous nature (common factors) (see Millo, 2017).

In Fig.  5 we address the most favourable case, time random effects; 
other kinds of heterogeneity like time fixed effects or common factors 
being a source of inconsistency in estimation and thus making the 
whole RLM procedure inconsistent as well. We compare three cases: 
‘‘weak’’ time effects (𝜏 = 1), strong random effects (𝜏 = 4), and strong 
random effects augmenting the test model with time dummies (see Fig. 
5).

Cross-sectional correlation affects the tests very seriously. Empirical 
size and power are distorted beyond any usefulness by the presence 
of time effects (although, here, of the uncorrelated/random type). 
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Fig. 5. Empirical size and power curves, Experiment 4 (cross-sectional dependence), USA proximity matrix. Top to bottom: weak random time effects (𝜙 = 1), strong random time 
effects (𝜙 = 4), and strong random time effects (𝜙 = 4) with time dummies. Left: 𝑅𝐿𝑀𝜌 (solid) and 𝑅𝐿𝑀𝜆 (broken) under SEM; right: 𝑅𝐿𝑀𝜆 (solid) and 𝑅𝐿𝑀𝜌 (broken) under 
SAR.
The simple addition of time dummies to the test model specification 
effectively cleans away the cross-sectional dependence and restores the 
good properties of the RLM.

4.5. Experiment 5: Omitted spatially lagged regressors

Experiment 5 addresses the use of RLM within a maintained speci-
fication including spatially lagged regressors (WX), i.e. as (a) a prelim-
inary test for spatial dependence and (b) a tool for choosing between 
the SDM and the SDEM model. Ex ante, the well known identification 
difficulties arising from the contemporaneous inclusion of spatial lag, 
error and regressors (the so-called ‘‘Manski’’ model) can be expected to 
reflect onto the empirical properties of the RLM (see Fig.  6).
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Omitting relevant WX terms from the testing specification pre-
dictably discharges in the errors, resulting in severe bias which makes 
the RLM all but useless. In particular, the compensation between the 
‘‘actual’’ spatial dependence and that induced in the error by the 
omitted WX makes the behaviour of both the LM and the RLM tests 
completely unpredictable (top panel of Fig.  6). Hence, the very common 
usage of the LM/RLM as preliminary tests of spatial dependence a 
la Elhorst (2010, Section 4) looks problematic unless assuming out WX 
from the maintained specification.

The addition of WX to the model specification manages to control 
the empirical size quite well, but the power properties under the spatial 
error scenario deteriorate severely. The situation is better under the 
spatial lag scenario, in particular under the more common situation 
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Fig. 6. Empirical size and power curves, Experiment 5 (omitted WX), USA proximity matrix. Top to bottom: omitted spatially lagged regressors; specification of test model 
augmented with spatially lagged regressors. Left: 𝑅𝐿𝑀𝜌 (solid) and 𝑅𝐿𝑀𝜆 (broken) under SEM; right: 𝑅𝐿𝑀𝜆 (solid) and 𝑅𝐿𝑀𝜌 (broken) under SAR.
of positive spatial correlation, where the pair of RLM retain a decent 
amount of signalling value. It must be kept in mind, however, that 
this result is likely to be context-dependent as regards the spatial 
structure (see next Experiment); all in all, although adding WX seems 
to effectively guard against false positives, the RLM seem to have little 
practical value within the framework of an extended specification com-
paring SDM to SDEM, so a researcher would better resort to different 
specification approaches in this case (see the Introduction for some 
references).

As can be seen, including WX in the testing specification, at least 
in our setting where we assume perfect knowledge of the omitted WX 
structure,15 perfectly re-centres the pair of nonrobust LM tests; for all 
the above, a result of little value in specifying lag vs. error: but at least 
either of the nonrobust LM, unlike the RLM, can work as joint test of 
spatial dependence in this situation, i.e. comparing a maintained SLX 
model to the alternative of ‘‘SDM or SDEM’’. From here, one might 
proceed as suggested in Elhorst (2010, Section 4); although based on 
our evidence we are not in a position to comment further on the subject 
of discriminating between the SDM and SDEM models, which is out of 
the scope of the present paper (again, see references in the Introduction 
and in particular LeSage (2014) and Elhorst, referenced above).

15 WX augmentation of the tested model is much more problematic than 
the relatively straightforward addition of individual or time effects. In fact, as 
the actual spatial structure of the phenomenon of interest will generally be 
unknown, WX augmentation will probably employ a misspecified W.
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4.6. Experiment 6: Spatial context dependence

We evaluate the tests’ performance allowing for higher orders of 
neighbourhood within the same pair of structures: up to 10 for the 
circular 𝑊 , 5 for the US one (which at 4 is already saturated well 
beyond what is common in applications: 40%). See Fig.  7.

The properties of the RLM suffer as 𝑊  becomes denser, power 
falling (especially on the negative side) and overrejection becoming 
more severe (on the positive); with some unpredictable results. An ex-
tensive investigation of spatial structures is out of the scope of this note; 
for now, although some neighbourhood densities in Experiment 6 are 
rather extreme w.r.t. real-world cases, results hint at the fragility of the 
RLM in some contexts. Again, the results of Experiment 6 are consistent 
with the findings of Anselin et al. (1996), where the empirical size of 
the test deteriorates under denser neighbourhood structures.

4.7. Extensions and robustness checks

In this paragraph we report some further experiments extending 
the simulations to different dimensions and spatial orderings, and to 
variations to some settings that are in principle interesting but do 
yield results similar to reported experiments. Detailed descriptions are 
omitted to save space, but all results can be obtained upon request.
Endogenous individual heterogeneity (experiment 2b). As observed above, 
individual effects of the ‘‘fixed’’ type (i.e., correlated with the explana-
tory variables) can only make the situation much worse: beside the bias 
from the nonspherical errors documented in the previous experiment, 
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Fig. 7. Empirical size and power curves, Experiment 6 (ideal conditions, sensitivity to changes in 𝑊 ). Top panel: higher orders (1 to 10) of the circular proximity matrix; lower 
panel: higher orders (1 to 5) of the USA proximity matrix; each plotted in scales of grey, 1 is darker. Left: 𝑅𝐿𝑀𝜌 (solid) and 𝑅𝐿𝑀𝜆 (broken) under SEM; right: 𝑅𝐿𝑀𝜆 (solid) 
and 𝑅𝐿𝑀𝜌 (broken) under SAR.
the omission of correlated effects will yield outright inconsistent es-
timates and residuals, invalidating the test statistics. In an unreported 
Experiment 2b, we introduce correlation between the individual effects 
and the regressors, finding qualitatively similar results as in Experi-
ment 2. Of course, time-demeaning (or, equivalently, controlling for 
individual dummies) will eliminate the heterogeneity and restore test 
properties in this case as well.
Spatially correlated individual heterogeneity (experiment 2c). The case of 
individual heterogeneity uncorrelated with the regressors but autocor-
related in space is more interesting. In an alternative Experiment 2c 
(unreported, available upon request) we consider spatially correlated 
individual heterogeneity under form of placebo fixed effects. We simu-
late data containing time invariant heterogeneity by adding the values 
of an unrelated variable taken from the same geography. We consider 
the standardized time average of the unemployment rate across the 48 
continental US States between 1970 and 1986 (taken from Munnell, 
1990).

The placebo variable is by construction uncorrelated with our sim-
ulated regressors, therefore although omitted from the regression spec-
ification it will not bias the estimates. On the other hand, it shares 
the same spatial structure as the simulated data (and it turns out to 
be spatially correlated, the Moran statistic yielding a 𝑝-value of 10−5). 
The perils of spatial spurious regression (biased standard errors and 
false significance) have been documented in Conley and Kelly (2025); 
here we check whether omitting any kind of spatial heterogeneity,
although uncorrelated with both the response of interest and the included 
explanatory variables, can bias the test results. The answer is yes: any 
omitted, spatially autocorrelated heterogeneity will result in spurious 
rejections from 𝑅𝐿𝑀𝜆. On the converse, and as expected, the 𝑅𝐿𝑀𝜌
remains unbiased.
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Conley and Kelly (2025) document the ability of individual fixed 
effects to control for spatially correlated heterogeneity. In our case, 
demeaning the data will eliminate it: again we find that demeaning 
restores the properties of the RLM to the ‘‘ideal’’ ones of the ‘‘no effects’’ 
case

Common factors with idiosyncratic loadings (experiments 4b and 4c). 
Cross-sectional dependence is often modelled in a common factors 
framework, whereby unobserved time heterogeneity common to all 
units determines the outcome of each observation unit through a matrix 
of unit-heterogeneous, time-constant factor loadings. Time fixed effects 
can be seen as a special case of common factors where all loadings 
are constrained to 1. In line with Pesaran and Tosetti (2011) and the 
subsequent literature, we experimented with an idiosyncratic common 
factors structure in place of the homogeneous time effects.

We generated data according to a common factor structure with the 
same variance as in Experiment 4, but loadings uniformly sampled in 
(0, 2) instead of identically 1. In Experiment 4b, we contrasted the prop-
erties of the RLM either not considering the structure, or controlling 
for it through the simple addition of time fixed effects. In Experiment 
4c, we controlled for the common factors more flexibly, by introducing 
interactive fixed effects as the interaction of cross-sectional averages 
with individual dummies. The results, unreported to save space, are 
largely similar to those of the homogeneous time effects case: both 
simple time dummies and interactive fixed effects restore the properties 
of the RLM not dissimilarly from Experiment 4, but for some loss of 
power of the corrected test, especially on the negative side. A more 
detailed assessment of common factor dependence is left for future 
work.
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Table 2
Empirical size of 𝑅𝐿𝑀𝜆|𝜌 (test for spatial error) for different values of the nuisance 
parameter 𝜌 (spatial lag). 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜌 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled 0.361 0.101 0.037 0.055 0.082 0.087 0.158 
 Exp2: Ind. effects 0.129 0.069 0.062 0.117 0.159 0.173 0.243 
 Exp3: Serial corr. 0.210 0.079 0.052 0.084 0.075 0.099 0.206 
 Exp4: Time effects 0.999 0.999 1.000 1.000 0.994 0.730 0.060 
 Exp5: Omitted SLX 0.641 0.954 0.991 0.997 0.980 0.963 0.992 

Table 3
Empirical power of 𝑅𝐿𝑀𝜆|𝜌 (test for spatial error) for different values of the parameter 
of interest 𝜆. 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜆 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled 1.000 0.998 0.729 0.055 0.827 1.000 1.000 
 Exp2: Ind. effects 0.260 0.159 0.120 0.117 0.112 0.231 0.878 
 Exp3: Serial corr. 1.000 0.961 0.593 0.072 0.648 0.997 1.000 
 Exp4: Time effects 0.943 0.991 1.000 1.000 1.000 1.000 1.000 
 Exp5: Omitted SLX 1.000 1.000 1.000 0.997 0.251 0.686 0.990 

Table 4
Empirical size of 𝑅𝐿𝑀𝜌|𝜆 (test for spatial lag) for different values of the nuisance 
parameter 𝜆 (spatial error). 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜆 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled 0.050 0.047 0.038 0.051 0.104 0.154 0.279 
 Exp2: Ind. effects 0.059 0.039 0.043 0.051 0.045 0.064 0.210 
 Exp3: Serial corr. 0.059 0.054 0.033 0.049 0.076 0.133 0.265 
 Exp4: Time effects 0.277 0.284 0.293 0.291 0.294 0.304 0.290 
 Exp5: Omitted SLX 0.983 1.000 1.000 0.999 0.999 0.985 0.606 

Robustness checks. The sensitivity of our results to the simulation con-
text was evaluated using another different pair of spatial orderings, one 
‘‘real world’’: the 103 Italian provinces; and one ‘‘regular’’: a rectangu-
lar structure of 100 units ordered 100 × 100 with ‘‘rook’’ contiguity; 
each coupled with a shorter time dimension of 𝑇 = 5. Qualitative 
conclusions are much unchanged. Lastly, in view of the discussion in 
Section 3.3, we experimented with an alternative specification where 
serial and spatial correlation are reversed (the whole spatially lagged 
error follows an AR(1) process in time). Again, previous conclusions 
hold and results are available upon request.

4.8. Discussion and quantitative summary

In the following we produce synthetic tables describing the effects 
of various departures from the OLS/pooling hypothesis on empirical 
size (Type 1 error) and power (Type 2 error) of the RLM procedures, 
at some typical values of the ‘‘other’’/nuisance parameter (size) and, 
respectively, of the parameter of interest (power). The most interesting 
parameter values are 0 to ±0.3 because by design the RLM tests are not 
expected to work well under large deviations from zero of the nuisance 
parameter – although in practice they often do (see Tables  2–5).

Individual random effects inflate the empirical size of the 𝑅𝐿𝑀𝜆|𝜌
test to a modest extent, as does serial error correlation. Time effects or 
omitted spatially correlated regressors do instead put the empirical size 
completely off, making the test useless.

The main problem of the 𝑅𝐿𝑀𝜆|𝜌 test with individual random 
effects is a severe decay in empirical power; this is instead not a prob-
lem with serially correlated errors. Summing up, the 𝑅𝐿𝑀𝜆|𝜌 works 
acceptably only under design conditions (no effects, i.i.d. errors) or 
under serially correlated errors.

Individual random heterogeneity does not seem to affect the
𝑅𝐿𝑀𝜌|𝜆 test much (exception made for 𝜆 = 0.9, which is quite far from 
the designed operating situation). The same goes for serial correlation. 
The omission of time effects does instead affect the empirical size 
severely, although not as badly as for the error test 𝑅𝐿𝑀𝜆|𝜌. Again, 
omitted spatially correlated regressors take empirical size towards 1, 
making the test useless.
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Table 5
Empirical power of 𝑅𝐿𝑀𝜌|𝜆 (test for spatial lag) for different values of the parameter 
of interest 𝜌. 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜌 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled 1.000 1.000 0.914 0.051 0.953 1.000 1.000 
 Exp2: Ind. effects 0.963 0.792 0.318 0.051 0.463 0.942 0.995 
 Exp3: Serial corr. 1.000 1.000 0.745 0.056 0.843 1.000 0.999 
 Exp4: Time effects 0.997 0.893 0.507 0.291 0.488 0.647 0.660 
 Exp5: Omitted SLX 0.976 0.161 0.584 0.999 1.000 1.000 1.000 

Table 6
Empirical size of 𝑅𝐿𝑀𝜆|𝜌 (test for spatial error) for different values of the nuisance 
parameter 𝜌 (spatial lag). 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜌 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled (mem. item) 0.361 0.101 0.037 0.055 0.082 0.087 0.158 
 Exp2: Ind. effects, demeaned 0.369 0.127 0.052 0.071 0.075 0.122 0.160 
 Exp4: Time effects, dummies 0.308 0.071 0.040 0.066 0.094 0.048 0.202 
 Exp5: Included SLX 0.090 0.037 0.037 0.032 0.067 0.100 0.046 

Table 7
Empirical power of 𝑅𝐿𝑀𝜆|𝜌 (test for spatial error) for different values of the parameter 
of interest 𝜆. 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜆 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled (mem. item) 1.000 0.998 0.729 0.055 0.827 1.000 1.000 
 Exp2: Ind. effects, demeaned 1.000 0.995 0.714 0.071 0.842 1.000 1.000 
 Exp4: Time effects, dummies 1.000 0.998 0.786 0.066 0.662 1.000 1.000 
 Exp5: Included SLX 0.216 0.173 0.083 0.032 0.142 0.347 0.235 

Table 8
Empirical size of 𝑅𝐿𝑀𝜌|𝜆 (test for spatial lag) for different values of the nuisance 
parameter 𝜆 (spatial error). 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜆 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled (memor. item) 0.050 0.047 0.038 0.051 0.104 0.154 0.279 
 Exp2: Ind. effects, demeaned 0.066 0.046 0.060 0.074 0.075 0.165 0.303 
 Exp4: Time effects, dummies 0.052 0.047 0.049 0.055 0.094 0.136 0.283 
 Exp5: Included SLX 0.086 0.060 0.038 0.032 0.087 0.133 0.379 

Table 9
Empirical power of 𝑅𝐿𝑀𝜌|𝜆 (test for spatial lag) for different values of the parameter 
of interest 𝜌. 2000 simulation runs, 48 × 10 panel, USA geography.
 𝜌 −0.9 −0.6 −0.3 0 0.3 0.6 0.9  
 Exp1: Pooled (memor. item) 1.000 1.000 0.914 0.051 0.953 1.000 1.000 
 Exp2: Ind. effects, demeaned 1.000 1.000 0.899 0.074 0.951 1.000 1.000 
 Exp4: Time effects, dummies 1.000 1.000 0.902 0.055 0.941 1.000 1.000 
 Exp5: Included SLX 0.429 0.078 0.055 0.032 0.317 0.991 1.000 

The empirical power of the 𝑅𝐿𝑀𝜌|𝜆 test is just as good as in the 
ideal case both under random individual effects and under serially 
correlated errors. The omission of time effects reduces the test power to 
less than twice the empirical size (see previous Table), making it rather 
ineffective as a specification device.

The above considerations are all the more worrying because, ac-
cording to our survey, time effects are so often overlooked. In fact, as 
per our assessment, only 40∕131 papers did include them in the main 
model, many less in the testing specification. The good news are that 
all these issues, bar the case of omitted spatially lagged regressors, are 
easily solved including individual and/or time effects in the testing 
specification.

In the following tables we assess the effectiveness of simple solu-
tions (see Tables  6–9).

5. Suggestions for empirical practice

Our findings bear directly on empirical practice. In the following we 
try to synthesize some simple guidelines – based on our above argu-
ments, review and Monte Carlo results – that can be straightforwardly 
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applied by researchers, without requiring further skills or adding to the 
computational complexity.

• Avoid the nonrobust LM tests, unless you are excluding one 
spatial effect a priori. They will at most signal that ‘‘some’’ spatial 
effect is present, acting as a misspecified alternative to the simple 
joint LM test (𝑖) of Debarsy and Ertur (2010) (which, too, only 
needs nonspatial residuals). If needed, report a proper joint test.

• State your specification workflow clearly, with particular respect 
to the order of testing and the maintained model at every testing 
step, down to the ‘‘final’’ model.

• Together with the test statistics, report clearly to which estimator 
they refer (i.e., which residuals have been used). If you report 
multiple models, do report the diagnostics in the same table, 
same column of the respective model – or in any way that 
unambiguously maps specification tests to the relevant setting.

• Consider time-demeaning your panel data prior to employing 
RLM tests in a panel context (or, equivalently, employ residuals 
from FE or LSDV estimation) to remove individual effects which 
could severely affect their empirical properties.

• The same a fortiori with time effects, which would seriously 
interfere with the identification of any spatial process. In this 
case, given that the time dimension is usually modest, one will 
often prefer to add time dummies instead of cross-sectionally 
demeaning the data.

• Be suspicious of using the RLM if you allow for WX. If you include 
WX in the test model, beware of the power loss we document 
here. If you do not include WX and only one RLM rejects, then 
it is a useful pointer to either SAR or SEM; but if both do, the 
‘‘correct’’ choice might be SAREM (true positives) as well as SDM 
or SDEM (false positives).

• If using a Hausman test to decide whether to use random or fixed 
effects, be careful to include all features of your otherwise ‘‘final’’ 
model, in particular spatial effects, because leaving them out 
leads to potential inconsistency. If this is problematic, remember 
that FE is your safest bet because it encompasses the alternatives 
(RE or no-effects).

• In case – like most applied people – you have not entirely pro-
grammed your analysis from scratch, mention the canned soft-
ware you used. This will give due credit to the authors, but most 
of all provide an important reference to what you have done: 
especially if the code is open source, or in any way publicly 
available for inspection.

• Ideally, even when not mandatory, provide data and code to 
reproduce your results.

One would be tempted to add the last rule from George Orwell’s
Politics and the English language: ‘‘Break any of these rules sooner than 
say anything barbarous’’. Yet these simple suggestions are unlikely to 
make any paper worse. For how obvious most of them are, following 
these few guidelines might substantially improve the consistency and 
readability of many published empirical results; and while possibly 
leaving many substantial conclusions unchanged, it could improve their 
credibility in the eyes of interested readers.

5.1. Software

In spatial econometrics, like in many other fields where estimation 
techniques are not straightforward, applied practice is often driven by 
the availability of user-friendly, canned software. As far as we know, 
the panel version of the RLM is implemented only in MATLAB and in 
R.16

16 To our knowledge, there is no dependable Stata implementation; accord-
ing to the paper, Alexiadis et al. (2019) implemented the He and Lin (2013) 
𝐿𝑀∗ tests in Stata but these do not seem to be publicly available.
..

15 
The majority of the applied papers we surveyed do not provide 
computational details. Of those that do, most employ the MATLAB code 
Paul Elhorst wrote for his research and kindly made public (described 
in Elhorst, 2014a).17 This code has been written for one specific ap-
plication and therefore requires a modest number of adaptations to 
fit one’s problem (like manually changing dimensions and variable 
names). Importantly, it includes features to time-demean the data in 
advance, to account for individual effects; time effects can be included 
adding a full set of time dummies to the data.

An alternative implementation of the (LM and-) RLM can be found 
in the R package ‘splm’ (Millo and Piras, 2012) as function slmtest. 
In this case the user interface allows to either apply the RLM to a 
previously estimated non-spatial panel model including the appropriate 
effects, individual and/or time, or to specify a transformation at run-
time, within the call to the test function. It is also possible to explicitly 
demean the data along either dimension, and to add spatial lags of the 
regressors, within the model formula (see Croissant and Millo, 2018, 
10.3.4.2).18

6. Conclusions

The locally robust RLM tests, born in a cross-sectional setting, are 
frequently employed as specification devices in spatial panel economet-
rics; quite often in the pooled version, as documented by our survey. 
This begs the question of their properties in a panel scenario. For 
the first time in the literature, we assess their empirical behaviour 
within the framework of an encompassing panel model, with particular 
attention to the individual or time heterogeneity and the serial error 
correlation which are typical of panels.

RLM tests work well under their design conditions, but do not 
when individual or time heterogeneity is present. Under correlated 
individual heterogeneity (fixed effects), the OLS residuals on which the 
test is based are inconsistently estimated and the whole procedure is 
inappropriate. Under random effects, the properties of the pooled RLM 
can deteriorate to the point of uselessness.

There is a simple cure: time-demeaning the data will eliminate 
any individual time-invariant heterogeneity, at the cost of introducing 
serial correlation (𝜓 = − 1

𝑇−1 ) in the residuals. In practice, this will 
quickly become small with 𝑇 : but from our simulations the RLM already 
perform well for 𝜓 = −0.5 (corresponding to 𝑇 = 3). Given that 
most panel models are likely to include persistent heterogeneity, either 
correlated or not, our results suggest that it is advisable to perform 
an appropriate data transformation – time demeaning, or equivalents 
– prior to applying the RLM in any spatial panel context.

The same goes for time effects. Correlated time heterogeneity (time 
FE) will break the consistency of the whole procedure, while uncorre-
lated time effects can severely bias the tests. Either cross-sectionally 
demeaning or, as is most often the case in practice, adding time 
dummies will effectively control for ‘‘uniform’’ time heterogeneity, cor-
related or not with the regressors, restoring the properties of the RLM 
at a satisfactory level. Common factors with non-uniform loadings seem 
in turn to be effectively controlled for by time dummies augmentation.

Omitting spatial lags of the explanatory variables (WX), when these 
are relevant in the data generating process, is well known to induce 
spatial correlation in the model residuals and will, in our case, produce 
an overwhelming share of false positives from the RLM tests. Again, a 
simple cure is to take into account the WX in the model specification 
employed; unfortunately, in this case augmenting the model specifica-
tion will restore the empirical size of the tests but, especially in the 
error case, not the power: so that they will not produce false positives 
any more, but also have very little signalling value.

17 Reliance on the Elhorst code is evident in a number of further papers that 
do not report using it.
18 This last implementation has been used here for the Monte Carlo 
simulations.
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We document through an extensive survey how often these issues 
are overlooked in the empirical spatial panel literature. A large share 
of empirical papers, roughly estimable between one and two thirds, 
seems to draw the residuals for RLM testing from a specification that 
is incomplete in some important way with respect to the main model. 
Only a minority of papers do include the all-important time effects in 
the main model as well.

In this respect, even in the wake of full reproducibility, we underline 
the importance of disclosing what has actually been done in a paper. 
One key finding of our review is that only in a minority of cases it is 
clearly reported which effects have been included at each diagnosting 
testing stage, and sometimes not even an educated guess is possible. We 
advocate the inclusion of a compact but comprehensive explanation of 
the specification process, as done e.g. by Wen et al. (2022, p. 4).

Lastly, another departure from the design conditions of the RLM 
tests is seldom discussed by practitioners: the likely magnitude of 
the ‘‘other’’ spatial effect. The latter has to be moderate for the local
tests to work properly. Consistently with simulations of the original 
study (Anselin et al., 1996), we find that the performance of the 
RLM deteriorates as the nuisance parameter diverges, although the 
tests are quite tolerant in this respect. Experimenting with different 
neighbourhood structures, we also find that this behaviour becomes 
more evident for denser ones, and is in general context-dependent and 
unpredictable.

A comparison between the RLM and conditional alternatives which 
do not in principle suffer from this drawback (in particular, the CLM 
test of Debarsy and Ertur, 2010) is left for future work. In proposing 
guidelines we have focused on the consequences of our findings regard-
ing the RLM within their typical usage scenario, without broadening 
our view to alternative specification strategies. Thus, relevant lines of 
research like the powerful Bayesian approach to spatial model specifi-
cation (see LeSage, 2014) are left out of the scope of this paper, which 
is much narrower. We are also intentionally avoiding the debate on 
specification of the spatial structure: see e.g. Stakhovych and Bijmolt 
(2009); although in our simulations we do some sensitivity analysis to 
different neighbourhood orders, in general we take the spatial matrix 
as given throughout.
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