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Abstract. We consider the problem of optimizing a controller for agents
whose observation and action spaces are continuous, i.e., where the con-
troller is a multivariate real function f : R™ — R™. We use genetic
programming (GP) for solving this optimization problem. Namely, we
employ a multi-tree-based GP variant, where a candidate solution is an
array of m trees, each encoding a univariate function of the agent obser-
vation. We compare this form of optimization against the more common
one where the controller is a multi-layer perceptron, with a predefined
topology, whose weights are optimized through (neuro)evolution (NE).
Moreover, we consider an evolutionary algorithm, GraphEA, that di-
rectly evolves graphs, each having n input nodes and m output nodes.
We apply these three approaches to the case of simulated modular soft
robots, where a robot is an aggregation of identical soft modules, each
employing a controller that processes the local observation and produces
the local action. We find that, in our scenario, multi-tree-based GP is
competitive with NE and tends to produce different behaviors. We then
experimentally investigate the possibility of optimizing a controller using
another, pre-optimized one, as teacher, i.e., we realize a form of offline im-
itation learning. We consider all the teacher-learner pairs resulting from
the three evolutionary algorithms and find that NE is a better learner
than GP and GraphEA. However, controllers obtained through offline
imitation learning are far less effective than those obtained through di-
rect evolution. We hypothesize that this gap in effectiveness may be ex-
plained by the possibility, given by direct evolution, of exploring during
the simulations a larger portion of the observation-action space.

1 Introduction

There are several cases of practical relevance where the behavior of an agent
is dictated by a numerical dynamical system, acting as a controller, which pro-
cesses, over time, the observation of the agent and produces its action, both
having the form of a numerical vector. Among those cases, the ones where the
agent is a robot (real or simulated) are significant: here, the observation is some
sensory readings acquired from the environment and the action is some actuation
values determining how the robot will act on the environment.

It has been shown that, even for non trivial tasks, a stateless numerical
dynamical system, i.e., a simple multivariate function f : R™ — R™ often
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suffices to obtain a behavior of the robot that permits to perform the task. This
happens because the state required to solve the task, i.e., what corresponds to a
form of memory of past observation-action pairs experienced by the agent, may
be stored in the body of the robot, in the environment, or in both, rather than
in the controller [26].

Non surprisingly, hence, artificial neural networks have been largely used as
multivariate functions for controlling robotic agents, due to their approximation
properties. Given a task and a way for measuring the degree to which a robot
equipped with a candidate controller achieves the task, finding a good controller
means solving an optimization problem in the space of possible controllers. For
controllers employing artificial neural networks as multivariate functions, neu-
roevolution (NE) has been proven to be an effective way for solving this opti-
mization problem [4].

However, other techniques exist for searching the space of multivariate func-
tions (that can, potentially, be used for controlling robots). One that is widely
adopted is tree-based genetic programming (GP). While GP is usually employed
for solving univariate regression problems, i.e., problems where the searched
function is from R™ to R, its effectiveness [I1] suggests that it could be used
also for multivariate functions. Indeed, many GP spin-offs have been proposed
in which what is optimized is not a tree, but rather a graph [5], that is, an arti-
fact able to natively encode a multivariate function, the most famous one being
Cartesian GP [22].

In this work we aim at comparing GP against NE as a way for optimizing a
controller for a robotic agent whose observation and action spaces are numerical,
i.e., when a multivariate function f : R™ — R™ can be used as a controller. We
consider the specific case of simulated voxel-based soft robots (VSRs). VSRs
are composed of several identical soft blocks which can expand or contract.
Their overall behavior is the result of the synergic expansion/contraction of the
composing voxels, dictated by the controller, and of the complex dynamics of
the body, conferred by its softness. We optimize VSR controllers for the task
of locomotion, in which the robot has to produce a gait that make it move the
faster possible along an uneven surface.

We compare a multi-tree version of GP (which we designed by simple adap-
tation of a standard GP) against a form of NE in which only the weights are
optimized, through a genetic algorithm. We also include in the comparison a
recently proposed graph-based GP technique, GraphEA [15].

We compare the three evolutionary algorithms (EAs) in two ways. First, in
their ability of evolving a controller through simulation, i.e., driven by a fitness
function that actually measures the ability of the candidate controller to make
the robot perform the task. Second, in their ability of evolving a controller
through offline imitation learning, i.e., with a fitness function which measures
how well a candidate controller replicates the observation-action pairs of another
controller (the teacher). In other words, in the latter case, we use the three
EAs for solving a regression problem for which the data has been obtained by
observing another controller, the teacher, during a simulation. The two scenarios
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are significantly different: in the first one, the evolution may, during each single
fitness evaluation, explore the observation-action space by interacting with the
environment; in the second one, this is not possible.

Experimentally, we find that GP (in our multi-tree variant) is (almost) on par
with NE only when optimizing controllers through direct evolution. Moreover,
we find that offline imitation learning is never effective: the obtained controllers,
even when decently able in imitating the observation-action pairs of the respec-
tive teacher controllers, are not effective when embedded in a robot which faces
the task in simulation.

While it is hard to say how general our findings are, we believe that they
indicate that there is a potential for improving GP when it is used in scenarios
where the fitness cases (here, the observation-action pairs) are obtained by the
solution itself, rather then being “hard-coded” in the fitness function.

2 Related works

To the best of our knowledge, this study is the first one where GP is used
for evolving a multivariate function as the controller of a VSR, which is not
surprising, given their specificity.

There are, however, several studies where GP has been used in the context of
robotics, starting from decades ago, e.g., [10, [I3] 27]. Very often, in these studies
GP is not used for encoding a pure multivariate numerical function, but rather a
program for controlling the robot or some data structure that is later translated
to an artifact suitable for controlling the robot.

More recently, GP has been applied to VSRs, but, again, not for encoding
multivariate real functions. In [23] the authors propose to use a (single) tree-
based GP to optimize a morphologically developing VSR, i.e., a VSR whose
body changes, by adding new voxels, during its life.

Relevant to this study are also the application of graph-based variants of
GP to the control of robots. Due to its wide adoption in general, Cartesian GP
plays here a key role [6, 32]. Interestingly, Cartesian GP has also been stud-
ied specifically in terms of its ability to synthesize controllers, also in the hard
continuous-time case [J]. Moreover, it has been enhanced in [37] with recurrency,
hence making it capable of directly representing dynamical systems.

3 Background: simulated voxel-based soft robots

As a test case for our study, we consider voxel-based soft robots (VSRs) [7]—a
kind of modular soft robots composed as an aggregation of elastic cubic modules,
called wvozels. Similarly to what happens in muscular tissues, VSRs move as a
consequence of the contraction and expansion of the voxels, which need to be
synergic to yield meaningful behaviors. Moreover, the elasticity of VSRs grants
their bodies peculiar dynamical properties, which make them a relevant test bed
for exploring different control paradigms and their entanglement with the body
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dynamics of such agents. As a consequence, the success of a VSR at performing
a given task clearly depends on both its body, i.e., its morphology, and its brain,
i.e., its controller, but also on their intertwining [28].

We here consider a 2-D simulated variant of VSRs [17]. We simulate them
in continuous space and discrete time, with a time resolution for the physics
simulation of At = g5s (f = 60Hz). Working in 2-D eases both simulation
and optimization, while still yielding relevant results, which can be conceptually
portable to the 3-D case, and, eventually, to the real-world.

3.1 VSR morphology

The morphology of the VSR comprises the body of the agent, i.e., its voxels and
their spatial arrangement, together with its sensory apparatus, which allows it to
perceive itself and the surrounding environment. We define the body of a VSR
as a polyomino, i.e., a plane geometric figure formed by joining one or more
equal squares edge to edge: squares of the polyomino correspond to voxels in
the robot. We model all voxels equally, i.e., with the same physical properties,
as compounds of spring-damper systems and masses. We rely on spring-damper
systems to confer softness to the voxels, while we add masses at the four corners
of each voxel to prevent excessive deformation and allow the welding of adjacent
voxels into the desired shape.

VSRs achieve movement thanks to the rhythmical contraction and expansion
of its voxels. In fact, despite being realized out of (simulated) soft material, the
voxels are active, meaning they can regulate their own expansion by means of
actuation. However, we remark that their actual area at any given moment of
the simulation is the result of the compounding of internal and external forces,
as, e.g., gravity or the weight of other voxels.

Actuation is dictated, at every time step k, by a control value az(-k) e[-1,1]
for each i-th voxel, with 1 corresponding to maximum requested contraction, and
—1 corresponding to maximum requested expansion. In our simulator, we model
actuation as a variation of the rest length of spring-damper system. Actuation
values are computed, at every time step, by the VSR controller, possibly taking
into account some sensory information.

To this end, we equip VSRs with different types of sensors, that endow the
robot with proprioception and environmental awareness. We place sensors in the
voxels, i.e., along the body of the VSR, and rely on the same set of sensors for
all of them. Namely, we consider (a) area sensors, sensing the ratio between the
current area of the voxel and its rest area, (b) proximity sensors, sensing the
distance to the closest body along the negative y-axis (i.e., “below” the voxel,
integral with the voxel), and (c) velocity sensors, sensing the velocities of the
center of mass of the voxel along the z- and y-axes (integral with the voxel).
At each time step k, we clip, normalize, and concatenate the values read by all

the sensors of a voxel to form the local sensor reading rgk) € [-1,1]*. We clip
the area sensor readings in [0.5, 1.5], the distance sensor readings in [0, 0.5], and

the velocity readings in [—10, 10], before normalizing each of them to [—1, 1]. For
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reference, we use voxels with side length of 1 m: proximity sensors hence perceive
objects up to half-a-voxel distance, acting hence more like contact sensors than

vision sensors; velocity are expressed in ms™!.

3.2 VSR controller

In this work, we take the inspiration from the distributed controller originally

proposed in [I6]. It is distributed because it delegates the task of computing
(k

the actuation values a; ) for each i-th voxel to a function f that takes the local

sensor reading rz(-k) € [~1,1]* as input and outputs the local actuation value. We
use the homogeneous variant of the distributed controller, where the function is
the same for all the voxels. This allows to have a single function which is usable,
as controller, for any VSR with a compatible number of sensors on its voxels,
regardless of the VSR size. Eventually, this kind of distributed controller might
enable the true exploitation of the modular nature of this simulated robots and,
possibly, of their real counterparts [12] 35].

Another peculiarity of this controller is that each function also takes as input
and produces as output a number n¢omm 0f communication values, i.e., numerical
values in [—1, 1]. These values are used by neighbor voxels at the next time step
to compute their actuation (and communication) values. In practice, we assume
that there are ncomm communication channels among voxels, that are used by
the local functions to exchange information that may be useful for achieving the
task—precisely, each voxel takes 4n¢omm values from the 4 neighbor voxels and
outputs Neomm values, the same for each of the 4 neighbor voxels. A consequence
of the existence of these communication channels, and, namely, of the fact that
the corresponding values are used by neighbor voxels with a delay of one time
step, is that the overall controller formed by all the functions embedded in the
voxels is stateful, i.e., it constitutes a dynamical system, despite being composed
by a number of stateless functions.

In detail, for a VSR with 4 sensors in each voxels and with ncomm commu-
nication channels, we use a multivariate function f : R*t4mcomm _ R1+7comm gg
an homogeneous distributed controller of the VSR as follows:

k—1 k—1 k—1 k—1
[aw(]fz); Cgf’é)/:| = f ([T;]f?)/ Cw( ,y—% Cw( ,y+i CI( +17?)l Cm( +1;1)/}) ’
(k)

where az,y is the actuation value at time step k for the voxel at coordinates z,y

in the body and cggk; € [—1, 1]"cemm jg the communication output by the voxel
for its neighbors.

Based on previous experience and on common practices in simulated evolu-
tionary robotics, we modify the distributed homogeneous controller in two ways.
First, we actually query each function f every 0.2 s instead of at every time step—
i.e., the controller works at a frequency of 5 Hz rather than at the simulation
frequency of 60 Hz; we keep the output of f constant between subsequent queries.
Lowering the control frequency is a practical way to avoid obtaining, through
optimization of f, vibrational behaviors. Second, we perturb the sensor readings
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of all the voxels with a Gaussian noise with zero mean and ogens = 0.05 (applied
after the normalization to [—1,1]). The goal here is to make the controller more
robust and, in principle, able to generalize to conditions slightly different than
the ones experienced during the optimization. The two modifications together
might be useful for reducing the risk of reality-gap [31], whenever the procedure
proposed in this paper for optimizing a controller through evolution would be
applied for real robots.

4 Evolutionary optimization of VSR controllers

As described in the previous section, the controller of a VSR is a function mul-
tivariate real function f : R™ — R™. In this work, we compare three repre-
sentations for f and we use three EAs for optimizing the controller using the
corresponding representations. We present the three variants in the following.

4.1 Multi-layer perceptron optimized with a genetic algorithm

Representation of f. In this variant, we use a multi-layer percepetron (MLP)
as the multivariate function f. MLPs have been used quite successfully as con-
trollers for many kinds of robotic agents [8], also for VSRs [36]. In brief, a MLP
is a feedforward artificial neural network where the neurons are organized in
layers, including one input layer, zero or more hidden layers, and one output
layer. An MLP is fully connected: every neuron of one layer is linked through
weighted connections (called synapses) to every neuron of the previous layer.

Despite being stateless, nor plastic, differently from other more complex arti-
ficial neural network models, such as spiking neural networks [14], and despite not
having complex processing capabilities as the attention mechanism [29], MLPs
are still an effective option for realizing effective robot controllers, also through
evolutionary optimization.

In detail, for an MLP of n; layers composed of, respectively, {1,...,1,, neu-
rons, we define f as:

y=f(z) = 0., (‘Penl,1 (- (o, (@))) = (‘Penl ©%¥o,,1°" " ° @oz) (),
(1)
where 8; = [0;1 ... 0;,,] € R4(i-1FD with each 6, € RbY-1F1 s the vector
of weights for the synapses connecting the neurons in the j-th layer with those
of the j — 1-th layer and:

tanh (9;—:12 + 9]'71,0)
P, (z) = 5 : (2)
tanh (BJT.JJ,Z + 9j’1j70>

That is, we use tanh as the activation function inside each neuron.
In this work, we employ an MLP for controlling the VSRs described in the
previous section, where f, the controller, takes an & € R™ as input and produces
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y € R™ as output. The size of the input and output layers are hence constrained
to be n and m, respectively. We use a single hidden layer whose size is |0.65n],
as done in previous works using MLPs as distributed controllers for VSRs [25].
Hence, the overall number |@| of parameters describing an MLP is m(|0.65n] +
1)+ 0.65n] (n+1). In the two configurations we considered for our experiments,
i.e., with ncomm = 1 and neomm = 3, n and m were respectively 8,2 and 16,4,
and hence |@| resulted being 57 and 214.

We remark that the output of an MLP is always in [—1,1]™, since we use
tanh as activation function of its neurons. No adjustement of the output is
hence needed for using an MLP as a controller f of a VSR, that, we recall from
Section [3], expects to get actuation values in [—1, 1].

Optimization of f. We search for an MLP that results in a VSR able to
perform a given task by optimizing the parameters @ describing the MLP. That
is, we solve a numerical optimization problem in R?, with p = |6| determined as
above and depending on the body of the VSR and on n¢omm. Since 8 describes
an MLP and since we use an EA to optimize it, we perform a form of NE. We
remark, however, that we optimize just the parameters, i.e., the weights, of a
neural network, not its topology. Other studies employed forms of NE operating
also on the topology for evolving controllers for VSRs [24], [29].

For solving the numerical optimization problem in R? we resort to the simple
EA described below and shown in Algorithm [I}] This EA, which can be regarded
as a rather standard genetic algorithm (GA), iteratively evolves a fixed size pop-
ulation P of npep solutions, i.e., numerical vectors in RP. At each iteration, the
EA builds an offspring P’ of np., solutions by selecting parent individuals with
a tournament selection (with neyy individuals) and then applying a crossover
(with probability pyover) or mutation (with probability 1 — pyover) genetic op-
erator. The EA then merges the parents and offspring and applies truncation
selection to retain only the best n,p solutions, which will form the population
at the next iteration. The EA stops iterating when at least neyals solutions have
been evaluated. Upon the last iteration, the EA returns the best solution in the
final population.

As genetic operators we use the extended geometric crossover, which gen-
erates a child 0 as a point in the (extended) hyperrectangle delimited by the
parents 81 and 65, and the Gaussian mutation, which perturbs every element of
the parent with a Gaussian noise with zero mean and oyt .

We drive the evolution with a fitness function ¢ which measures the quality of
a candidate solution as a single value in R. We detail in Section [b| what ¢ exactly
measures: in brief, it operates by running a simulation where the robot equipped
with the controller under evaluation, i.e., the candidate f corresponding with
the MLP defined by 6, faces a task. The larger the value of ¢(f), the better the
solution.

In our experiments, and according to our previous experience, we set Pxover =
0.8, oxover = Omut = 0.35, npop = 100, Ntour = 5, and nevars = 10 000.
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function evolve():
// initialization
P«
while |P| < npop do
0 + sample(U(-1,1),p)
P+ PU{6}
end
// generations
N < Npop
while n < nevas do
// build offspring
P« 0
while |P'| < npop do
n+<n+1
if sample(U(0,1),1) < pxover then
// crossover
« + sample(U(—0.5,1.5),p)
B + sample (N (0, Oxover), P)
0, <+ tournament (P, ntour, q)
0 < tournament (P, niour, q)
0+ 01+a0(02—61)+p3
P+ P'u{e}
else
// mutation
B < sample(N (0, Omut), p)
01 < tournament (P, niour, q)
0+ 6,+p
P+ P'u{6}
end

end
// merge parents and offspring
P« PUP
while |P| > npop do
| P+« P\ worst(P,q)
end

end

return best (P, f)

end

Algorithm 1: The simple GA used for optimizing the MLP weights.
sample (D, p) samples the distribution D for p times, returning either a vec-
tor (with p > 1) or a scalar (with p = 1). best (P, ¢) and worst (P, ¢) return
the best or worst solution in P according to the fitness function q.




GP for Continuous Control: Teacher or Learner? 9

4.2 Array of regression trees optimized with GP

Representation of f. In this variant, we use an array of m regression trees for
encoding the multivariate function f. As discussed in Section[I} trees represent-
ing numerical functions through the combination of simple arithmetic operators
are a rather successful way for expressing solutions to regression problems, in
particular when the interpretability of the solution is important [I} 2T].

In the context of this study, we define a regression tree for a regression
problem R™ — R as a tree where terminal nodes are labeled with either a variable
in X ={xy,...,2,} or a constant in C' C R and non-terminal nodes are labeled
with an arithmetic operator in O. We assume that operators in O may have
different arities and that regression trees are valid in terms of arity: that is, if a
node is labeled with an operator o with arity n,, then it has exactly n, children
nodes. In this work, based on our previous experience, we set O = {4, —, X, +*},
where all the operators have the same binary arity and +* is the protected
division, and C' = {0,0.5,1,...,5}. More sophisticated options are known in
literature for incorporating numerical constants in regression trees, as ephemeral
random constant [30} [38]: for the sake of simplicity, we do not employ them here
and leave their investigation to future work. We denote by 7}, o,c the set of all
the possible trees defined as above.

For expressing a multivariate function f : R®™ — R™ suitable to be the

controller of a VSR, we use an array t = (t1,...,t,) of m trees in T}, o ¢, rather
then a single tree. Hence, we define f as:
y = f(x) = [tanh (¢; ()) ... tanh (¢; (2))], (3)

where t; () € R is the result of the application of the tree ¢; to the point
x € R™. We apply tanh to the result of the application of the tree to ensure that
the output of f is in [—1,1]™, as required by the VSR. We denote by T}, m,0.c
the set of all the possible arrays of m trees, i.e., T, m,0,c = T,TQC. We remark
that the trees in ¢t are independent from each other.

Optimization of f. Optimizing through evolution a univariate function repre-
sented as a regression tree is exactly the the problem that is solved by tree-based
GP. In this work, however, we search for arrays of trees, rather than single trees:
the search space is T}, m,0,c instead of T}, o.c, as for “normal” GP. We hence em-
ploy an EA which is an adaptation of a standard version of GP to accommodate
this change.

The EA we propose, which we call multi-GP for brevity and show in Algo-
rithm [2] is similar to the one used for numerical vectors (shown in Algorithm,
with three key differences: (a) it uses an initialization procedure that produces
arrays of trees instead of numerical vectors; (b) it uses three genetic operators
(two crossovers and one mutation), suitable for T), ,, 0.¢; (¢) it incorporates a
mechanism for favoring the diversity in the population. The latter peculiarity,
which is explained below in detail, is particularly important since the search
space Ty, m,0,c is discrete, differently from R? of the previous case, and hence
the risk of premature convergence due to lack of diversity is not negligible [33].
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function evolve():

// initialization

P < multi-ramped-half-and-half (npop, Amin, Amax)
// generations

N 4 Npop

while n < nevals do

// build offspring

P«
while |P'| < npop do
n<n+1

r < sample(U(0,1),1)
if 7 < Zpxover then
// element-wise standard tree crossover
t; < tournament (P, Ntour, q)
to + tournament (P, ntour, q)
t«— (tree—xover(t1,1,t2,1) tree-xover(t1,m,t2,m))
Ise if r < pyover then
// uniform crossover
t; < tournament (P, Niour, q)
to < tournament (P, Ntour, q)
t <« (one-of (t1,1,t2,1) ... one—of(tl,m,tz,m))
else
// standard tree mutation
t; < tournament (P, Ntour, q)
t «— (tree—mut (t1,1) ... tree-mut (t1,m))
end
if t Z PUP then
‘ P+ P U{t}
end

o

end
// merge parents and offspring
P+ PUP
while |P| > npop do
‘ P + P \ worst(P,q)
end

end
return best (P, f)

end
Algorithm 2: The multi-GP EA used for optimizing arrays of regression

trees. one-of (a,b) gives either a or b, with equal probability.
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In particular, our multi-GP initializes the population by applying for m times
the ramped half-and-half procedure and combining the resulting ny,,m trees in
Npop M-sized arrays of trees. Concerning crossover, multi-GP uses a crossover
(with %pxover) that simply consists in applying, element-wise, the standard tree
crossover to the pair of trees coming from the two parents, and another crossover
(again with %pxover) that builds the child taking trees from parents with equal
probability (a form of uniform crossover operating over arrays of trees). Concern-
ing mutation, multi-GP uses, element-wise and for m times, the standard tree
mutation. Both the initialization procedure and the genetic operators output ar-
rays of trees in which each individual tree height is granted to be in [Amin, Amax]-
Finally, concerning the mechanism for favoring the diversity in the population,
multi-GP simply avoids inserting in the offspring those newly generated individ-
uals which are already part of the offspring or the parent population, i.e., those
which are duplicates. According to this mechanism, inspired by [2], multi-GP
re-tries to generate individuals for up to Magtempts times—this parameter not
being shown in Algorithm [2| for the brevity; if it fails, the duplicate individual
is accepted.

In our experiments, and according to our previous experience, we set Pxover =
0'87 Npop = 1007 Ntour = 5a Nattempts — 1007 hmin = 37 Pmax = 8a and Nevals =
10000.

4.3 Regression graphs optimized with GraphEA

Representation of f. In this variant, we use a graph as the multivariate
function, inspired by the approach proposed in [I5].

More specifically we consider directed graphs with unlabeled edges whose
nodes can be of four types: input, constant, hidden, or output. For a multivariate
regression problem R"™ — R™ input nodes are labeled with variables in X =
{z1,...,2,}, constants nodes are labeled with constants in C' C R, hidden nodes
are labeled with arithmetic operators in O, and output nodes are labeled with
variables in Y = {y1,...,ym}. We enforce a few constraints on the structure of
the graphs. Each graph g has to: (a) be acyclic; (b) contain exactly |X| = n
input nodes, each labeled with one different variable in X; (c) contain exactly
|C| constant nodes, each labeled with one different constant in C; (d) contain
exactly |Y| = m output nodes, each labeled with one different variable in Y;
(e) have no incoming edges to input and constant nodes, no outgoing edges
from and exactly one incoming edge to output nodes, and the correct number
of incoming edges (corresponding to the arity of the label) to each hidden node.
We denote by G, m.0,c the set of all the graphs that meet these requirements.

When we compute the output y € R™ from the input & € R” using a graph
g € G m,0,c, we do as we do for regression trees. For each j-th element y; of vy,
we consider the tree ¢ € T}, o, ¢ defined by the subgraph starting from the output
node labeled with y; and following only incoming edges: then, we compute the
value of y; using that ¢. Similarly to the case of arrays of tree, we use tanh on
the output of ¢ to make it fall in [—1,1].
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In this work, based on our experience and on [15], we set C = {0,0.5,1,...,5}
as for the arrays of trees case and O = {4+, —, x,+* log"}, where log" is the
protected logarithm with unary arity.

Optimization of f. We search the space G, m,0,c of graphs, driven by the
fitness function ¢, by means of the GraphEA algorithm [I5]. In brief, GraphEA
evolves a fixed size population of graphs using a number of unary genetic oper-
ators (i.e., mutations defined over graphs) in the reproduction phase. In order
to protect the innovation introduced by those operators, GraphEA employs a
speciation mechanism, inspired by the one of NEAT [34]: as a side effect, this
mechanism favors the diversity in the population. Moreover, GraphEA enforces
structural constraints on graphs by performing the corresponding validity checks:
whenever a check fails after the generation of a new individual, that individual
is discarded and a new one is built. We refer the reader to the cited paper for
further details.

In our experiments and following [34], we set npop = 100 and neyvals = 10 000;
for the other parameters, we used the default values.

The rationale for considering also graphs as a representation of f is that
they may, potentially, be more able, with respect to arrays of trees, to capture
dependencies among output variables. As an example, consider the case where
n = 3,m = 2 and where yo = y; + 1 and y; = 2z3 f/,;: is the target function.
With arrays of trees, the evolution should find an individual where the first and
second trees are largely similar, despite having no way to make one tree in an
individual influence the other tree. With graphs, the evolution should “simply”
find a graph where the same subgraph is exploited twice to connect two output
nodes. Intuitively, hence, evolution of graphs should be able to benefit more the
modularity of the problem, if any. Despite this interesting premise, the effective
and efficient evolution of graphs encoding multivariate functions has not reached
complete maturity: indeed, several approaches have been and are being proposed
for evolving graphs [5l 20} 22].

5 Experiments and results

We performed a twofold experimental campaign aimed at, first, verifying if multi-
GP is on par with the widespread NE (i.e., MLP+GA) approach for evolving
controllers for VSRs—for placing these results in a broader context, we also in-
cluded GraphEA in the comparison: we describe these experiments in Section[5.1]
Second, for gaining deeper insights in the experimental findings, we employed
the same three EAs (NE, multi-GP, GraphEA) as learners from the controllers
optimized through direct evolution, which acted as teachers: we describe these
experiments in Section

In both cases, we targeted the problem of optimizing a controller for a biped
VSR that faces the task of locomotion. Since we considered a 2-D scenario,
locomotion is indeed directed locomotion, i.e., the VSR has to run the fastest
possible along the positive z-direction. We used the average z-velocity v, of the
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VSR during a simulation of 30 s (simulated time) as fitness, i.e., we set ¢(f) = v,.
For computing v,, we simply considered the distance between the z-position of
the VSR center of mass taken at ¢ = 0s and its z-position taken at ¢ = 30s.

For increasing the difficulty of the task, we made the VSR run on a slightly
uneven, rather than a flat, terrain. This way, controllers that better exploit the
sensors the voxel are equipped with should be more capable of adapting to the
terrain unevenness, eventually being faster.

As VSR body, we used a polyomino composed of 10 voxels arranged in a
biped-like shape. We recall that, since the VSR uses a homogeneous distributed
controller (see Section , the input and output space sizes n and m are in-
dependent from the number of voxels in the VSR. We experimented with two
values for the number n¢omm of communication channels shared among voxels,
namely Necomm = 1 and neomm = 3. Differently than the number of voxels in
the VSR, nicomm does have an impact on n and m, and hence on the size of the
search space.

Figure[]shows some frames captured during a simulation of one VSR equipped
with an evolved controller. The figure shows the shape of the VSR body, the un-
evenness of the terrain, and allows to appreciate the kind of synergic contraction
and expansion that results, in the end, in an effective gait.

] ‘[“’}Tr; T T
i T |
' 7—; : \/L ‘g;]\ "Tj'\.ﬁ LT

Fig. 1: Frames of a VSR with an evolved controller (here, the MLP evolved with
the random seed 1 and ne¢omm = 1) performing locomotion on the uneven terrain.
Frames are taken every 0.2s starting from ¢ = 5s. The color of each voxel encodes
the current expansion/contraction: closer to orange for contraction (i.e., current
area lower than rest area), closer to blue for expansion, closer to yellow for area
at rest value.

We performed the experiments using 2D-VSR-Sim [I7] for the simulation and
JGEA [I8] for the evolution: the two software frameworks are glued together
and available at https://github.com/ericmedvet/2d-robot-evolution. We
made all our results publicly available at https://github.com/ericmedvet/
2023-GPForContinuousControlAndLearning.


https://github.com/ericmedvet/2d-robot-evolution
https://github.com/ericmedvet/2023-GPForContinuousControlAndLearning
https://github.com/ericmedvet/2023-GPForContinuousControlAndLearning

14 E. Medvet, G. Nadizar

5.1 Direct evolution of the controller

For this part of the experimental campaign, we applied the three EAs described
above to the problem of evolving a controller (i.e., a numerical vector 8 € R?
for NE, an array of trees t € T}, ,, 0,c for multi-GP, a graph g € G, ;m,0,c for
GraphEA) for the task of locomotion. We performed 10 evolutionary runs for
each EA by varying the random seed.

Figure[2]reports the results of this experiment. It shows the fitness of the best
individual in the population (shortly, the best fitness v}) during the evolution,
one plot for each of the two values of ncomm. Several interesting observations
may be made from Figure
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Fig. 2: Median and inter-quartile range (across 10 runs) of the velocity v} of the
best individual along fitness evaluations. Multi-GP is not worse than NE only
with larger search space, i.e., with ncomm = 3; GraphEA is always the worst
performer.

First, both NE and multi-GP appear to be able to evolve effective con-
trollers within the budget of nevas = 10000 fitness evaluations. This claim is
supported by the fact that, (a) for these two EAs, the best fitness v} curve
reaches a stable value in the final part of the evolution and (b) the absolute
values of v} are on par with those obtained by other studies with the same
kind of robots (e.g., [25]). Moreover, we visually inspected the behaviors of a
few of the evolved VSRs and verified that they are well capable of express-
ing effective gaits. We make the videos of the VSRs obtained with the first
random seed and n¢omm = 1 available at https://github.com/ericmedvet/
2023-GPForContinuousControlAndLearning/tree/main/videos,

Second, multi-GP appears to be on par with NE with n¢omm = 3 and slightly
worse with neomm = 1. For the former case, multi-GP is as effective and as
efficient as NE; that is, it achieves the same values of v} in the same num-
ber of evaluations. Interestingly, with the smaller search space corresponding to
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Neomm = 1, multi-GP achieves lower values of final v} than with ncomm = 3,
while NE does the opposite. We attempt to explain this finding with the fact
that a larger number of communication channels makes reactive behaviors easier
to achieve through large values for the exchanged communication; in turn, these
large values are easier to obtain with multi-GP, which can exploit operators
(such as +*) that can easily produce large outputs from small inputs. In other
words, trees are maybe better at doing a sort of bang-bang control, i.e., to switch
abruptly the actuation and communication values in a way that results in an
effective overall gait. Indeed, we verified, by visually inspecting the videos of the
evolved robots, that those controlled with trees produce in general movements
which are less smooth than those produced by robots controlled by MLPs.

Third, differently than NE and multi-GP, GraphEA struggles at evolving
good controllers: at the end of the evolution it reaches much lower values for v}.
Moreover, the v} curve does not seem to have reached a plateau. We hypothesize
that the motivation for this low effectiveness may lie in the default values for
the speciation mechanism incorporated in GraphEA, which result in a slower
evolution.

For supporting the interpretation of the lower effectiveness of GraphEA and
for gaining more insights, we show in Figure|3|the size of the best solution in the
population during the evolution. For NE, the size is |0 for every individual; for
multi-GP, the size is the sum of the sizes of the trees in the array; for GraphEA,
the size is the sum of the number of nodes and edges in the graph.
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Fig.3: Median and inter-quartile range (across 10 runs) of the solution size of
the best individual along fitness evaluations. Solutions obtained with multi-GP
converge to a stable size, apparently independent from the size of the search
space, while those obtained with GraphEA do not.

Two interesting observation can be made by looking at Figure
First, the size of best arrays of trees for multi-GP appears to converge to
a stable value after approximately 5000 fitness evaluations. Instead, the size of
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graphs in GraphEA never stops increasing: we interpret this as a sign that this
EA was much slower, i.e., less efficient, than the other two in optimizing solutions
for the case study here considered.

Second, the size of the solutions evolved with multi-GP appears to be just
slightly larger for the n¢omm = 3 case with respect to the n¢omm = 1 case. Since
the size of an array of trees is given by the sum of the sizes of the composing
trees, and considering that there are m = 4 trees in the former case and m = 2
in the latter, this means that the trees for ncomm = 3 are in general simpler.
Hence, an effective behavior may be obtained through simpler elaboration of the
inputs.

5.2 Offline imitation learning

After having compared the three EAs in their ability to evolve effective con-
trollers through direct experience of the environment where the robot is im-
mersed, we investigated experimentally the possibility of obtaining a controller
by making it “behave like” another, pre-evolved controller. For this aim, we
proceeded as follows:

1. we took the controllers evolved in the previous experiment and, for each of
them, performed one simulation saving a dataset containing all the input-
output pairs it handled;

2. for each dataset and each EA, we performed a few of evolutionary optimiza-
tions for obtaining a multivariate function that fits the dataset, driving the
evolution with a fitness function measuring the error on the dataset (to be
minimized);

3. we took each of the functions obtained at the previous step and put it inside a
VSR, as a controller, and measured the velocity v, it achieved in a simulation.

Concerning the first step, and considering that we actually use the f inside
the controller every 0.2s, we obtained a dataset (x;,vy;); of 10-30 -5 = 1500
input-output pairs out for each controller evolved in the first experiment. We
further reduced the size of each dataset by even sampling to ng = 375 pairs. This
way, we obtained 10 datasets for each of the three EAs, i.e., a total of 30 + 30
datasets given by the two values for n¢omm.

For the second step, we used the very same EAs we used in the first experi-
ment. However, we here used the average mean squared error (aMSE), i.e., the
MSE on each output variable averaged across the output variables, as fitness
function:

j=m i=ngq

=25 LS (e — wis)*, (4)

n
d 521
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o
I

Jj=1

where f;(x) is the j-th element of the vector in R™ obtained by applying f on
x € R™. We applied each EA to each dataset 5 times, by varying the random
seed, hence performing 5 -3 - 30 = 450 runs for the case of n¢omm = 1 and
450 runs for the case of neomm = 3—we kept the two cases separated since the
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dimensionality of the dataset, and hence of the function to be optimized to fit
them, was different. We call teacher the EA that evolved the controller which
generated each dataset and learner the EA that we used to obtain a multivariate
function given a dataset.

Finally, for the third step, we took each of the 450 + 450 evolved functions
and used it inside a controller of a VSR for which we measured the velocity v,
it achieved in a 30s simulation.

We recall that the key difference between evolving a function through sim-
ulation and evolving one to fit a given dataset is that, in the first case, each
function being evaluated is potentially able to obtain input-output pairs that fa-
cilitate the evolution. Differently, in the second case, the input-output pairs are
given and cannot be changed. For this reason, we call offline imitation learning
this way of obtaining a function for controlling a robot. It is offline because the
functions being evolved are never put inside a controller, and it is a form of im-
itation because they can only attempt to reproduce the behavior of the teacher:
they cannot experience directly the outcome of the action they generate. This
difference between direct evolution and offline imitation may be of practical rel-
evance if what the function is expected to do is to generate an effective behavior
on a generally large input space, rather than “simply” approximate it on a few
points.

Evolution of multivariate functions from data. Figure [4 displays the re-
sults of the first step in the form of six line plots showing how the fitness aMSE*
of the best solution changed during the evolution. The figure shows one plot for
each combination of teacher EA and value of ncomm; within the plot, the line
color corresponds to the learner EA.

The first observation is that, in general, all three EAs are decent learners,
i.e., the average MSE decreases steadily during the evolution. In most of the
cases, and in particular for multi-GP, the budget of nevais = 10000 appears to
suffice to reach a plateau. This is not particularly surprising as all the three EAs
have been shown to be able to cope with regression problems.

There are, however, differences among the combinations of teacher and learner.
As learner, NE looks to be the most effective: the average MSE achieved at the
end of the evolution is the lowest one in 4 on 6 cases, with 3 of them being
sharply better. NE struggles only with n¢omm = 3 when the teacher is not NE.
This finding is somehow consistent with the observations drawn in Section 5.1
we believe that the functions evolved by multi-GP (and GraphEA) obtain ef-
fective gaits in a rather different way than those evolved with NE. Very likely,
this is due to the substantially different way the two representations model a
multivariate function.

For what concerns multi-GP, Figure [4] shows that it is able to reach pretty
quickly a decent aMSE* on the data, but then often stagnates. Interestingly,
the greater average MSE is observed when the teacher is multi-GP and with
Ncomm = 3. That is, as learner multi-GP is not particularly good at imitating
the behaviors it produced as teacher.
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Fig.4: Median and inter-quartile range (across 10 runs) of the average MSE of
the best individual along fitness evaluations, one column per teacher, one row
per Neomm- NE is the best learner, in particular when the teacher is NE.

Finally, similarly to what observed from the results of the direct evolution,
GraphEA appears to be sensibly worse than the other two EAs. It is in general
slower and achieves the greatest average MSE in all but one case.

Learned functions used as controllers. We took the 450 4 450 functions
evolved in the previous experiment and put them inside VSRs for assessing their
ability to generate behaviors that are effective for locomotion, i.e., good gaits.

We show the results of this evaluation in Table |1} The table shows, for each
combination of teacher EA, learner EA, and value of ncomm, the 50-th (i.e., the
median), 75-th, and 90-th percentile of the 50 v, values (5 random seeds and
10 datasets) obtained through simulations. We report also the 75-th and 90-th
percentile, instead of just the median, because the observed velocities were in
general very low (see, for a comparison, the range of the y-axis of Figure .

The main observation that we draw from Table [Il is that offline imitation
learning does not, in general, work. None of the combinations achieves a me-
dian v, value which is on par with the median values obtained through direct
evolution. This happens regardless of the learner and teacher. The greatest me-
dian v, is the one obtained when multi-GP is both the teacher and the learner
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Teacher— NE Multi-GP GraphEA
Necomm Learner) 50-th 75-th 90-th 50-th 75-th 90-th 50-th 75-th 90-th
NE 0.12 1.03 1.79 0.04 0.17 0.54 0.03 0.16 0.56

1 Multi-GP 0.00 0.02 0.07 0.04 0.14 0.24 0.02 0.06 0.11
GraphEA 0.00 0.01 0.06 0.05 0.06 0.13 0.00 0.04 0.10

NE 0.04 0.17 0.70 0.12 0.25 0.48 0.01 0.08 0.23
3 Multi-GP 0.00 0.00 0.01 0.15 0.20 0.36 0.02 0.20 0.35
GraphEA 0.00 0.00 0.01 0.00 0.04 0.17 0.00 0.01 0.20

Table 1: z-velocity v, obtained by the learned controllers for different teachers
(groups of columns) and values of ncomm (groups of rows). For each combination
of teacher, learner, and ne¢omm value, we show the 50-th (i.e., the median), 75-th,
and 90-th percentile of the 50 v, values obtained for that combination. Only the
functions learned with NE achieve decent v, values when put inside a controller.

and for neomm = 3; we recall, however, that v, is here 0.15ms™!, while it was
~ 2.75ms~! with direct evolution.

If we look at the best controllers learned through offline imitation learning,
i.e., at the 90-th percentile columns, we see that the best combination is the one
where NE learns “from itself” with n¢omm = 1. We recall that the case of NE with
Ncomm = 1 was also the best performing one for direct evolution. Nevertheless,
the difference is still apparent: 1.79 ms™! with offline imitation learning (and
considering the 90-th percentile) and ~ 3ms~! with direct evolution (median
value, though rather representative, due to the short inter-quartile range).

We visually inspected the behaviors obtained by controllers learned with
offline imitation and found that they were in general very sloppy: the VSR was
able to produce a gait-like movement, but it appeared somehow “out-of-sync”
and definitely not effective in making the robot advance.

6 Discussion

We compared experimentally NE, multi-GP, and GraphEA in their ability to
obtain an effective controller, in the form of a multivariate function f : R" — R™,
for the task of locomotion performed by a VSR. We used each of the three EAs
in two ways: (a) by driving it with a fitness function that actually performs
a simulation to measure how well f behaves in practice (direct evolution) and
(b) by driving it with a fitness function that measures how well f fits the data
produced by another function, in turn obtained through direct evolution (offline
imitation learning).

We found that, broadly speaking, GraphEA is largely less efficient and ef-
fective in both cases—we hence restrict the further discussion to the first two
competitors.



20 E. Medvet, G. Nadizar

The results obtained through direct evolution suggest that there are negligible
differences between NE and multi-GP in terms of achieved v}: both EAs pro-
duced effective controllers. A deeper analysis of them, through visual inspection
of the behaviors, suggests however that the two EAs achieve locomotion in differ-
ent ways. Controllers obtained through NE give smoother behaviors than those
obtained through multi-GP. The latter appears to realize a form of bang-bang
control, i.e., to produce actuation values for the voxel with abrupt variations
over time. We believe that the overall resulting behavior is still effective because
the dynamics of the VSR body, namely, its spring-damper systems, mitigate this
kind of control and, somehow, makes it effective.

The results of offline imitation learning are more interesting, in our opinion.
None of the EAs was able to consistently learn effective controllers. We remark
that the EAs were decently able to solve the regression problem corresponding
to imitation learning: this was true in particular for NE, which well exploited the
approximation potential of MLPs. However, when we put the learned f inside
the VSRs, they were not able to produce effective gaits. From another point of
view, the functions that were pretty good at fitting the data produced by their
teachers were not successful in coupling with the body of the VSR, namely, with
its corresponding dynamical system. Previous studies already showed that small
differences in the shape of the body of a VSR may be very detrimental on the per-
formance, if the controller is not adjusted to accommodate those differences [19]:
this adjustment may be the result of an intrinsic plasticity of the controller it-
self, like with Hebbian learning [3], or may be simply obtained through a short
re-optimization of the controller coupled with the modified body, as in [19].

From a broader perspective, we think that our results show that direct evolu-
tion produces functions that are much more robust than those obtained through
offline imitation learning. Moreover, multi-GP appears to suffer more than NE
from this lack of robustness: we attribute this weakness to the way GP repre-
sents numerical functions, which is very suitable for solving “static” symbolic
regression problems, but may not be as effective when the functions are inserted
in a dynamical system whose dynamics may be complex.

7 Concluding remarks

We considered the case of simulated modular soft robots, namely, VSRs, and
compared three EAs and their respective representations for evolving a controller
that let the VSR perform well the task of locomotion. We used an homogeneous
distributed controller, in which a single multivariate function f : R™ — R™ is
used inside each voxel to generate the VSR actions (contraction/expansion) in
response to its observations (sensor readings). That is, we used the EAs to solve
a continuous control task.

We compared experimentally the three approaches (a multi-tree version of
GP, a GA that evolves the weights of an MLP, and GraphEA, that directly
evolves graphs of arithmetic operators) in two ways. First, through direct evolu-
tion, i.e., with a fitness function that evaluates a candidate f by employing it in
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a simulation of the VSR facing its task. Second, through offline imitation learn-
ing, i.e., with a fitness function that evaluates a candidate f ability to reproduce
the input-ouput pairs of a teacher f.

We discussed the results of our experiments and attempted to interpret the
main findings: (a) GP is almost on par with GA+MLP, but produces less smooth
behaviors; (b) offline imitation learning does not work, since a good coupling
between body dynamics and controller appears to be extremely important for
this control task.

We believe our results may constitute a starting point for a larger discussion
about how the dynamics of the evolution intertwine with those of the life of the
single agent, possibly resulting in a “moving” fitness landscape in which finding
an equilibrium is not straightforward.
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